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Preface

This thesis considers topics in two sub-fields of statistics—interpretable dimensionality reduction (Chap-
ter 2 and Chapter 3) and selective inference (Chapter 4, Chapter 5, and Chapter 6).

Interpretable dimensionality reduction concerns the problem of reducing a large dataset into a smaller one,
while still ensuring the smaller dataset is readily interpretable. We consider the fundamental dimensionality
reduction task of selecting the subset of variables that is most representative of the entire dataset. In
Chapter 2, we show that two popular methods for this task, Column Subset Selection (CSS) and Principal
Variables, are equivalent. This insight enables us to derive new methods for performing scalable CSS when
(1) we have summary statistics in place of unit-level data, or (2) some of the unit-level data is missing
and/or censored. In Chapter 3, we present a generative view of both of these methods. Specifically, we show
that CSS and Principal Variables can both be interpreted as performing maximum likelihood estimation
within a certain semi-parametric model. Within this model, we establish suitable conditions under which
the CSS estimate is consistent in high dimensions, specifically in the proportional asymptotic regime where
the number of variables over the sample size converges to a constant. Our generative viewpoint also leads
to novel methodology for selecting the subset size for CSS/Principal Variables in a principled way.

Selective inference concerns the problem of drawing inferences after selection of a data-dependent infer-
ential question. In Chapter 4, we provide a simple and unifying framework for conditional selective inference
that is centered on p-values. Specifically, we introduce selectively dominant p-values, a class of p-values that
enable us to easily perform inference after selection. We give an exact characterization of when p-values
are selectively dominant and argue that essentially all commonly used p-values are selectively dominant. In
Chapter 5, we use our framework to study the inference on winners problem. We offer greater clarity on
the behaviors and properties of existing inference on winners methods, while also generalizing them to new
settings. We also identify a class of problems for which the conditional selective inference approach attains
optimal power, but existing simultaneous inference approaches are powerless. In Chapter 6, we motivate a
very broad and general class of rank verification problems that arise in a variety of different domains. We use
our framework to derive a new inferential method for these problems that dominates existing simultaneous
inference approaches, and we demonstrate our method’s efficacy and versatility by applying it to a wide

range of real-world problems.
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Chapter 1

Introduction

This thesis considers topics in two sub-fields of statistics—interpretable dimensionality reduction (Chap-
ter 2 and Chapter 3) and selective inference (Chapter 4, Chapter 5, and Chapter 6). The material in
Chapter 2 and Chapter 3 is taken entirely from Sood and Hastie [2025], and the material in Chapter 4,
Chapter 5, and Chapter 6 is taken largely from Sood [2024] and Sood [2025].

The introduction serves to provide some motivation and background on these areas, including a high-level
review of related literature. We will continue to mention other related works throughout the thesis when

relevant.

1.1 Interpretable dimensionality reduction

In modern data applications, it is common to reduce a large dataset into a smaller one, either for storage
efficiency or ease of downstream analysis. As methods become more complex, it is increasingly desirable for
this reduced dataset to be interpretable.

The first part of this thesis considers the dimensionality reduction task of selecting a subset of variables
that is most representative of the entire dataset. We will establish an equivalence between two popular
methods for this task, Column Subset Selection (CSS) and Principal Variables. Via this equivalence, we

provide a generative view of both methods, as well as other extensions and generalizations.

1.1.1 Motivation

The textbook approach to dimensionality reduction is Principal Components Analysis (PCA) [Jolliffe,
2002]. PCA projects the observed data onto a small set of variance-maximizing axes. Ultimately, the reduced
dataset consists of linear combinations of the original variables, and these resulting linear combinations are
referred to as principal components.

The diverse range of perspectives on PCA has fostered many useful theoretical and methodological
insights. For example, although PCA’s objective is typically written in terms of unit-level data, it can also
be written solely in terms of the data’s covariance [Pearson, 1901]. This covariance characterization turns
out to provide a more fundamental view of the problem, and Okamoto and Kanazawa [1968] strengthen

PCA’s theoretical foundation by using it to establish the method’s simultaneous optimality for a large class
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of objectives. Another example is probabilistic PCA (PPCA), a generative variant of PCA developed in
Tipping and Bishop [1999]. PPCA broadens PCA’s scope by enabling the application of standard statistical
tools (e.g. likelihood ratio testing, expectation-maximization, Bayesian inference).

Unfortunately, the linear combinations that PCA outputs are typically dense and difficult to interpret.
The field of interpretable dimensionality reduction has emerged largely in response to this phenomenon, and
it is spearheaded by methods that output sparse linear combinations of the original variables [d’Aspremont
et al., 2004, Jolliffe et al., 2003, Witten et al., 2009, Zou et al., 2006]. These sparse variants of PCA provide
more interpretable results by simplifying the relationship between the reduced and original dataset. Methods
like CSS and Principal Variables that select a subset of the original variables simplify this relationship as
much as possible and, consequently, can be viewed as PCA’s sparsest and most interpretable alternatives.

In the first part of this thesis, we aim to provide for CSS the same diverse set of viewpoints that
are available for PCA. In Chapter 2, we show that Principal Variables, which is characterized in terms
of covariances rather than unit-level data, solves the exact same problem as CSS. Following this insight,
we provide a generative variant of CSS in Chapter 3 that facilitates the application of statistical tools.
These covariance and generative viewpoints lead to novel methodological and theoretical insights for several

problems in interpretable dimensionality reduction.

1.1.2 Background

To provide the necessary context for Chapter 2 and Chapter 3, we give a detailed description of CSS,
Principal Variables, and the relationship (or lack thereof) between their corresponding literatures.

In the CSS problem we aim to choose k of p columns from a data matrix X € R™*P that best linearly
reconstruct the rest:

argmin  min ||X—X.5B||2 -
SClp):|S|=k BERk*P =

Here, X 45 denotes the sub-matrix of X containing columns with indices in S. While computing the exact
optimum in (1.1) is NP-complete [Shitov, 2021], a vast approximation literature [Boutsidis et al., 2009,
Civril and Magdon-Ismail, 2012, Deshpande and Rademacher, 2010, Drineas et al., 2008, Farahat et al.,
2015, Ordozgoiti et al., 2018, Tropp, 2009] has produced tractable algorithms with successful applications
in epidemiology [Fink et al., 2007, Nowakovéa et al., 2021], networking [Tripathi and Reza, 2020], business
[Boutsidis et al., 2008], imaging [Kromer et al., 2018, Strauch, 2014, Wang et al., 2015], and low-rank matrix
approximation [Boutsidis et al., 2014, Dan et al., 2015].

Prior to gaining popularity in computer science, the CSS problem first garnered attention in the numerical
linear algebra community. Many foundational works in numerical linear algebra, past and present, study
criteria similar to CSS [Baker and DeGroat, 1998, Bischof and Quintana-Ort{, 1998, Chan, 1987, Chan
and Hansen, 1994, Chandrasekaran and Ipsen, 1994, Chen et al., 2023a, Foster, 1986, Golub, 1965, Gu
and Eisenstat, 1996, Gu and Miranian, 2004, Hong and Pan, 1992, Pan, 2000, Pan and Tang, 1999, Stewart,
1999a, 1998, 1999b]. The articles referenced in the previous paragraph extend this line of research by focusing
specifically on the CSS problem and providing either improved theoretical guarantees or superior empirical
performance for the objective (1.1).

Principal Variables [McCabe, 1984] puts a non-degenerate N(0,X) model on the observed data and

suggests selecting a subset of “principal variables” according to various information criteria. The most
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popular of the four criteria suggests selecting the subset S that solves

argmin Tr(X_g— X _gs%5'Xs _g) (1.2)
SClpl:|S|=k
where —S is the complement of S and Xg and X _g are the principal submatrices of 3 whose rows and
columns are subseted by S and —S respectively. In practice, an estimate 3 of the covariance matrix is used
in (1.2). Like the CSS literature, the Principal Variables literature has produced approximation algorithms
[Brusco, 2014, Cadima et al., 2004, Guo et al., 2002, Masaeli et al., 2010, Wei and Billings, 2006] that have
enjoyed application in a number of fields, including psychology [Fehrman et al., 2017, Ladd and Golter,
1988], imaging [Chang et al., 1999], and the natural sciences [Eitrich et al., 2007, Isaac et al., 2014].
Expectedly, each thread of literature has something fruitful to offer: principal variables have strong sta-
tistical motivation and practitioners can find them in settings where only covariance or correlation estimates
are available. We provide examples of such settings in Section 2.2. The CSS literature places larger emphasis
on providing algorithms with theoretical guarantees and minimal computational and storage complexity.
Despite similarities between the methods, the CSS and Principal Variables literatures have existed entirely
independently. For example, Masaeli et al. [2010] pose a regularized matrix reconstruction problem in the

style of (1.1), but cites Principal Variables as motivation and makes no reference to any CSS literature.

1.2 Selective inference

Selective inference is a sub-field of statistics that allows practitioners to make valid inferences even when
the underlying statistical question is chosen by a data-driven selection process. However, many selective
methods, which operate by conditioning on the selection event, can be difficult to derive, hard to implement,
and exhibit counter-intuitive behavior. To statisticians outside of the sub-field, each selective procedure may
seem to come from a different argument or approach.

The second part of this thesis provides a unifying framework for selective inference centered around p-
values. So long as a statistician knows how to compute traditional p-values, our framework enables them
to easily deliver valid hypothesis tests and confidence intervals, even when the inferential question at hand
arose from an arbitrary, albeit known, selection procedure. Our framework (1) can greatly simplify the
process of designing new selective methods and (2) results in more natural and general derivations of some
existing selective methods, allowing for a deeper understanding of their behavior as well as new variations
and extensions. After presenting the framework in Chapter 4, we apply it to derive new methodological and
theoretical results for two canonical selective inference questions—inference on winners in Chapter 5 and

rank verification in Chapter 6.

1.2.1 Motivation

To motivate the need for a fresh view of selective inference, we recall the age-old task of making inferences
from the largest observation. Considering Gaussian data X ~ N(u, I,,) with unknown mean p, the largest
observation W = argmax;c,; X; may well correspond to the largest mean. Therefore, a natural way to verify
the existence of a large p; is to give a lower confidence bound (LCB) for py, the mean of the winning value.

Traditionally, we provide such an LCB via Sidak’s simultaneous approach. Let z;_, denote the 1 — «
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Figure 1.1: The first panel (left) shows the growth of the quantile z;_,, as a function of the dimension n.
The second panel (right) gives the distance between the level o = 0.1 conditional LCB and the winner Xy,
as a function of the gap Xy — Xg between winner and the runner-up. For dimensions n = 1,10, 100, 1000,
it also gives the distance from Xy to the level a = 0.1 simultaneous LCB.

quantile of a standard normal distribution and define o, = 1 — (1 — a)l/ ™. Sidak’s approach tells us that the
lower bounds p; > X; —21_4,, all simultaneously hold with probability 1—a. Therefore, fisimu = Xw —21—q,,
is a valid lower bound for uy that holds with probability at least 1 — a. Performing simultaneous inference
on n means, however, comes at a cost. As n grows, the quantile z1_,, grows as well (depicted in the left
panel of Figure 1.1), and the distance from the winning observation to the LCB correspondingly increases.

The more modern selective approach suggests providing an LCB that is valid conditionally on W. This
approach provides inferences solely for the winning mean iy, so we may hope that it avoids the simultaneous
inference’s curse of dimensionality. Following the recipe of Fithian et al. [2017] (see Appendix B.8 for details),

one finds that the conditional LCB ficong is the infimum of the confidence region
{10 : po > Xw — Quantile(1 — o, TN (0,1, Xr — po, o))}, (1.3)

where Xg is the runner-up (second largest) observation and T'N (i1, 02, a,b) is a N(u,0?) distribution trun-
cated to lie in the interval (a,b).

The conditional LCB (1.3) is near impossible to parse at first glance, but it turns out to have some very
interesting properties. As plotted in right panel of Figure 1.1, the distance Xy — [icong between the winner
and the conditional LCB is purely a function of the gap Xy — X between the winner and runner-up. If
the gap between Xy and Xp is large, then the conditional LCB for uyw will be roughly Xy — 21—, ie.,
what we expect in a one-dimensional inference problem. But as the runner-up gets close to the winner,
the conditional LCB explodes quickly to —oo and gives much worse inferences than the classical approach.
In summary, the conditional method appears to avoid the curse of dimensionality when the winner is well
separated, but when it is not, the consequences can be tremendous.

The motivation for our framework comes from the following fact: the conditional LCB becomes shockingly
simple to parse once written in terms of p-values. Suppose we wanted just to check whether each LCB was
non-negative, i.e., we used each LCB solely to verify the existence of a positive mean. Typically, we verify

the existence of a positive mean by using the p-values p; = 1 — ®(X;) to test the nulls Hy, : p; < 0. It turns
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out that the simultaneous LCB verifies the existence of a positive mean when smallest of these p-values p1)
is at most a,. In contrast, the conditional LCB does so when the ratio of the two smallest p-values p(1)/p(2)
is at most a.

At least when the p-values p; are uniform under the null, there appears to be a simple and intuitive
proof for the conditional procedure’s validity (much simpler than our derivations in Appendix B.8): under
the null, the smallest p-value p(;) should be uniform on [0, p(9)], so we should control error if we reject
when p(1) < ap(z). But the question remains, does this argument go through when p-values are not exactly
uniform? If not, why does it work in the Gaussian case?

The framework we develop in Chapter 4 gives a complete answer to these questions. It identifies a broad
class of p-values for which the sort of argument we have outlined above goes through. Beyond inference on
winners, it turns out to encompass a comprehensive set of selective inference problems, and it provides a
clearer view on how selective methods behave and are derived. As we illustrate throughout the article, our
framework serves to both deepen our understanding of existing methods in the selective inference literature,

as well as enable easy design of new selective inference procedures.

1.2.2 Background

The field of modern conditional selective inference was started by the seminal work Lee et al. [2016b] and
has been the subject of much academic research over the last decade [Benjamini et al., 2019, Chen et al.,
2023b, Chen and Witten, 2023, Fithian et al., 2015, 2017, Gao et al., 2024, Hyun et al., 2021, Lee and Taylor,
2014, Loftus and Taylor, 2015, Panigrahi et al., 2024, Taylor and Tibshirani, 2018, Taylor et al., 2014, 2016,
Tian and Taylor, 2018, Tian et al., 2018, Tibshirani et al., 2016]. Alongside this contemporary body of work,
there is an earlier line of work that studies drawing inferences from data-dependent questions, particularly
as it pertains to rank verification Bofinger [1985a], Fabian [1962], Gutmann and Maymin [1987], Hsu [1981a],
Maymin and Gutmann [1992]. Outside of conditional selective inference, there is a class of selective methods
that avoid conditioning on the selection event (e.g, [Romano et al., 2014, Zrnic and Fithian, 2024]), but
Perry et al. [2024] suggest empirically that such approaches may be less powerful than their conditional
counterparts, and we provide some theoretical justification to this claim.

We point out a few articles that are most relevant to our framework. For continuous data (i.e., non-
discrete data) Hung and Fithian [2020], Zhao et al. [2019] both identify similar classes of p-values and correct
for selection identically to our approach. Their results, however, only apply when the selection mechanism
selects the p-value for being below a fixed threshold. Our framework is fully general and applies (1) when
the data is non-continuous (including when data is discrete) and (2) for all selection mechanisms, including
those involving randomized selection. Hung and Fithian [2020], Zhao et al. [2019]’s work is done for the sake
of a one-off application. In contrast, we contextualize our more general theory as the backbone that supports
all of modern conditional selective inference, and demonstrate its applicability across a range of problems.
While we assume the selection procedure is known, Andrews and Kasy [2019], Markovic et al. [2019] consider
settings where the selection mechanism is unknown, and provide either (1) methods for learning the selection
mechanism or (2) theoretical results regarding to what extent the selection mechanism is identified. When
we treat the procedures we derive as global null testing procedures and close them, we get sequential selective
hypothesis testing procedures that are similar to those in Fithian et al. [2015], although the procedures in

Fithian et al. [2015] specifically test two-sided nulls, while our nulls are arbitrary.



Chapter 2

A covariance view of column subset

selection

In this chapter, we establish a mathematical equivalence and conceptual connection between CSS and
Principal Variables. This equivalence is not mathematically difficult to establish, but it unlocks new per-
spectives that enable us to design novel and useful methodology for several problems in interpretable dimen-

sionality reduction. Particularly, it leads to two applications.

Scalable CSS without unit-level data: We introduce fast algorithms for performing CSS when only
summary statistics are available. To demonstrate our algorithms’ efficacy, we provide a real world example
where BlackRock, our industry affiliate, wants to perform CSS but only has access to a covariance estimate.
Our insights enable us to perform CSS in this setting, and our novel algorithms enable us to run the appro-

priate experiments, which would take days using current methods, in less than three minutes.

CSS with missing and/or censored data: The equivalence between CSS and Principal Variables sug-
gests a natural workflow for performing CSS when data is missing and/or censored: model the missingness
and/or censorship, produce a covariance estimate that is reasonable under this model, and perform CSS
using this covariance estimate. As an illustrative example, we use this workflow to propose a simple and
novel procedure for performing CSS with missing-at-random data. In a simulation study where we sample
data from Chapter 3’s generative model and omit entries at random, our method always selects the correct
subset while the best competing method selects it less than half the time. We also confirm that our method

outperforms existing methods on a real dataset.

To start, we introduce some notation and preliminaries. The same notation will be used in Chapter 3.



CHAPTER 2. A COVARIANCE VIEW OF COLUMN SUBSET SELECTION 7

2.1 Notation and preliminaries

We use the following linear algebra notation. All matrices are bolded capital letters. We use ||A||r to
denote the Frobenius norm of the matrix A € RP*9. We denote the Moore-Penrose inverse, or pseudo-
inverse, of A by A", and the ith row and jth column of A by A,, and A,j respectively. For subsets
S Clpl =A{1,....,p} and T C [g], Asr is the |S| x |T| sub-matrix of A with rows and columns indexed
by S and T respectively. If we want to index just the rows (resp. just the columns), we use Ag, € RISIx4
(resp. Aor € RP*ITI). Indexing always precedes matrix operations, e.g., A;T = (As7)t # (A")s 7. When
A € RPX? ig square, we let Ag € RISIXISI denote the sub-matrix with rows and columns both indexed by S.
We denote the determinant of a square matrix A by |A|. For symmetric square matrices A and B, we write
A > B (resp. A~ B) if A— B is positive semi-definite (resp. positive definite), and we denote the set of
positive-semi definite matrices as ST’) . The p x p identity matrix is I,. For a vector z € R, we use ||z]2
to denote the L? norm of z. The vector g € RISl is the sub-vector of # with entries indexed by S. When
appropriate, 0 and 1 (resp. 0 and 1) refer to a vector (resp. matrix) of zeros and ones.

We use the following statistics notation. We typically denote random vectors as unbolded capital letters,
e.g., X e RPY € RY, and X ~ (u, X) means that X has mean p and covariance X. Generally 3y is Cov(Y'),
but we sometimes write X for Cov(X) specifically (when unambiguous). Samples drawn from a distribution
are assumed independent and identically distributed (i.i.d). A model refers to a family of distributions.

We will assume that all random vectors X € R we consider satisfy E[|| X||3] < occ.

2.2 The equivalence of CSS and Principal Variables

In this section, we establish a mathematical equivalence and conceptual connection between CSS and Prin-
cipal Variables. This equivalence is not mathematically difficult to establish, but it unlocks new perspectives
that enable us to design novel and useful methodology for several problems in interpretable dimensionality

reduction. Henceforth, selecting principal variables using X refers to the following subset search:

argmin  Tr(X — BesTE s, (2.1)
SClpl:|S|=k

The subset search (2.1) generalizes the original Principal Variables criterion (1.2) by allowing X to be
singular. When 3 is non-singular, Cauchy’s interlacing theorem [Bhatia, 1997] implies that Xg is always
also non-singular, so L% = 2;1 and our new search problem (2.1) reduces to the original search problem

(1.2).
Proposition 1 establishes an exact mathematical equivalence between CSS (1.1) and Principal Variables
(2.1). Tt tells us explicitly how we can perform CSS by instead searching for principal variables, and vice-

versa.

Proposition 1 (CSS and Principal Variables are equivalent). Consider a matrix X € R"*P and define
3= X' X /n. For any size-k subset S C [p], the CSS objective (1.1) with X and the Principal Variables
objective (2.1) with ¥ are equal:

1 L e et
in —||X — XesB|% = Tr(Z — s Sa,).
nggxpn\l sB|F = Tr( 53gXse)
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One important consequence of Proposition 1 is that performing CSS on a centered data matrix X is
identical to selecting principal variables using the sample covariance. Conceptually, this suggests viewing
CSS as an estimation problem where the estimand is the population principal variable set (i.e., the principal
variable set one would select using ¥). This draws a clear parallel between CSS and PCA: both methods
seek to estimate some function of the population covariance, and the typical unit-level data characterization
of each method does so by plugging in the sample covariance as an estimate.

In what follows, we fully develop this point-estimation view of CSS. Consider the typical CSS use case
where X € R™*P is a data matrix whose rows are centered i.i.d samples of a p-dimensional random vector
X ~ (p,X). In this setting, it is immediate that the CSS solution (1.1) is the plug-in estimate for the
estimand

avgmin sZam, EIX =) = BXs —u)ll) 22)
SC[p]:|S|=k BERP**

Proposition 2 confirms that the population CSS subset search (2.2) is equivalent to selecting principal
variables using 3. Furthermore, it demonstrates that, even when X does not follow a non-degenerate
Gaussian distribution, the subset selected by Principal Variables is characterized by an interpretable and

desirable optimality criterion: optimal linear reconstruction of the remaining variables (after centering).

Proposition 2 (The CSS estimand). Consider a p-dimensional random vector X ~ (u,X). For any size-k
subset S C [p], the population CSS problem (2.2) has the same objective as the Principal Variables objective
with 33:

_min E[(X = ) - B(Xs — )|}l = Te(S — BusE{ B,

Characterizing CSS in terms of covariances and reframing it as an estimation problem yields a number

of benefits and insights:

1. A more general class of estimators for the population CSS solution (2.2) results from solving (2.1) with
any estimate 3 of 3, not just sample covariance. Henceforth we will refer to solving (2.1) with 3 as

performing CSS with the covariance 3. proba

2. It is immediately clear that practitioners can perform CSS in settings where they cannot access unit-
level data but can access covariance or correlation estimates. For example, only the correlation matrix
was available for four of the nine real data examples in Cadima et al. [2004], and in genome wide
association studies practitioners often work with correlation estimates in place of inaccessible unit-
level data [He et al., 2022, Mak et al., 2017].

3. Characterizing CSS as an estimation problem stresses the importance of selecting a subset that gen-
eralizes well. This is in line with recent work from Ordozgoiti et al. [2019] that emphasizes CSS’s
out-of-sample performance and examines the benefits of performing CSS with ¢ regularization. Our
equivalence suggests performing CSS with regularized covariance estimates as an alternative regular-

ization scheme.

4. Similarly, a practitioner may be interested in the quality of their regression coefficient estimates from
the regression of the remaining variables on the selected subset (i.e., the minimizing B in (1.1)).
Using our covariance view, we show in Appendix A.5.1 that the error of these coefficient estimates is

well-behaved, even when the practitioner selects a subset via a complex CSS algorithm.
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5. The NP-completeness of CSS implies the NP-completeness of solving (2.1). Equivalently, if X ~
N(0,X), X = 0, finding a size k subset S C [p] that minimizes Tr(Cov(X|Xg)) is NP-complete.

6. If X € R™*P has rank r < min(n,p), we can find X, € R"*? such that X X, = XX via the
singular value decomposition (SVD) of X. Because X* X = X X, Proposition 1 tells us that the
CSS objective value for any subset S is the same for X and X, and thus performing CSS on X, is
equivalent to performing CSS on X. The time complexity of finding X, is O(npr), and computing
and then performing CSS on X, may be much faster than performing CSS directly on X.

2.3 Scalable CSS without unit-level data

Our first application is scalable CSS without unit-level data. We provide novel algorithms that allow
us to efficiently perform CSS when we can only access covariance estimates and a real-data example that
illustrates these algorithms’ usefulness. These algorithms are made possible by the equivalence drawn in
Section 2.2. We also discuss some other reasonable approaches that perform surprisingly poorly on our real

data example.

2.3.1 Algorithms

As it stands, it is unclear how to efficiently perform CSS with just a covariance 3. The Principal Variables
literature suggests some sophisticated approximation algorithms, but it lacks efficient implementations of
them. The CSS literature provides efficient approximation algorithms, but it is unclear how to apply them
when we only have covariance estimates. Proposition 1 implies that we could find X such that 3 = X X /n
and apply existing CSS algorithms to X . Unfortunately, factoring 3 in this way has larger time complexity
than some CSS algorithms themselves.

Hence, we derive versions of the greedy algorithm from Farahat et al. [2015] and the swapping algorithm
from Ordozgoiti et al. [2018] that take a covariance X as input. These two algorithms are the empirically best-
performing and fastest algorithms in the CSS literature, and they can be easily modified to perform subset
search according to other objectives as well, which will be crucial for our application later in Section 3.3.
Working directly with 3 allows for a significantly simpler presentation, derivation, and modification of these
algorithms, and our new algorithms maintain the same time complexity as the originals when n > p. For
the interested reader, we discuss how to modify our algorithms to perform subset search according to the
other three Principal Variables criteria in Appendix A.3. We also provide some stylized settings where we
can guarantee that our algorithms find the optimal subset in Appendix A.5.2.

The key insight in deriving our algorithms is writing the CSS objective in terms of residual covariance
matrices. For two mean-zero random vectors X € RP and Y € R we define the residual from the regression
of Y on X as

R(Y,X)=Y - B*X  B* cargmin E[|Y — BX|3].
BERaxP

The discussion in Appendix A.6 establishes that R(Y, X) is well defined.
Lemma 1 summarizes what we need to know about residual covariances. In its statement, we adopt the

convention that 0-oco = 0.
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Lemma 1 (Efficient residual covariance update). Consider a random vector X ~ (0,X) and a subset
U C [p] that does not contain the ith variable. Then the residual covariance for the subset U is given by

Sr(x,Xxp) = 5 — Y2 2., and the residual covariance for the subset U U {i} is given by

.
YR(X,Xuoy) = BR(X,Xu) — 5 Ig,>0

where B = (Zp(x,xy))ei = Sei — Z.UX%EUJ. That is, we can update ¥ p(x x,) when adding variables to

U in O(p?) time, and removing variables from U in O(p?) time if Xy, is known.

Lemma 1 illustrates that CSS amounts to finding a subset S that minimizes Tr(Xp(x, x)), and it also

allows us to quickly update Tr(3g(x,x4)) When we add or remove variables from S. Define the function
fi, A) = —||Auill3/ Aii - Lay>0- (2.3)

Considering some U C [p], computations in Appendix A.7.17 show that any ¢ ¢ U which minimizes
J(i, B R(x,x,)) also minimizes Tr(ER(X’XUUm)). This is sufficient for establishing the correctness of the

greedy and swapping algorithms we present below.

Greedy subset selection: Our greedy algorithm (Algorithm 1) starts with the empty subset S 0 = {}
and, on iteration ¢, finds S®) by adding the variable to S*~1) that minimizes Tr(ERr(x,x,)))- It termi-
nates after k iterations and returns S®). Alternatively, we can allow it to iterate until Tr(X R(X, Xsm)) is
sufficiently small. Algorithm 1’s time complexity is O(p?k). A nice property of greedy subset search is that
greedily selected subsets of different sizes are nested: upon finding the greedily selected size-k subset, we

have necessarily found the greedily selected subsets of size £k — 1,...,1 in the process.

Algorithm 1 Greedy Subset Selection
Input: covariance matrix 3, number of columns to select k

procedure GREEDY_SUBSET_SELECTION(X, k)
SO+ {)
LR(X X g0) < 2
fort=1,...,k do
i* < argmin,gge—1) f(i, ER(vas(t—l))) > f is from (2.3), arbitrarily break ties
SO §E=D U (%)

Compute ER(X’XS“)) from ER(vas(t—l)) using Lemma 1

return: S

Subset selection via swapping: On each iteration of our swapping algorithm (Algorithm 2) we loop
through our currently selected subset S and swap each selected variable out for the variable that most
reduces Tr(Xp(x, x4)). If no swap reduces Tr(Xpg(x,xg)) for a particular selected variable, then we keep
that variable in S. This is reminiscent of coordinate descent, a procedure that searches for a minimum of
f :R? — R by iteratively optimizing each coordinate while holding the others fixed. Algorithm 2 terminates

after an iteration where no swaps are made, at which point the algorithm has converged to a kind of local
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optimum. Since each swap strictly reduces the objective value, Algorithm 2 must converge in finite time.
Its time complexity is O(p®k) per iteration. In practice, we run the algorithm multiple times with different

random initializations and take the best resulting subset.

Algorithm 2 Subset Selection by Swapping

Input: covariance matrix X, number of columns to select k, initial selected subset S € [p]*

procedure SWAPPING_SUBSET_SELECTION(X, k, S)
Scopy < 0 € R¥
E;C + compute pseudo-inverse of 3 g
Tr(x,xs) ¢ Z — TesTE B
while S # Scopy do
Secopy < S
for j=1,...,k do
U<+ S_; > S_; € R*1is S with S; removed
E$ + compute X7, from Eg using [Petersen and Pedersen, 2008, 3.2.7] > Takes O(k?) time

ER(X,XU) < compute ER(X’XU) from ER(X_’XS) using Lemma 1

if S; € argmin, g, f(i, Xp(x,x,)) then > f is from (2.3)
i < argmin, gy f(i, Xr(x,xy)) > Arbitrarily break ties
Sj " > This alters S in place

21 « compute =L from X7} using [Petersen and Pedersen, 2008, 3.2.7] > Takes O(k?) time

Y R(x,xs) ¢ compute Xr(x x4) from Xpx x,) using Lemma 1

return: S

2.3.2 An example from BlackRock

We provide a real world application where BlackRock, an industry affiliate of ours, seeks to perform CSS
and only has access to a covariance estimate. BlackRock is currently the largest asset manager in the world.
For proprietary reasons, the data has been anonymized.

BlackRock has a collection of p = 774 thematic investment portfolios and would like to find a small
subset of them that are representative of the remaining. Specifically, they are interested in performing CSS.
Thematic portfolios invest in assets that are tied together by an interpretable common thread, e.g., renewable
energy companies or start-ups in India. It is important to select a subset of portfolios (rather than find linear
combinations of them) so that this thematic structure is maintained.

BlackRock does not have unit-level returns for each portfolio, but they do have a covariance estimate.
After standardizing the returns of each portfolio to have unit variance, we perform CSS using our greedy
and swapping algorithms for k£ = 1,...,30. For our swapping algorithm, we try 25 random initializations.
The results are presented in Figure 2.1, where we plot the (estimated) average R? from the regression of
each individual portfolio on the selected subset. For the size six subset found by our swapping algorithm,
this average R? is above 90%. The swapping algorithm consistently outperforms the greedy one, and for
smaller subset sizes it is able to get the same performance with one less variable. For sake of comparison,
we also plot the average R? from the regression of each portfolio on the top k principal components. The

principal components maximize this R? among all possible linear combinations of the portfolios. We find
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Figure 2.1: For the BlackRock example discussed in Section 2.3.2, the average R? from the regression of each
variable on the selected subset (resp. principal components) versus increasing subset size (resp. number of
principal components).

that the performance gap between PCA and CSS is well worth the trade-off in interpretability. For smaller
subset sizes, CSS achieves the same performance as PCA while using a subset size that is only one larger
than the number of principal components.

It is important to use efficient algorithms for problems of this scale. The Principal Variables literature,
which mainly considers p < 100, suggests recomputing the objective from scratch for each new considered
subset [Cadima et al., 2004]. For the BlackRock data, using Algorithm 1 to greedily select a size-30 subset
takes less than a tenth of a second, while this naive approach takes more than six minutes. For subset
selection via swapping, Algorithm 2 typically runs in less than half a second for one initialization, while this
naive approach often takes over an hour (depending on the number of iterations until convergence). We
remark that although the swapping algorithm finds better subsets, the greedy algorithm has comparable
performance and is notably faster, especially considering it only needs to be run once for the largest k of

interest.

2.3.3 Other approaches

Another approach to finding approximate CSS solutions is formulating a convex relaxation of the original
objective [Balzano et al., 2010, Masaeli et al., 2010, Wang and Singh, 2017]. The group lasso [Yuan and Lin,

2006] provides one such natural convex relaxation:

P
argminHX—XB||%:+)\Z||BiT.||2 (2.4)
BeRpxp =

For large values of A, the solution to (2.4) has many zeroed-out rows, i.e., many variables are not used in the

reconstruction. This suggests the following procedure for CSS: tune A in (2.4) to yield exactly k non-zero
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rows and select the variables corresponding to these rows. Another approach from Masaeli et al. [2010],
Convex Principal Feature Selection (CPFS), solves (2.4) but with an ¢, penalty on the rows of B instead
of a {5 one.

We can characterize (2.4) solely in terms of covariances and therefore also apply this group lasso approach
to BlackRock’s data. Defining 3 = X7 X /n, (2.4) is equivalent to

argmin Tr(2 — 2BTS + BTSB) + 2 i |IBL |l
BERPxp i
Surprisingly, on BlackRock’s data, this group lasso approach performs worse than selecting subsets at
random! Figure 2.1 displays the group lasso’s performance as well as the best performance from 25 randomly
selected subsets. The subset chosen by the group lasso performs notably worse than the best random subset.
We were unable to tractably apply CPFS to the whole dataset, so we tried it on a random sub-sample of
one hundred portfolios. On this sub-sample, CPFS did even worse than the group lasso (results not shown).
Empirically, we found that the group lasso and CPFS systematically pulled in variables that were highly
correlated with those that had already been selected. Our results are another example of convex variable

selection methods performing poorly in settings with high correlation [Freijeiro-Gonzélez et al., 2022].

2.4 CSS with missing and/or censored Data

The equivalence drawn in Section 2.2 suggests a natural workflow for performing CSS when some data
is missing and/or censored: model the missingness and/or censorship, produce a covariance estimate that is
reasonable under this model, and perform CSS using this covariance estimate.

As an illustrative example of this workflow, we use it to suggest a procedure for performing CSS with
missing-at-random data. Suppose we observe i.i.d samples (1), ... 2(™ € RP and some values are missing-
at-random. Let the set Z, be the indices of samples for which the rth variable is not missing, and Z,.s be
the indices of samples for which the r and sth variables are not missing. To get a reasonable covariance
estimate 3, we estimate the pairwise covariances using the not-missing values and then project onto the

positive semi-definite cone:

. « . 1 ; 1 ; ; 1 ;
3 = argmin | M — ¥|% U, = — Z R —— Z ) z® — Z z)
MGSI_;_XP |ITS| i€Ts ‘IT| jeT,

Projecting a symmetric matrix onto the positive semi-definite cone amounts to setting its negative eigenvalues
to zero. Finally, we apply the algorithms from Section 2.3.1 to s

Using both simulated and real data, we demonstrate that our procedure outperforms the two existing
methods for CSS with missing data. Initial work on this problem by Balzano et al. [2010] uses a greedy
Block Orthogonal Matching Pursuit (BOMP) algorithm to approximately solve a CSS-like objective that
ignores the missing values. In follow-up work, Wang and Singh [2017] mask the missing values and solve a
group lasso penalized problem similar to (2.4).

Briefly, we remark that one could put additional parametric assumptions on the generative model we will
introduce in Chapter 3 and then apply the expectation-maximization (EM) algorithm to handle missingness.

We found this to be too sensitive to the parametric assumptions and the EM algorithm’s initialization to
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Method % Corr. Subset Selected # Corr. Variables Selected | CSS Obj.

Our Method || 1.000 4.000 £+ 0.000 2.400 + 0.000
BOMP 0.456 2.191 £ 0.056 3.223 +£0.025
Group Lasso || 0.000 1.713 £ 0.016 5.806 £ 0.037
Random 0.001 0.804 4 0.023 6.065 £ 0.045

Table 2.1: The proportion of times the correct subset was selected (% Corr. Subset Selected), the average
size of the intersection of the selected subset and correct subset (# Corr. Variables Selected), and the
population CSS objective (CSS Obj.) for the thousand simulated trials described in Section 2.4.1. The +
reports one standard error. Bold indicates best performance.

work well in practice.

2.4.1 A simple simulation study

We run a simulation study to evaluate the quality of each method. In each trial, we draw n = 200 samples
from a distribution that has p = 20 unit-variance variables. We initially sample a set of k = 4 variables, and
the remaining variables are linear combinations of these four plus a small amount of Gaussian noise (this is
a preview of Chapter 3’s generative model). The simulation setting is constructed so that this ground truth
set of k = 4 variables solves the population CSS subset search (2.2), and therefore can be treated as the
gold standard subset. Prior to running any search algorithms, we randomly omit each observed value with
probability 0.05. The distribution we sample from is described in full detail in Appendix A.1.1.

For each trial, we select a size-four subset using each method. We also select a random size-four subset
as a benchmark. For our method, we use our swapping algorithm and try ten random initializations. For
the group lasso, we find the regularization strength that selects a size-four subset via a binary search. We
run one thousand trials and use three metrics to measure the quality of each method: (1) whether or not
the selected subset S is exactly equal to the ground truth subset S; (2) the size of the intersection of S and
S; and (3) the selected subset’s population CSS objective Tr(3 — 2.§ESTIE§.), where 3 is the population
covariance. Recovery of the ground truth subset S is indeed a reasonable performance metric as, in our
example, S achieves the lowest population CSS objective among all size-4 subsets.

Table 2.1 documents the results from our simulation. Our method selects the correct subset every time
while BOMP selects it less than half the time and group lasso fails to select it even once. As expected, our

method also achieves the lowest average CSS objective value by a significant amount.

2.4.2 An example with ozone level detection data

We consider the Ozone Level Detection Dataset from the UCI machine learning repository [Dua and
Graff, 2017]. The dataset has n = 2535 samples of p = 73 variables. So that we can compute a ground truth
CSS objective value for any selected subset, we drop samples with already missing values and are left with
a sample size of n = 1847.

One hundred times, we randomly omit observed values with probability ¢ = 0.05,0.1,0.2 and select a size
k = 5,10, 20 subset using our method and BOMP. For our method, we use our swapping algorithm and only
try one random initialization. We neglect the group lasso approach because it is too slow for a problem of
this scale. Given its noted bad performances, we expect it would have done poorly. To measure a selected

subset’s quality, we compute the CSS objective value it would have attained on the fully observed dataset.
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Figure 2.2: For different amounts of missingness ¢ and subset sizes k, the selected subset’s CSS objective
value on the fully observed Ozone Level Detection data over the hundred trials described in Section 2.4.2.
The red line marks the CSS objective value attained by the subset that was selected using the fully observed

data.

As a benchmark for how well we can expect to do with no missing data, we run our swapping algorithm on

the fully observed dataset with one hundred different random initializations and record the best result.

We provide the results from our experiment in Figure 2.2. Our method significantly outperforms BOMP

in every setting and performs similarly to our no-missing-data benchmark when k& and ¢ are not too large.

Also, our method’s performance appears to be less variable than BOMP’s.



Chapter 3

A generative view of column subset

selection

In this chapter, we show that CSS and Principal Variables can both be viewed as maximum likelihood
estimation within a certain semi-parametric model. We call this viewpoint Probabilistic Column Subset
Selection (PCSS). As the name suggests, PCSS provides a generative view of CSS the same way that PPCA
does for PCA.

Aside from offering a deeper conceptual understanding of CSS and providing a theoretical statistical
justification for the CSS problem, the generative model underlies an important application in psychology

and psychometrics.

Selecting the subset size for CSS: Supposing we observe data drawn from a generalization of the PCSS
model, we propose a novel and theoretically motivated procedure for selecting an appropriate subset size. We
first verify that our procedure performs well in some difficult simulated settings, and we then demonstrate
how it can be used to shorten surveys in an automated way. As an example, we apply our procedure to the
Big Five Inventory (BFI), a 44-item personality questionnaire [John et al., 1991]. In less than a tenth of a
second, it suggests cutting the survey by more than half. Importantly, the questions our procedure selects

appear to sufficiently capture the relevant information in the survey.

3.1 CSS as maximum likelihood estimation

In what follows, we show that CSS and Principal Variables can both be viewed as maximum likelihood
estimation within a certain semi-parametric model. We call this viewpoint Probabilistic Column Subset
Selection (PCSS). As the name suggests, PCSS provides a generative view of CSS the same way that PPCA
does for PCA.

We introduce the k-dimensional PCSS model. It posits that each data vector X € RP arises from the

16
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following two-step sampling procedure:

Xg~F

(3.1)
X_s|Xs~N(p_s+W(Xs — Ep[Xs]),0°I,_).

In words, we first sample the k principal variables Xg from some distribution F', and then generate the
remaining variables X_g as linear combinations of these principal variables plus spherical Gaussian noise.
The parameters of this model are the set of principal variables S, their distribution F', the remaining variables’
mean ji_g, the regression coefficients W, and the residual variance o > 0. The size of the principal variable
set, k, is fixed and not a parameter in the model.

The relationship between PCSS and CSS is explained by Theorem 1. It says that, in our PCSS model,
any CSS solution is a maximum likelihood estimate (MLE) for S over a non-parametric family of principal

variable distributions F'.

Theorem 1 (CSS solution is an MLE). Let M 2™ e RP be samples with sample covariance .
For any M < oo, let Py be the set of distributions in the k-dimensional PCSS model (3.1) where F
admits a probability density bounded by M. Then, so long as no k variables achieve perfect in-sample linear
reconstruction of the remaining variables, any CSS solution
5 S argmin T‘I‘(i — 2.(]2;2(].)
UC[p),|U|=k
is a mazximum likelihood estimator for S in the model Py;. Moreover, each S is a mazimum hybrid like-

lihood estimator (see [Owen, 2001, Equation 9.1]) for S in the original model (3.1) where F is completely

unrestricted.

The density bound M < oo is only in place to ensure that the likelihood is finite. Otherwise every
subset S results in infinite likelihood. Likewise, if some size-k subset of variables achieves perfect in-sample
linear reconstruction of the remaining (and thus attains the minimum CSS objective value of zero), then the
likelihood for this subset tends to co as we send 02 — 0 and technically no MLE exists.

Theorem 1 tells us that any CSS solution is a MLE under the model (3.1), but since the model (3.1) is
not fully parametric, it is not immediately clear that the MLE is a favorable estimate. The usual desirable
properties of the MLE, e.g., consistency, are not automatically guaranteed.

Theorem 2 alleviates these concerns by establishing that, in the high-dimensional regime where tools like
CSS are typically applied, the MLE subset S from Theorem 1 is consistent for the population subset S.
Further, it tells us that this population subset minimizes the population CSS objective (2.1).

Theorem 2 (High-dimensional consistency of CSS). Suppose we observe n samples W 2™ e RP from
a distribution P in the k-dimensional PCSS model, and consider the proportional asymptotic regime where
p/n converges to a constant as n,p — oo while k remains fized. If, as n,p — oo, the data generating

distribution satisfies

1. (Light tails) The sub-Gaussian norm (see [Vershynin, 2018, Definition 2.5.6]) of each wvariable is

bounded above by a constant independent of p and n,

2. (Imperfect reconstruction) The minimum eigenvalue of the principal variables’ covariance Covp(Xg)

2

and the residual variance o= are both bounded below by a positive constant independent of p and n,
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3. (Important principal variables) For some 6 > 0, at least Q(pl/z*“s) entries in each column of the

regression coefficients W are bounded away from zero by some constant independent of p and n,

then the MLE subset S from Theorem 1 is consistent for the population subset S (i.e., imy, P(S’ =85)=1),

which eventually minimizes the population CSS objective (2.1).

A closer examination of Theorem 2’s proof actually tells us that, under the three conditions, the prob-
ability that S does not equal S shrinks to zero at a super-polynomial rate. The first two conditions of the
theorem are standard regularity conditions. They ensure that the in-sample CSS objective is well behaved
for all size-k subsets. The third condition is a strong identifiability condition for our problem. It ensures
that, compared to other size-k subsets U, the population subset S results in lower reconstruction error for
sufficiently many (but still a vanishing proportion) of the variables in —S\ U. Without some such condition,
the population subset S may not even be unique. For the interested reader, Appendix A.4 identifies a more
general high-dimensional setting where the CSS estimate (1.1) is consistent for population CSS solution, but

at the expense of giving a less interpretable statement.

3.2 The subset factor model

By generalizing the probabilistic model (3.1) in which the CSS solution is the MLE, we can motivate
subset versions of other existing probabilistic methods.

In this vein, we introduce the k-dimensional subset factor model, a generalization of our k-dimensional
PCSS model that drops all distributional assumptions and allows the covariance of X_g | X g to be a diagonal

matrix D > 0:

Xg~F e~ (0,D) €1 L., Lep g Cov(Xg,e) =0

(3.2)
X_s=W(Xs - EF[X_S']) +pu_s+e.

Our k-dimensional subset factor model has a close relationship with the k-dimensional factor model [Mardia
et al., 1979, Section 9.2.1]

Z ~(0,1I) e~ (0,D) e dl,...,Le Cov(Z,e) =0
X=WZ+p+e,

(3.3)

where again D > 0. In the k-dimensional factor model, each variable X; is a linear combination of latent
common factors Z ~ (0, I') plus a mean-zero unique factor € and a non-random shift ;. In our k-dimensional
subset factor model, an unknown subset of the observed variables act as common factors (once centered),
and the remaining variables are similarly linear combinations of these common factors plus a unique factor
and non-random shift. Moreover, by dropping distributional assumptions and allowing a previously spherical
conditional covariance to be diagonal, our subset factor model generalizes our PCSS model the same way
the factor model generalizes the model used for PPCA.

The subset factor model (3.2) arises naturally from a hybridization of PCA and Factor Analysis that
aims to maintain strengths from both methods. To see how, we must first discuss the advantages and
disadvantages of PCA and Factor Analysis. Factor Analysis enjoys two major benefits over PCA. First,

the factor model (3.3) provides an interpretable generative model for the data. In contrast, PCA has no
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associated generative model. Second, in the factor model, the regression of X € RP on its lower dimensional
representation Z € R has uncorrelated residuals, meaning that Z accounts for all the common variation
in X. If these residuals were correlated, i.e., they jointly varied about their means in some structured way,
that would mean there may be additional meaningful trends in X that Z does not account for. This is
the case in PCA, where the regression of X on its top k principal components typically yields correlated
residuals. Due to the fact that the lower dimensional representation Z is latent and unobserved, however,
Factor Analysis suffers from a slew of unidentifiability and indeterminancy issues [Anderson and Rubin,
1956, Guttman, 1955, Steiger, 1994]. Proponents of components-based methods are particularly critical of
factor indeterminacy, the fact that the common factors are not uniquely determined, even up to rotation
[Schonemann and Steiger, 1976, 1978, Steiger, 1979, Velicer and Jackson, 1990]. In contrast, components
(linear combinations of the observed variables) are always observed and determined, and they therefore do
not suffer from any of the same issues.

A natural attempt to hybridize PCA and Factor Analysis in a way that inherits strengths from both
methods is to assume a factor model where the factors are themselves components. Then, via an interpretable
generative model, we can recover determined factors that account for all the common variation in X. This
idea has been of great historical interest, but it has repeatedly been emphasized that it is impossible to do
so when all the unique factors €; are required to have positive variance [Guttman, 1955, Schonemann and
Steiger, 1976, Wilson, 1928]. However, if we allow some unique factors to have zero variance, Theorem 3

tells us that, surprisingly, this is equivalent to assuming a subset factor model.

Theorem 3 (The subset factor model compromise). Suppose X ~ (u, X), X = 0 follows the k-dimensional
factor model (3.3) where the unique factors €; are allowed to have zero variance. Then the common factors
Z can be written as components (i.e., Z = B(X — u) for some B € R¥*?) if and only if X follows the

k-dimensional subset factor model (3.2).

3.3 Selecting the subset size

We will use the above generative models to determine the smallest subset size needed to capture some
observed data’s underlying structure. More broadly, the procedure we propose showcases how this chapter’s
generative view facilitates the application of statistical tools in subset selection problems.

Formally, we aim to find £*, the smallest non-negative integer k for which the k-dimensional subset factor
model (3.2) holds. Recall that the k-dimensional subset factor model consists of distributions satisfying (3.2)

for some size-k factor set S:

Xs~F e~ (0,D) e1 L, ., Lepp Cov(Xg,6) =0

(3.2, revisited)
X g= W(XS — EF[XS]) + p_s + €.

We focus on the subset factor model over the PCSS model (3.1) because it is more general and hence more
representative of the structure we expect to see in real data. An interested reader can find the analogous
discussion for the PCSS model in Appendix A.2.4. Prior to proceeding, we point out that subset factor
models of increasing subset size are nested. This is because any distribution satisfying (3.2) for a set S also

satisfies (3.2) for any superset of S.
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Our approach is to output k, the smallest k for which we cannot falsify that the data generating distri-
bution belongs to the k-dimensional subset factor model. Formally, k is the smallest k for which we fail to
reject the null Hy g : |S| < k that the data is drawn from a distribution satisfying (3.2) for some size-k set
S.

To start, we present an idealized procedure that guarantees a notion of error control. This ideal procedure
controls the probability that the suggested subset size is too large, i.e., that k> k*. Unfortunately, the
procedure is computationally intractable, and we ultimately use it to motivate a tractable procedure that
performs well in practice. A more technical and detailed discussion of this ideal procedure can be found in
Appendix A.2.

For a fixed k, our idealized procedure rejects the null Hy y : |S| < k when the statistic T}, is large:

T, = min T(U), T(U) =nlog ( (3.4)

. A . N N
|Dlag(2,U — EfU,UEUEU,fU)‘
UcC[pl:|U|=k

~ ~ ~+ -
X_v -3 vuEyEu,-vl

The statistic T}, is the generalized likelihood ratio test statistic for testing the null that the data is drawn
from a Gaussian distribution in the k-dimensional subset factor model (see Appendix A.2.1 for details).
Although the test statistic T} is designed for Gaussians, we will be able to make use of it even in a totally
non-parametric setting. Intuitively, T} is large when the residual covariance from the regression of X_g;
on Xy is highly non-diagonal for every size-k subset U. If this is the case, the k-dimensional subset factor
model cannot possibly hold.

In what follows, we determine an appropriate critical value for the aforementioned test. By definition,
the null Hyy : |S| < k is true exactly when k& > k*. Bearing this in mind, fix some k > k*. First, we
imagine restricting the subset factor model so that the unique factors €; are Gaussian and independent of
the principal variables Xg, which we assume have a density. In this simpler setting, whenever the data

generating distribution satisfies (3.2) for some size-k set S, the statistic T'(S) has distribution exactly

= e
ny log|1+ 52— , 3.5
> ( v ) (3.5)

j=2 n—k—j

where {x?},{\?} are mutually independent chi-squared random variables with degrees of freedom specified

by their subscript. Thus, rejecting Ho . : [S| < k when Ty, = ming. = T(U) is larger than the critical value

p—k -2
Qnpi(l —a) = Quantile< 1 —a,n Zlog <1 + §]71 ) (3.6)

=2 n—k—j

results in exact finite sample type I error control at level a. Surprisingly, even when we make no parametric
assumptions, this same critical value guarantees asymptotic type I error control.
Theorem 4 establishes that, by using the above critical value, our ideal procedure does not suggest a

subset size that is too large with high probability.

Theorem 4 (Error control). Consider n > p samples W ) e RP from a distribution P and let k*
be the smallest non-negative integer k for which P belongs to the k-dimensional subset factor model (3.2).

Ifl% is the smallest k for which the test statistic Ty, from (3.4) is not strictly larger than the critical value
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Qnpi(l — ) defined in (3.6), then
limsup P(k > k*) < a.

n—oo
That s, our ideal procedure suggests a subset size that is too large with probability at most o in large
samples. Furthermore, if we restrict the subset factor model (3.2) to have Gaussian unique factors €; that
are independent of the principal variables Xg, then the above conclusion holds in finite samples, i.e., P(ﬁ: >
k) < a.

With the result of Theorem 4 in mind, we make two remarks about the output k of our ideal procedure.
First, if the test statistic T} typically exceeds the critical value @, p (1 — &) whenever k < k* (i.e., the test
is powerful for the nulls Hoy : |S| <k, k < k*), our ideal procedure should return k* with high probability.
Second, whenever our ideal procedure returns k> k*, the outputted k should seldom be much larger than k*.
Since Ty minimizes T'(-) over all size-k subsets, the proposed critical value becomes increasingly conservative
when the data generating distribution satisfies (3.2) for many size-k subsets. As k exceeds k*, the proportion
of size-k subsets for which (3.2) is satisfied grows quickly to one. Also, for k up to |(k* + p)/2], there exist
subsets S for which (3.2) is satisfied with progressively larger symmetric differences, and their corresponding
statistics T'(S) are accordingly less positively correlated. These facts combined suggest that the probability
of rejecting Ho j : |\S| < k shrinks quickly as k increases past k*.

Since computing the test statistic 7} requires an exhaustive subset search, our idealized procedure is
admittedly computationally intractable. Still, we can use it as motivation to design a tractable procedure
that works well in practice.

Our practical approach is to find a size-k subset S that approximately minimizes T'(+), and then to reject
the null Hy, : |S| < k when T(S) exceeds the same critical value Q. x(1 — @) as before. We again output
the smallest & for which we fail to reject. Our approach is analogous to how, when the likelihood is not
convex, a statistician may use an approximately maximized likelihood to run a likelihood ratio test (e.g.,
when selecting the number of factors to use in a factor model [Beaujean, 2013]). Appendix A.3 describes
how to modify Section 2.3.1’s algorithms to search for this subset S.

While our practical procedure does not guarantee error control, we still expect it to output k that will
rarely be much larger than k*. Again fix £ > k*. So long as our algorithms happen upon just one of the size-k
subsets for which (3.2) is satisfied, we expect that T(S) will be larger than Q,, , x(1 — ) with probability
at most o (and much less when k is larger than k*). As mentioned before, the proportion of size-k subsets
for which (3.2) is satisfied quickly approaches one as k increases, and it thus becomes correspondingly more
likely that our approximation algorithms will happen upon such a subset.

Ultimately, if our procedure suggests selecting a size-k subset, we suggest selecting the size-k subset S
that approximately minimizes T'(-). This subset results in the most diagonal residual covariance we can find,
and is thus the subset that best fits the data as per the subset factor model. Also, upon restricting the
subset factor model to multivariate Gaussian distributions, S acts as an approximation for the MLE of S
(see Appendix A.2.3 for details).

In what follows, we verify that our practical procedure suggests reasonable subset sizes in some difficult
simulated settings where the number of samples n is not much larger than the number of variables p. Then,

we demonstrate how it can be applied to dramatically reduce the length of a personality survey.
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3.3.1 A simulated example

We consider a difficult simulated example that reflects the real data example to be presented in Sec-
tion 3.3.2. For each trial, we draw n = 200 samples from a mean-zero distribution in the subset factor model
(3.2) with p = 50 variables and a size k = 20 population factor set S. For context, there are over 47 trillion
size-20 subsets of 50 variables. We consider two cases: one where the unique factors are Gaussian, and
one where they are a collection of independent Rademacher, ¢-distributed, and centered exponential random
variables. Within both cases we consider distributions with varying amounts of “signal”, which we define to
be the average population R? from the regression of the variables not in S on those in S. Appendix A.1.2
provides exact descriptions of the distributions we use, and Appendix A.1.3 documents additional results for
other sample sizes n.

For each trial we apply our procedure at level @ = 0.05 and record (1) the size of the selected subset
S ; (2) the size of the intersection of S and S ; and (3) the population sum of square canonical correlations
between the variables in S and S. The sum of square canonical correlations measures the degree to which
the variables in S and S span similar subspaces (see Section 3.1 of Schneeweiss and Mathes [1995] for more
detail), and it attains its maximum value of k¥ = 20 when S C S. To search for the subset that minimizes
T'(-) we use our swapping algorithm and try ten random initializations. Separately, we tried searching for
the minimizing subset via a forward-backward algorithm. Although this approach is faster, the results were
appreciably worse. These additional results as well as a description of our forward-backward algorithm can
be found in Appendix A.1.4.

We provide the results from our simulations in Figure 3.1. As expected, our method under selects when
the signal size is too small. In these cases, the covariance looks reasonably diagonal to begin with, so
it is difficult to gauge whether more variables are needed to achieve a diagonal residual covariance. For
reasonable to large signal sizes the procedure typically suggests selecting 20 or 21 variables, and it seldom
suggests selecting more than 22. In these settings, the selected subset S is almost always a superset of the
population subset S. The results when the unique factors are non-Gaussian versus Gaussian look nearly
identical, suggesting that our procedure has reasonable finite sample performance even when the unique

factors are highly non-Gaussian and n is not much larger than p.

3.3.2 Reducing survey length via our procedure

In recent years, psychologists have been increasingly interested in creating shorter versions of existing
surveys. Kruyen et al. [2013] found that, among the 2273 articles that appeared in six peer-reviewed psycho-
logical journals from 2005 to 2010, 170 articles contained abbreviated surveys. Developing a novel shortened
survey was a main contribution in 84 of these articles.

Despite the increasing demand for shortened surveys, there is no standardized way of shortening them.
Psychologists default to a number of arbitrary heuristic approaches that require extensive human labor and
are susceptible to personal biases. Furthermore, reliability, the one concrete and standard measure of a
shortened survey’s quality, is defined in the restrictive setting of classical test theory [Allen and Yen, 2001].
Estimates of reliability are highly sensitive to classical test theory’s assumptions, and these assumptions are
often violated in modern, multi-dimensional settings [McNeish, 2018].

We propose using our procedure to shorten surveys. Essentially, we suggest selecting a subset of questions

that, once accounted for, render the information in the remaining questions independent. To demonstrate
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Figure 3.1: For one thousand trials, the size of the selected subset S (left), the size of the intersection of S
and the population subset S (middle), and the population sum of squared canonical correlations between the
variables in § and S (right) for the different simulation settings described in Section 3.3.1. Color indicates
the average population R? from the regression of the variables not in S on those in S.

our procedure’s effectiveness, we consider the Big Five Inventory (BFI) [John et al., 1991], a p = 44 question
personality survey. There has been much interest in reducing the BFI survey, as evidenced by articles propos-
ing a 10-question version [Rammstedt and John, 2007], a 15-question version [Gerlitz and Schupp, 2005], and
multiple 20-question versions [Engvik and Clausen, 2011, Tucakovi¢ and Nedeljkovié, 2023, Veloso Gouveia
et al., 2021]. Each question in the survey is attributed to one of the five personality factors [Digman, 1990]:
extraversion, agreeableness, conscientiousness, neuroticism, and openness.

We consider the BFT dataset from Zhang et al. [2022], which has responses from n = 228 undergraduate
students at a large US public university. It can be found on CRAN in the EFAutilities package. We apply
our procedure at level = 0.05 and search for the minimizing subset using our swapping algorithm with
just one random initialization (using more than one random initialization gives identical results). Within
less than a tenth of a second, our procedure selects a size-19 subset of the original 44 questions, cutting the
survey in more than half.

As is the case for all shortened surveys, we evaluate the quality of our survey by judging its validity and
reliability [Kruyen et al., 2013]. We point readers who are unfamiliar with validity and reliability to the

relevant introductory sections of Kruyen et al. [2013].

Validity: We evaluate the construct validity of our reduced survey, i.e., the degree to which it captures
the relevant construct of interest. We cannot evaluate predictive validity (the degree to which our survey
is predictive of an external criterion) because we are working with a stand-alone dataset. Examination of

our selected questions suggest they indeed capture the relevant construct of interest. Table 3.1 provides a
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Factor # in Reduced Survey # in Original Survey
Extraversion 4 8

Agreeableness 4 9
Conscientiousness || 5 9

Neuroticism 3 8

Openness 3 10

Table 3.1: The number of questions attributed to each of the bve personality factors for both the original
and reduced surveys from Section

breakdown of how many questions are attributed to each personality factor in both the original and the
reduced survey. The selected questions are distributed fairly evenly across the bve personality factors, and,
in concordance with best practices Costello and Osborng 2009, our method selects at least three questions
per factor. Furthermore, performing a 5-factor exploratory factor analysis reveals that the reduced survey
maintains the original surveyOs factor structure, another standard indicator of construct validity Kruyen

et al., 2013. Table displays the loadings from this factor analysis.

Reliability : Reliability measures the consistency of a surveyOs responses across multiple re-administrations
to the same individual. Although debning and estimating reliability relies heavily on the restrictive assump-
tions of classical test theory, it is still of much practical interest to pyschometricians. To measure reliability,
we brst split our reduced survey into bve sub-surveys, each consisting of questions attributed to the same
factor. Then we compute CronbachOs coe"cient [Cronbach, 1951 for each of these bve sub-surveys. For
the sake of comparison, we do the same for the three pre-existing 20-question versions of the BFI survey.
The results are given in Figure . Along with being similar to the reliabilities of the three pre-existing
surveys, our reliabilities are both (1) within the range of reliabilities one typically sees from shortened sur-
veys [Kruyen et al., 2013 Figure 3] and (2) within the range of reliabilities contemporary pyschometricians
consider adequate Clark and Watson, 1995. Admittedly, our method aims to Pnd the most parsimonious
subset, and parsimony can be at odds with reliability. If the practitioner is particularly concerned about
reliability, they can always add additional questions.
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Factor 1 | Factor 2 | Factor 3 | Factor 4 | Factor 5
Extraversion 1 0.11 0.77 0.10 -0.06 -0.03
Extraversion 2 -0.14 0.54 0.10 0.25 0.13
Extraversion 3 0.23 -0.54 0.07 0.19 -0.05
Extraversion 4 -0.02 0.81 -0.01 0.10 0.02
Agreeableness 1 0.03 0.17 -0.06 0.47 0.15
Agreeableness 2 0.14 -0.16 0.16 -0.66 0.02
Agreeableness 3 0.12 -0.08 0.21 0.67 0.07
Agreeableness 4 0.35 0.09 -0.06 -0.52 -0.07
Conscientiousness 1] 0.10 0.11 -0.01 0.23 0.48
Conscientiousness 2 0.09 0.11 0.14 -0.01 -0.60
Conscientiousness 3 -0.03 -0.09 0.24 -0.03 0.55
Conscientiousness 4 0.06 0.11 -0.02 0.05 0.66
Conscientiousness § 0.50 -0.03 0.01 0.12 -0.36
Neuroticism 1 -0.57 0.02 0.03 0.05 0.10
Neuroticism 2 0.63 -0.07 -0.15 0.07 -0.08
Neuroticism 3 0.79 0.03 -0.02 -0.13 0.09
Openness 1 0.01 0.11 0.68 0.01 -0.06
Openness 2 -0.10 0.04 0.76 -0.01 0.03
Openness 3 0.05 -0.14 0.50 0.07 0.00

Table 3.2: Factor loadings (after rotation) from a exploratory factor analysis on the reduced 19-question
survey from Section . As is common in the psychometrics literature, loadings with magnitudes larger
than 0.30-0.32 are bolded Costello and Osborne 2005.

Reliability of Shortened BFI Surveys
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Figure 3.2: For the bve personality sub-surveys, we give CronbachOs coe"cientwith 95% bootstrap Cls

(B = 1000 bootstrap samples) for our survey and the Norwegian Engvik and Clausen 2011, Brazilian
[Veloso Gouveia et al, 2021, and Serbian [Tucakovie and Nedeljkovig 2023 20-question surveys. The x-axis
gives our number of selected questions per sub-survey. All other surveys chose four questions per sub-survey.



Chapter 4

A simple and unifying framework for
selective inference

In this chapter we develop a simple and unibed framework for selective inference centered on p-values.
We brst debne selectively dominant p-values, a class of p-values that enable us to easily do inference after
selection. We then give a precise characterization of when p-values are selectively dominant and illustrate
that the most commonly used p-values are all selectively dominant. Following this discussion, we proceed by
providing a few examples of how one may apply our selective dominance machinery to easily derive selective
inference methods. As a closing example, we derive a novel, simple, and general data-carving procedure. To
demonstrate this procedureOs e"cacy, we apply it to perform publication-bias aware meta-analysis on a real
dataset. Finally, we provide a brief discussion on the benebts of our new framing of selective inference, and
some commentary on how it bts into the current literature. A more involved discussion of how to apply our
framework to the inference on winners and rank veribcation problems is deferred to Chapterand Chapter
respectively.

For now, we focus on doing inference using one p-value. This allows for easier exposition and is su“cient
for most problems. In Appendix we generalize our framework to accommodate inferences involving
multiple p-values (provided they obey a specibc dependency structure). This enables us to come up with
new adaptive variants of methods that combine p-values, like FisherOs combination test, and we discuss these
variants in Appendix

4.1 Notation

Throughout this and the remaining chapters, we will often encounter expressions liké (A|X, B ), where
P is a probability measure, A and B are events, andX is a random variable. If B is a probability zero event,
i.e.,, P(B) =0, we set P(A|X,B) to be identically zero. If not, we can debne the conditional probability
measureQ(g = P(&B) given the event B, and we considerP (A|X,B ) to be the conditional expectation
Eq[l a|X] of the indicator | o under Q. Also, for a null hypothesisH, the notation Py, refers to an arbitrary
distribution under the null.

26
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Distribution of p under Hp Distribution of p|S =1 under Hy Distribution of pse/|S =1 under Hy
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Figure 4.1: The brst panel (left) depicts an example distribution of a p-valuep under the null. The distribu-
tion stochastically dominates the uniform distribution. The second panel (middle) depicts the distribution
p|S = 1 of the same null p-value p given that it was selected for being most! = 0.1. This distribution does
not stochastically dominate the uniform distribution. The third panel (right) depicts the null distribution
Psel|S = 1 of Theorem Os selective p-valup/! given selection. Thanks to Theorem Os correction, this
distribution again is stochastically dominates the uniform distribution.

4.2 Selective dominance

In classical statistics, a p-value is a random variablep " [0, 1] that stochastically dominates the uniform
distribution U ( Unif([0, 1]) under the null Ho:

Pu,(p) 1)) P(U) t)=tforall t" [0,1]

The left-most panel of Figure illustrates what the distribution of a null p-value may look like. When
working with p-values, we maintain Type | error control if we reject Hy when p is small:

Pu,(reject null) = Py (p) ')) P(U) 1)=1L

In essence, stochastic dominance allows us to use the uniform distribution as a reference distribution. We
control the probability of p being small under the null by comparing it to the probability of a uniform being
small.

In the problems we consider, we use to test the null Hg only after it has been OselectedO. In full
generality, we consider a p-valuep for testing the null Hgy that is conditionally valid given some random
vector Z:

Pu,(p) t[2)) P(U) t)=tforallt" [0,1] a.e. underPy,. (4.2)

The random vector Z plays an integral role in determining the relationship betweenp and a binary selection
random variable S " { 0, 1}, which takes value one wherp is selected and zero otherwise. This relationship
is governed by aselection function ,

s(x,z)= P(S=1|p=Xx,2Z = 2).

Intuitively, we imagine observing p = x and Z = z and then Ripping a biased coin that comes up heads with
probability s(x,z). We only use p to test the null Hy when the coin comes up heads, and otherwise do not
perform inference. This process turns out to capture what happens in a wide range of selective inference

1Formally, the selection function s(4 4 is an instantiation of the conditional expectation  s(p,Z) = E[S|p,Z].
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problems. In the problems we consider, we decide the selection process, &, z) is known. In cases where
no Z is present, we can imagineZ = 0 everywhere and write the selection functions(x) purely in terms of
X.
Because we only perform inference when the coin comes up heads, our goal should be to design a procedure
that controls Type | error conditional on this selection event:

Ph,(reject Hp | S=1) ) ! (4.2)

As illustrated by our next example, the classical approach of rejecting whemp ) ! does not maintain selective
Type | error control as in ().

Example 1 (Publication bias and the failure of classical inference) Consider a p-valuep that is uniform on
[0, 1] under the null Hg. If we use the selection functions(x) = I (p) !), i.e., we selectp when it is at most
I,thenp| S=1( Unif([0,!]). Our classical procedure will clearly fail to control Type | error conditional
on selection:

Pu,(reject Hp | S=1)= Pu,(p) ! |S=1)=1 >

Example is a standard example in the literature on publication bias. If researchers publish studies
only when they observe a p-value below , readers always see signibcant bPndings regardless of the true data
generating distribution. As a consequence, the readerOs observed Type | error rate can be as high as one.
Figure  Os middle panel displays the distribution of the left panel®s null p-value, but after it has been
selected for inference via Example Os selection process. It is clear from the picture that the null p-value
distribution no longer stochastically dominates the uniform distribution after selection.

Essentially, after selection, the uniform distribution no longer su“ces as a reference distribution. Natu-
rally, we may instead try and use the distribution of a uniform after it has been selected by the same selection
process. Formally, letU ( Unif([O, 1]) be a uniform random variable that exists on the same probability
space a9 and is independent ofZ, and let S*" { 0,1} be a dilerent binary selection random variable whose
joint distribution with U and Z is governed by the same selection functiori

P(S'=1|U=x2Z = 2z) = s(x,2).

Instead of the uniform distribution, we can use the the conditional distribution U | Z,S*=1 of U given se-
lection as our reference distribution. This approach is valid exactly when our p-value is selectively dominant,
as we debne below.

DePnition 1 (Selective dominance) Consider a p-valuep for the null Hg that is valid givenZ as in ().
We say that p is selectively dominant given  Z if, under the null Hg, it has a conditional probability
density function (PDF) given Z, and it satisbes

Pu,(p) tjZ,S=1)) P(U) t|Z,S*=1) forall t" [0,1], a.e. under Py, (4B = 1) (4.3)

for every selection functions(x, z).

Essentially selective dominance requires that, under the null, the conditional distribution of p given

2Again, formally E[S'|U,Z]= s(U,Z).
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selection should stochastically dominate the conditional distribution ofU given the same selection. Moreover,
this should be true for any selection process. Again, we mention that if? (S = 1) = 0 (resp. P(S*=1) =0)
for some selection function, then we debne the left-hand side (resp. right-hand side) of () to be zero. We
show in Appendix that P(S*=1)=0 =6 P(S=1) =0, so this convention does not cause any
issues.

As we will soon see, all the p-values that practitioners commonly use are selectively dominant as described
in (). In DePnition , we restrict to p-values with conditional PDFs under the null because it makes our
theory and methods simpler to state. Because we can always make a p-value both have a conditional PDF
and be more powerful via randomization, this restriction is never a practical issue. Also, after applying our
machinery with randomized p-values, the user can always de-randomize the resulting method if they would
like.

To perform valid post-selection inference using a selectively dominant p-value, we can transform it so
that it remains a p-value after selection. As Theorem displays, we can OundoO the elects of selection by
applying the conditional cumulative distribution function (CDF) Fyzss-1 (8 of U given Z and selection to
p. In line with prior literature, we refer to this transformed p-value as a selective p-value . For simple
selection functions, this selective p-value is often computable in closed form.

Theorem 5 (Selective dominance and error control) Consider a p-valuep for the null Hg that is selectively
dominant given Z as in Debnition . Then, for any selection function s(x, z), the selective p-value

I'p
o S(x,Z)dx

Psei = Fujzs s=1 (P) = (4.4)
sel uU|z,s %=1 OlS(X,Z)dX
has a null distribution that stochastically dominates the uniform conditional onZ and selection:
Pro(Psel ) t]1Z,S=1)) tforall t" [0,1], a.e. underPy, (a5 =1), (4.5)
Pu,(Pser ) t]S=1)) tforallt” [0,1] (4.6)

Further, if P is a distribution in Hy under which P(S = 1) > 0 and p has an exact uniform distribution
givenZ, i.e.,
P(p) t|z)=tforallt" [0,1], a.e. underP(ap =1), 4.7)

then () and () hold with equality.

Essentially, Theorem tells us that if we want selective Type | error control as in (), then we should
reject Ho when p is less than the! quantile of U | Z, S* = 1 rather than the ! quantile of U. We show in
Appendix that the denominator of () is positive a.e. underPy, (&b = 1), so psel is well dePned
whenever we actually use it to make an inferential statement.

The right-most panel of Figure  depicts what happens when we apply Theoreni Os correction to the left
panelOs p-value (we will derive this correction later). Unlike the null distribution ofp given selection (middle
panel), the null distribution of pse given selection again stochastically dominates the uniform distribution.
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4.3 Characterizing selectively dominant p-values and examples

Theorem tells us that p-values are selectively dominant precisely when their conditional PDF is non-
decreasing under the null.

Theorem 6 (Selective dominance and increasing density) If, under the null Hg, the conditional PDF of

the p-valuep given Z = z is non-decreasing on[0, 1] for every z, then p is selectively dominant givenZ as

described in Debnition . Conversely, if the conditional PDF of p givenZ = z is everywhere continuous and
not non-decreasing on[0, 1] for a set of z that has positive probability under some distribution inHg, then p

is not selectively dominant givenZ .

In what follows, we give a number of examples of selectively dominant p-values. Our examples include
all the common p-values that practitioners use.

Example 2 (Two-sided testing in parametric families). Consider observing data from a parametric family
Pg and testing the nullHg :, = ,o. Because the null is a point null, most p-values we construct will have
an exact Unif([0, 1]) distribution under the null and are therefore trivially selectively dominant.

Example 3 (One-sided testing in monotone likelihood ratio families) Consider observing one-dimensional
data from a parametric family X ( Pg that admits density pg(x) with respect to some base measung. We
say that Pg has a monotone likelihood ratio (MLR) in the real valued function T (x) if, the densities pg(X)
share a common support and, for any, ) , 7 the ratio pgs(x)/ps(X) is a non-decreasing function of T(x).
In this case, the UMP test for the nullHg :, ) ,o rejects whenT(X) is large. The associated randomized
p-value for this test (see Appendix ) is selectively dominant.

Example 4 (Testing in in exponential families). Suppose we observe datd " R™ from an exponential
family Pg parameterized by, " R" i.e., under Pg the data X has density

ga(x) = exp(,1T1(X) + aad ,nTa(X)! - (,))9(X)

with respect to some base measuie. In both the case of testing the two-sided nulHy : ,1 = ,0; or one-sided
null Ho : ,i ) ,0i, the UMPU test conditions on the nuisance statisticsT, {(X). The p-value associated
with the UMPU test for Hp : ,1 = ,0,; has an exact Unif[0, 1]) distribution conditional on T, {(X), so it is
trivially selectively dominant givenZ = T, ;(X). For testing Ho :,1) ,0,, we are in the setting of an MLR
family once we condition onT, {(X), so Example implies that the p-value associated with the UMPU test
is also selectively dominant giverZ = T, j(X).

Example 5 (Permutation testing) . In a permutation test we observe dat&X " X and compute a test statistic
T(X) that, under the null Hg, has a distribution that is invariant under a Pnite group of transformations
G:X &X . Thatis, T(X) gHo T(g(X)) for all g" G. To run the test, we consider a collection of group
elementsg;, @, ..., 0w Whereg; = id is bPxed to be the identity transformation andg,, ..., gy are either a
random sample fromG with replacement or a random sample fromG \{ id} without replacement. The test
then rejects whenT (X)) is large compared to theT (g (X )). In particular, the randomized permutation test

from Hemerik and Goeman[201§ uses a p-value that always has an exact U, 1]) distribution under Hy

and is therefore trivially selectively dominant. Details about this p-value can be found in Appendix
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Example 6 (F-tests for regression) Suppose we observe datd " R" from a linear model Y = X" + +
parameterized by" " RY, where X " R"" 9 has full column rank with probability one and is independent of
+( N(0,%2%,). We can run an F-test to try to reject the null Hg : "q+1 = 4d& "4 =0 that the lastd! g
coelcients are zero. The p-value associated with theF -test has an exact Unif[0, 1]) distribution given X,
so it is trivially selectively dominant givenZ = X . We describe this test and its associated p-value more
explicitly in Appendix

Establishing Example and Example is non-trivial, and the bulk of Appendix is spent doing so.
The majority of the article focuses on examples from these two non-trivial settings.

4.4 Example applications of selective dominance

Having developed our machinery, we provide a few examples that illustrate how to use it.

As an introductory example, we show how to correct for Example Os publication bias. Using our selective
dominance machinery, we can provide a one-line derivation of the p-value adjustment frorflung and Fithian
[2020. Hung and Fithian [202Q derive this correction specibcally for p-values coming from z- and t-tests,
but our machinery applies for all selectively dominant p-values.

Example 7 (Correcting for publication bias). Suppose we have a selectively dominant p-valpefor the null
hypothesisH, and we choose to testH only after observing thatp) ! . We can apply our framework with
s(x) = 1(x) !). The selective p-value from( ) is p/! , so Theorem tells us that rejecting whenp) ! ?
controls selective Type | error:

Puo(p) !%1S=1)= Pu,(p/! ) !IS=1)) !

In Example , if one computes the selective p-valugpsgr from () carefully, they will bnd it equals
min(p/!, 1), rather than p/! as we have claimed. However, these two expressions are almost surely equal
under P (4B = 1), the conditional probability measure given selection. Theorem Os result therefore applies
regardless of which one we choose to use. Throughout the remainder of our examples, we will continue to
give expressions foipse that, at the very least, are equal to () a.e. underP (45 =1).

Since essentially all the p-values researchers use are selectively dominant, Examplgives a simple way
for readers to make valid inferences in the presence of publication bias: declare a studiesO result signibcant
when the associated p-value is at most 2.

Our rule of thumb of rejecting when p ) ! ? should also deliver valid inferences in the presence of p-
hacking. Rather than discarding an experiment after observing a p-value larger than , researches more
often tweak their analysis until the p-value crosses the signibpcance threshold. This process, known as p-
hacking, is di"cult to study theoretically (which is why Hung and Fithian [2020 do not study it). But
it has been empirically well-established that, under the null, p-values resulting from p-hacking have left-
skewed distributions, i.e., null p-hacked p-values can be reasonably modeled as having an increasing density
on [0,! ] [Simonsohn et al, 2013. The transformed quantity p/! then has a null density that is increasing
on [0,1], so Theorem guarantees that it is a valid p-value. Thus, we again bPnd it safe to reject when

p/l ) ! T p) !2
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Our second example shows how to use Theorern to perform inference using the Owinning® p-value.
It illustrates how our selective dominance machinery enables us to easily test data-dependent hypotheses.
Example uses the fact that, if p is selectively dominant and Z is independent ofp, then p is selectively
dominant given Z. Although this is intuitively obvious, we show it carefully in Appendix

Example 8 (Inference on the winning p-value) Suppose we have independent and selectively dominant
p-valuesp; for the null hypothesesHq;, and we choose to test only thgth null Ho; after observing that
p; is the smallest of the bunch. Applying our framework witlhp = pj, Z = pij, and the selection function
s(x,z) = I (X < ming z), it is straightforward to compute that the selective p-valuepse from () is

pj/ min;=; p;, so Theorem tells us that rejecting whenp; ) ! min;=; p; controls selective Type | error:

Pao, () ! M |S=1)= Puy, (p/ minp) ! [S=1)) L (4.8)

If we let W be the index of the smallest p-value (with ties broken randomly), it is now easy to see
that rejecting the data-dependent Owinning® nuHiow when Py ) 'P (2 controls Type | error both condi-
tionally on W and marginally. Conditional error control is immediate: If Hg; is not true, then trivially
P (falsely rejectHow | W = j)=0) !. For the case thatHg; is true, the eventW = j is the same event
as selectingp; for inference in (), so

P(falsely rejectHO,W |W = j) = P(p(l) ) 'p ) |W = ])
=P ) tminp [W =)

) L.

Marginal error control then follows from the law of total probability.

"n
P (falsely rejectHow ) = P(W = j)P(falsely rejectHq; |W = j)
j=1
"n
) P(W=])
j=1

) L.

If the nulls are all true and the p; are exactly uniform, then the inequalities become equalities and our error
control is tight.

Rejecting the null How whenpyy ) !'p 2 may seem like a strange procedure, but we will see later that
doing so is central to the conditional inference for winners method that arises frontithian et al. [2017 and
appears often in the contemporary inference on winners literature. We discuss inference on winners in much
more depth in Chapter .

Next, give a simple warm-up example that illustrates how our framework can be applied to rank verib-
cation problems. We discuss rank veribcation in much more depth in Chapter.

Consider the following classic hypothetical. A researcher wants to test if the unknown means of two
univariate Gaussian samplesX 1 ( N (1, 1/ 2)and X, ( N(u2, 1 2), are dilerent. They end up rejecting
the null hypothesis Hg : p1 = po because they observe that the two-sided p-value 2(1 #(|X1! X3|)) is
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below! . After rejecting, they note X1 > X ,, and claim Onot only are the two means are dilerent, but they
must be dilerent because 1 is bigger than p,O. The researcher, however, only rejected the null that the
means are equal. Can they make a claim about the direction of inequality?

It seems that what the researcher really wants is a rank veribcation procedure. After observing thak ;
is larger than X, they want to verify that the mean W, is actually larger than the mean |5, i.e., that they
can rank the meansp; > .. It is well known (and quite simple to show) that the researcher can indeed
making their desired claim while maintaining a sensible notion of error control (se€lones and Tukey[200Q).
Our framework provides new neat way of understanding why that is the case.

Example 9 (Rank veribcation in a simple case) Suppose thatp is a selectively dominant p-value for testing
the null Hy, but we only choose to tesHy whenp < 1/2. Applying our framework with the p-valuep and
selection function s(x) = 1 (x < 1/2), Theorem tells us that we control selective Type | error if we reject
according to the selective p-valu@se = 2p:

0 1
Puo P, '§|5=1 = Pu,(2p) 1[S=1)) (4.9)

Now, consider dataX; ( N(“l,]-/#é) and X, (N (M2, 1/#5). For the one-sided nullsHoj : Wi ) U
the UMP p-valuesp; = 1! #(X;! Xj) are selectively dominant by Example . Denoting the winner
W = argmax;-; , Xj and runner-up R = argmin;_, , Xj, it is now clear rejecting the data-dependent null
Howr : HMw ) Mr Whenpwgr ) !/ 2 maintains Type | error control both conditionally on W and marginally.
If Hoj is not true, then trivially P (falsely rejectHowr |W = i)=0 ) !. For the case thatHgqj is true,
the eventW = i is identical to the eventp; < 1/2, and hence is the same event as selecting for inference
in (). Therefore, in this case,

0 I 1
P (falsely rejectHowr |W =i)= P pwr ) 5 | W =i
0 | 1
=P p) SIW=i
) L
This establishes error control conditional onW. Marginal error control then follows from the law of total
probability:
P (falsely rejectHowr ) = P(W = i)P(falsely rejectHoj |W = i)
i=1,2
) ! P(W =)
i=1,2

If p; = P2 then the inequalities become equalities and our error control is tight.

Finally, we show how our framework also applies to data-carving. Specibcally, we consid€&ithian et al.
[20170s variant of the Ple-drawer problem Fithian et al. [2017 argue that data-splitting, which involves
using one chunk of the data for selection and the remaining independent chunk for inference, is often an
inadmissible approach in selective inference problems. In such settings, data-carving, as we describe below,
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results in strictly more powerful procedures. Although it initially appears that data-carving does not involve
selecting a p-value via the mechanism we described earlier, we use a coupling argument to show that it can
be viewed in this way. This both serves to illustrate the breadth of our frameworkOs applicability, as well as
provide a new perspective on data carving.

Example 10 (Data carving and the ble-drawer problem) In the Ple-drawer problem, we observe two inde-
pendent samplesX 1, X2 ( N (M, 2) (e.g., X1 comes from the brst half of the data and, from the second).
We test the nullHg : p) 0, but only when we observe thaK; >t for somet " R. Appendix provides
details for the computations done in this example.

Data splitting ignores the %rst observation, which was used for selection, and simply tests thk) using
the p-valuepspir = 1! #(X2/ 2). Intuitively, because this p-value is independent of the selection process,
we should maintain Type | error control without any correction. Applying our framework with p = pspiit ,

Z = X, and the selection functions(x,z) = 1 (z > t), we indeed bnd that the selective p-value is the same
as Pspiit -

Data-carving attempts to use the more powerful p-valugry = 1! #(( X1 + X32)/2). This p-value
leverages information from both samples, despite one of them being used for selection. How can we apply
our framework to this data-carving problem? In how we have stated the problem, it is nohe case that we
observepsy,; and then decide whether or not to use it for inference. Instead, we decide based ¥n, and
unlike in data-splitting, pryi is not a valid p-value givenX ;. We can compute, however, the probability that
selection happened given thapsy took a particular value:

P(X1>tlpran = X) =11 #(t! #' 11! x)).

We may as well imagine that we observed thak,, = X, and then decided to use it to test the nulHgy with
probability 1! #(t! #' 1(1! x)). Although this is not what happens in the original problem (in our new
characterization, we may testHy even whenX; ) 3), the conditional distribution of psy given selection is
the same in both cases. Hence, we can apply our framework with= pry ands(x) =1 ! #(t! #' 1(1! x)).
Theorem 9 of Fithian et al. [2017] tells us that Theorem Os resulting selective p-value,

/ /
(;f“" 10 #(t! #'20 x))dx _ oM 1L #(t! #!#17(1! X)) dx
gL #(t! #'1L x)dx 10 #(t 2)

Pcarve =

will result in strictly more rejections than pspir , While still maintaining selective Type | error control.

For the interested reader, we discuss more connections between our framework, data splitting, data
carving, data bssion Leiner et al., 2023, and data thinning [Dharamshi et al., 2024 Neufeld et al., 2024 in
Appendix

Our framework also applies to regression problems, includingiee et al.[2016(Os foundational problem of
doing inference on LASSO selected regression coe"cients. This example is a bit long, so we have deferred it to
Appendix . It demonstrates how for some selective inference problems, the di"culty lies in characterizing
what the selection function is.

Examples to all share a common theme. In all three examples, the practitioner cheats. They peek at
the p-value and, to varying degrees, they only test the null when the p-value looks promising. The purpose
of selective procedures is to adjust the p-value in a way that accounts for this cheating. The harsher the
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Original vs. replication study p-values
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Figure 4.2: Scatter plot of the original po and replication pg p-values for 92 psychology studies from the
open science collaborationOs replication analys@ollaboration [2015. Note that the x-axis, which ranges
from [0, 0.05] is on a dilerent scale than the y-axis, which ranges from [01].

cheating is, the more this adjustment inf3ates the original p-value.

4.5 Publication-bias aware meta-analysis

Performing replication studies is a crucial part of the scientibc process, especially when one is wary that
the original study may su'er from publication bias. To judge the prevalence of publication bias in psychology,
the open science collaboration conducted a mass replication analysis of psychology studi€ollaboration,
20159. Via their elorts, we have access to p-values from 92 pairs of original and replication psychology
studies , depicted in Figure . We refer to p-values from the original study aspo and p-values from the
replication study as pr. The p-valuespo from the original studies are signibcant at the! = 0.05 level, while
only 34 of the replication p-valuespgr are signibcant.

Although the original study p-values suler from publication bias, they still contain valuable and usable
information. By Example and its subsequent discussionpo/! should be a valid p-value even in the presence
of publication bias or p-hacking. Then, via FisherOs combination test, we can use both the corrected original
p-value po/! and uncorrected replication p-valuepg for inference. As a refresher, FisherOs test considers
n independent p-valuesp; for the nulls Ho; and rejects the global null 8]L; Ho; when the test statistic
12 ir‘:l log(pi) is at least as large as the 2 ! quantile of the 98, distribution. In our case, we have two
independent p-valuespo/! and pr that test the same null hypothesis, and we can reject this null hypothesis
when

I 2(log(po/! ) +log(pr)) 2 Quantile(1! !,%?2).

This approach is analogous to data-carving. After using part of our data for selection (the original study)
and part for inference (the replication study), we still make use of the information remaining in the brst part
after selection for inference as well. Unlike existing approaches to data-carving, which are often complex and
problem specibc, using FisherOs combination test along with our selective dominance framework provides a
general and simple way to data-carve.

Our combination approach allows us to make more powerful inferences on the open science dataset. Our

3We exclude seven studies with original p-value po larger than ! =0.05.
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approach pnds that 47 study pairs have signibcant bPndings, whereas using solely the original study p-value
po/! or the replication study p-value pr results in only 39 or 34 signibcant Pndings respectively. It is
surprising that, even after a harsh adjustment for publication bias, the corrected original study p-values
result in more discoveries than replication study p-values. It is hard to gauge if this is due to chance,
di'lerences between the original and replication studies (e.g., minor dilerences in population demographics,
devices used for measurement, sample size), or because there is somehow even harsher selection bias in
the original studies than what we have accounted for. It may even be the case that some replicators felt
incentivized to induce bias in the opposite direction, and tried to ensure that the replication studies were

not signibcant.

4.6 Some discussion

First, we discuss why we believe that our treatment of selective inference is easier to grasp than what is
presented in the current literature. Plainly stated, when statisticians and practitioners alike are presented
with a null hypothesis Hg, the prst thing they do is come up with a marginally valid p-value p. The standard
selective inference approach is to come up with a quantity that is pivotal under the conditional distribution
of the test statistic given selection. This can be a daunting task, and our framework (specibcally Theorern)
provides an automatic way of bnding such a pivot via the marginal p-valuep, an object that people are
familiar with and is common to all inferential problems. Practitioners in particular are very accustomed
to methods that take a marginal p-value p and perform an adjustment to it (e.g. a Bonferonni correction
multiplies each p-value by n, a Benjamini-Hochberg adjustment multiplies the ith smallest p-value by n/i ).
Hopefully, this simpliped view changes selective inference from a subject that is taught in a topics statistics
course (graduate level) to one that can be covered immediately after (or even during) the lecture on p-values
in an introductory statistics course (graduate level).

Second, we discuss a technical contribution of our framework. The current selective inference literature
is also mostly focused on making selective conbdence intervals, i.e., coming up with a selective test for the
point null Hy :, = ,0 and inverting it to get an interval for ,o. As such, there is very little literature on
one-sided selective testing. The only examples of one-sided selective tests that we are aware of establish
validity via nice properties of exponential families (e.g.,Fithian et al. [2017, Hung and Fithian [20191). As
we have seen, however, exponential family data is not necessary for us to make one-sided selective tests. In
reality, the real driving force behind our ability to do selective inference is that the data came from an MLR
family, or more specibcally that the marginal p-value has a non-decreasing density under the null. This
sort of shape-constraint is the important property at the crux of many existing procedures (e.g.,Hung and
Fithian [2020, Lei and Fithian [201§, Zhao et al. [2019). In fact, both Hung and Fithian [2020, Zhao et al.
[2019 leverage this shape-constraint to perform selective inference identical to us, but only in cases where
the data is continuous, there is no random variableZ that selection is allowed depend on, and the selection
function is s(x) = I(x ) ") for some bxed threshold' . Hung and Fithian [202d, Zhao et al. [2019 only
consider our p-value approach for one-o! use cases, and do not provide a full framework as a consequence.
In contrast, we fully Besh out this approach so that it can accommodate essentially all modern selective
inference techniques.



Chapter 5

Inference on winners via selective
Inference

In this chapter, we use Chapter Os framework to study the inference on winners problem. First, we
characterize our motivating selective inference problem from Chapter in terms of p-values, and demonstrate
that it boils down to Example from Chapter . Written in terms of p-values, the method becomes easier to
derive, interpret, implement, and generalize beyond Gaussianity. Particularly, we are able to gain insight on
(1) when the conditional lower conbdence bound (LCB) from ( ) could be useful and (2) the extent to which
the conditional LCB explodes to!" . Also, the p-value viewpoint enables us to apply the closure principle,
yielding a new conditional sequential hypothesis testing procedure that makes strictly more discoveries than
the original method.

Next, we provide theoretical results that suggest that, even though the conditional conbdence region from
Chapter sulers from the exploding interval problem, this conditional approach can still be quite powerful
in certain settings. Particularly, we show that it attains the maximum possible power in a generalized variant
of the needle-in-a-haystack problem (when the needle is su"ciently well separated from the haystack). For
sake of comparison, we also study locally simultaneous inference in this settin@fnic and Fithian, 2024.
Locally simultaneous inference is a competing method that is (1) strictly more powerful than the classical
simultaneous inference approach and (2) designed to maintain the benebts of conditional inference while
avoiding the exploding interval problem. We show that locally simultaneous inference sulers from a curse of
dimensionality that renders it powerless, even when the conditional approach achieves the maximum possible
power.

Finally, we use our p-value characterization to derive a new variant of hybrid inference Andrews et al.,
2023, an inference on winners procedure that interpolates between the conditional and simultaneous inference
approaches. Hybrid inference manages to avoid both the exploding intervals of conditional inference and
the curse of dimensionality of locally simultaneous inference. Again, writing hybrid inference in terms of
p-values makes it easier to derive, interpret, implement, and generalize beyond Gaussianity. It also again
enables us to apply the closure principle to bPnd a new hybrid sequential hypothesis testing procedure that
makes strictly more discoveries than the original approach. Our p-value viewpoint also illustrates that
hybrid inference strictly dominates its naive union bound competitor, which splits the Type | error budget

37
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Figure 5.1: We plot the level! = 0.1 conditional LCB { for dilerent gaps between the winning value Xy
and the runner up value Xr and highlight the distance betweenband Xy, in red. The LCB {i is chosen
exactly so that the tail probability P (N (fi, 1) > X r), shaded in blue, is ¥' =10 times the tail probability
P(N(f, 1) > X w), shaded in red (the overlap appears purple). AsXy and Xr get closer, we need to take
@ further back for this condition to be satisbed.

between the conditional and simultaneous approaches and then takes the better of the two. Unfortunately,
our viewpoint also suggests that, while it results in a strict improvement, hybrid inference cannot do too
much better than this naive alternative.

This chapter focuses on the independent data setting. The problems we discuss in Chapter however,
illustrate how one can perform inference on winners when the data comes from a multi-parameter exponential
family or multivariate Gaussian with known covariance. This encompasses many correlated data settings.

5.1 Conditional inference

In this sub-section we discussFithian et al. [20170s conditional approach for performing inference on
winners. This conditional approach turns out to be highly related to the testing procedure that we derived
in Example . To be concrete, we will imagine performing inference at level =0.1.

Corollary 1 (Testing the winner). Suppose thatp; are n independent and selectively dominant p-values for
the nulls Hg i, and let W be the index of the smallest p-value (with ties broken randomly). Rejecting o w
whenpy ) !p 2 controls Type | error at level ! conditionally on W, and therefore also marginally.

Unlike SidakOs simultaneous approach, which rejects the winning null when the smallest p-value is small in
absolute terms, the conditional approach rejects the winning null when the smallest p-value is small relative
to the second smallest p-value. This procedure is strange, but fairly easy to interpret: we reject the winning
null when the most extreme observation is ! =10 times more extreme under its null than the second most
extreme observation is under its null. This can be quite a stringent requirement!

Once written in terms of p-values, its easy to mathematically see the merits and pitfalls of the conditional
approach. If all the p-values except the smallest provide essentially no evidence against the null, thesy) 9 1
and we reject whenp;y <! , the same p-value cuto! as a one-dimensional problem. On the other hand, if
even just one other p-value provides a similar amount of evidence against the null as the smallest p-value,
then then p) 9 puy and we will never reject becausgyy <!p 1) 9 'p ).

The p-value viewpoint also makes it clear that the conditional approach can only outperform the simul-
taneous approach when some null p-values are conservative (i.e., they have super-uniform distributions). We
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give a heuristic argument here, and a more formal statement in Appendix . Suppose one of our p-values
p: is a very strong signal (so it is very small with high probability) but the remaining p-values p, ..., p, are
null p-values that are uniform (i.e., they are not conservative). Our conditional procedure will reject when
our smallest p-value, likely p1, is less than! times the smallest ofp,,...,py. The minimum of thesen! 1
uniform p-values is In on average. Hence, roughly speaking, the conditional approach also rejects when
P is less than!/n , which is essentially the same as SidakOs simultaneous approach for moderately sized
or small ! .

5.1.1 Conbdence regions for the winner

In parametric settings, we can invert Corollary Os test to get selective conbdence regions for the winning
parameter. Consider observing independent data; ( Pg from an MLR family Pg parametrized by, " R.
Let pf‘J (which is a function of solely X;) be the UMP p-value for testing the null Hg‘f; “,i ) ,o. Details
regarding these p-values can be found in Appendiy: . We can dePne the winnetW = argmin; g, pf“’
to be the index of the smallest and therefore most promising p-value. This winning index will be the same
irrespective of, o . By inverting Corollary Os test, we get an LCB

{,oipf'f)/pfg) > | } (51)

for the winning parameter , that holds conditionally on W with probability exactly 1 ! !:
PGw "{ ,o:pf‘f)/p‘(gg) >LHW)=11 1.

The fact that the conbdence region { ) is actually an LCB is a consequence of the selective p-vaqug‘f) Ip g)
being monotone non-decreasing in null parametery. Appendix provides general conditions (which
will hold for essentially every selective problem) under which selective p-values Iikpff) Ip fg) are monotone in
the null parameter. We show these conditions apply here, and also argue that ( ) has exact 1! ! coverage
in Appendix . We also show in Appendix  how to invert Corollary Os test to get a conbdence interval
(Cl) instead of LCB, and that both our Cl and LCB match Fithian et al. [20170s approach in the Gaussian
case.

Writing the conditional LCB terms of p-values helps us better understand its behavior. In particular,
recalling our motivating Gaussian example ( ), we learn that Figure =~ Os LCB stretches back exactly to
the @ under which it is 1/! = 10 times less likely to see something as extreme as the winner than something
as extreme as the runner-up. Noting this fact, Figure illustrates why the LCB ( ) divergesto!" as
the winner and runner-up get closer. If the winner and runner-up are very close, we need the LCR tb be
very far back for the winner to be ten times more extreme than the runner-up. Thanks to the decay of the
Gaussian tail, however, we can always bnd such a mean if we go far back enough.

For non-Gaussian data, the amount the conditional LCB ( ) stretches back depends on the right tail
decay of Pg. The faster the tail decays as, decreases, the larger the brsp for which the winner is /! = 10
times as extreme as the runner-up. Seeing as the Gaussian distribution, which has a rapidly decaying tail,
still results in exploding lower bounds, we should expect that the distance from the winning observation to

1if we use the same auxiliary randomness to compute pé 0 for every "o, then one index will result in the smallest p-value for
every "o and W. The way we construct our UMP p-values in Appendix ensures that this is the case.
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Distribution of LCBs from different subsamples
le—4

Lower confidence bound
N

Condi‘tional Simulténeous

Figure 5.2: Over B = 1000 dilerent sub-samples ofn = 2 failure tin]es from t’he dataset Molotaliev [2024,
the distribution of the conditional and simultaneous LCB for the OwinningO parameter. The conditional
LCB is always vacuous.

the lower bound can often be quite large in many settings.

As an example, consider observing independent exponential random variables; ( Exp() ;). Crucially,
the parameter space) " (0,' ) is bounded below. The exponential distribution has an MLR in T(x) = 1/x,
so the UMP test for H(')’? 2)i) )ousesa p-valuep; ° that rejects when X; is small. It turns out that

IMPaPe = XwX e
so the conditional LCB for the winning parameter ) v,
Doipgpg !} (5.2)

is vacuous wheneveX ;) /X ;) > ! , i.e., with positive probability the conbdence region ( ) spans the whole
parameter space (Q' ). A careful derivation of this test and result can be found in Appendix

The failure of the exponential conditional LCB () manifests in real data examples. On a dataset of
car engine failure times Molotaliev, 2024, we bnd that the conditional LCB ( ) is always vacuous. The
dataset has the failure times of one-hundred car engines, which we model as independent exponential random
variables. Over many sub-samples of jush = 2 failure times, the LCB (), which does inference on the
worse of the two engines, always gives a vacuous lower bound of zero. In contrast, the simultaneous approach
always gives a non-vacuous lower bound. Figure depicts the results. The result is concerning. Despite
conditional LCB having exact 1! ! = 0.9 coverage, our empirical coverage is one (the vacuous LCB must
always cover the parameter). This suggests that the exponential distribution is likely not an appropriate
model for this dataset (the failure times are not spread out enough), even though it is often a natural choice
for modeling failure times.
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5.1.2 More discoveries via the closure principle

Once written in terms of p-values, it is natural to treat Corollary Os test as a test of the global null and
try to close it (as in Marcus et al. [197§). Closing a global null test precludes us from making conbdence
regions, but it allows us to make more individual discoveries. Closed global null testing procedures are often
computationally intractable to implement, so it is interesting that Corollary ~ Os global null test admits a
tractable closure.

Corollary 2 (Closed testing for winners) Suppose thatp; are n independent and selectively dominant p-
values for the nullsHg ;. Let Hy ;) denote the null corresponding to thg th smallest p-value (with ties broken
randomly) and debnep,+1) = 1. Rejecting the null hypothesedHq () for which p;y) !p 4+ forall j) k
controls the family-wise error rate at level! .

As is often the case for closed procedures, Corollary procedure is best understood sequentially. We
reject Ho 1y whenpq) ) !p 2. Then, if we rejectedHgq (1), we rejectHg ;) whenpy ) !p (3, So on and so
forth until we fail to reject.

5.2 Conditioning can gain power

In this section we will study the power of the conditional inference on winners procedure from Corollary .
To do so, we will consider a sequence of problems with increasing dimension. Particularly, we imagine
observing isotropic Gaussian dataX (" (- N (u{™,1,) centered at a mean vectoru(™). Debning the individual
nulls Héf‘i) - u{" our goal is to test the global null 87", Héf;) :u™ ) 0 that all the means are less than or
equal to zero. Because we now have a sequence of problems, we also have a sequence of winners and runner-
ups. We will let W (n) and R(n) denote the indices of the largest and second largest of tth(”), 1) j) n
respectively. To apply Corollary , we consider the p-valuespi(n) =1 #(Xi(n)) which are valid selectively
dominant p-values for the nulls Héf}) be Example .

It will be helpful to recall that if Z; are independent standard Gaussian random variables, then

b
m%llxzi = 2logn+ 0p(1),
1=

#
Meaning roughly that we can treat max(_, Z; as non-random and equal to 2logn whenn is large. We will
be somewhat informal in our discussion, but rigorous proofs of all the results can be found in the appendix.

5.2.1 Power of the conditional approach

First, we characterize a regime where Corollary Os procedure is powerful. To do so, we focus our attention
on a generalization of the needle-in-the-haystack problem.
In the typical needle-in-the-haystack problem, we imagine testing the null that all the means are exactly

equal to zero, and consider alternatives where one mean is positive and the remaining means are zero, e.g.,

u™ > 0 and uj(”) =

Bonferonni), which rejects when

0 for j > 1. It is well known that for such alternatives, SidakOs procedure (and also

1 #XM)) ta=11 @ ™ 9un foranyl) j) n,
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has limiting power equal to one Wheneveru(ln) : #W. It is quite intuitive that the test is powerful in
this regime. Under the null, the maximum observation we see should be around 2logn. If u(ln) : # 2logn.,
then XE”) will be noticeably larger than than this threshold, and we can be sure the data did not come from
the null. On the other hand, if “(1n) 1  2logn, then no observation will be larger than#m. SidakOs
procedure will be unable to distinguish between the alternative and null, and it will be powerless in the limit.

In our generalized needle-in-the-haystack problem, we imagine testing the composite global nu’rl(()“)
that all the means are at most zero, and consider alternatives where one mean is positive and the remaining
means are non-positivee.g.,u(ln) > 0 and uj(”) ) Oforj ) 1. Our result tells that whenever the gap between
the winner X\(/\?zn) and runner-up Xé”()n) diverges to inbnity in probability (i.e., X\(A;'zn) ! X,(?"()n) & ),
Corollary Os procedure, which rejects when

11 #(X )

) 3
11 #(xg“(L))) | &2

has the maximal possible limiting power. To be concretex\(,\r,‘zn) ! Xé”()n) &' means for allB " R that

lim int px{M 1 x

win) R(n)>B):1.

To provide some clarity on this condition, we give some sequences of mean vectcpr%‘) for which it holds.
For example, X M xM &' under the sequence of alternatives

W (n) * R(n)
Yo
() _ 3logn ifj =1,
W=y .
0 if j> 1

#__
For this sequence X i”) 9 3logn will be the clear winner and will have an increasing gap to the runner-up,
which is the maximum max;> 1 XJ-(”) 9 2logn. Identical reasoning tells us thatX\(,\r;zn) ! Xé"()n) &' under
the sequence )

*

" =

ifj =1,
11 3logn ifj> 1

Interestingly, for this later sequence, SidakOs test (which is also valid for the composite ntlﬂlé”)) has limiting
power zero! This is not the case for Corollary Os procedure, which will have the highest possible limiting
power of 1! ## ' (1! !)! 1)> 0.

How is it possible that Corollary Os procedure can be powerful while SidakOs procedure is powerless?
Intuitively, it is possible for a procedure to be powerful because the observationé(j(“) for j > 1 are so
negative that it is obvious upon observing them that they come from null means. Corollary knows to

(M while SidakOs procedure does not. More

ignore these observations, and simply draw an inference using
generally, when the gap between the winner and runner-up is big, it is clear that the winner was the largest
not because of selection bias, but because it came from a large mean. In the composite null problem, there
are many more interesting ways for this gap to be big. Unlike SidakOs procedure, Corollar{s procedure is
able to adapt to the compositeness oH ((,”).

Ideally, we would characterize whenx\mn) I X g‘()n) &' interms of some conditions on the mean vector
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u(M . This is di"cult, however, as there are many dilerent sequences of needle-in-the-haystack mean vectors

that elicit this behavior. For example, we later justify that X\(,\',‘gn) ! Xé”()n) &' for the sequence

loglogn ifj =1,
#___ . #_
loglogn! 2 Togn if1<j)$ n% (5.4)
H_
I'n if$ n%+-1) j) n.

u™ =

00O &0~

If we wanted, we could keep coming up with dilerent sequencesi(™ that satisfy this condition, and it is not
clear how to characterize all such sequences cleanly. Given a sequené® , however, it is typically easy to
argue Whetherx\(/\?zn) ! X,(?"()n) &' ornot.

Theorem below is a summary of our discussion, and it gives a formal statement of our result.

Theorem 7. Consider dataX ™ ( N (u™, 1) and the global nullH{™ = 8", Hc(,ﬂ) with Ho; - ™) 0. If
u(M " R" is a sequence of alternatives such that

1. u{" is positive,

2. uj(”) is non-positive for j > 1,
3. X\(A?zn)! Xé{”()n)&n , whereW (n) and R(n) (resp.) are indices of the largest and second largest (resp.)
XM for1) i) n,

then Corollary Os test foH (()") attains the maximal possible limiting power. That is,

Iinm*(inf inf P(. cond rejects ) ! P(., rejects) 2 0

n

where H,, is the set of all tests that maintain level! Type | error control under Hé”), and . &M s the test
that rejects when( ) holds.

In wrapping up this part of the discussion, we emphasize that the regime we have studied is a regime
where we should expect methods to be powerful. There is only one possible signal, and the assumption
X\(/\r;zn) ! Xé”()n)&n essentially ensures that this signal is well-separated and easy to identify. It is believable
that a procedure should be able to adapt to the data generating distribution and reduce the problem
to classical one-dimensional Gaussian mean testing. If anything, it is less surprising that Corollary Os
procedure is powerful, but rather more concerning that SidakOs simultaneous inference procedure can be
powerless. Even more surprising and concerning is what we discuss next. Locally simultaneous inference, a
simultaneous inference procedure designed specibcally to be adaptive to the compositenessi é)rf), can also
be powerless in this easy regime.

5.2.2 Comparison to locally simultaneous inference

In this sub-section we discuss applying locally simultaneous inference (LSI) to the previous sub-sectionOs
problem. LSI is an adaptive simultaneous inference technique that is strictly more powerful than vanilla
simultaneous inference. In full generality, LSI can be applied to a wide variety of multi-dimensional inferential
problems. We only give a high-level overview of the method, and discuss only how it can be used to perform
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o Power comparison between conditional and LSI
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Figure 5.3: Power of Corollary Os procedure versus that of locally simultaneous inferende€0.1," = !/ 10)

for the sequenge of needle-in-the-haystack alternatives"™) " R" given by ™ = " 08logn”, u" =

0.8logn" ! 2 Tognfori=2,....%n" %and u™ = I nfori = $"%*1,...,n, with #=0.9. Plot shows
that LS| becomes powerless as & ' , while the conditional method has power approaching one. Shaded
region denotes one standard error bands.

inference on winners in the isotropic Gaussian data setting. A full treatment of LSl can be found in the
original article [Zrnic and Fithian, 2024.

It is worth mentioning that our Gaussian inference on winners is the motivating problem for LSI. One
express goal of LSl is to retain the benebts of CorollaryOs conditional procedure while avoiding the exploding
interval problem discussed in Chapter . In an attempt to achieve this, LSI avoids conditioning and instead
leverages solely marginal simultaneous inference techniques.

At a high level, the goal of LSl is to avoid performing simultaneous inference on alh means. Instead,
LSI uses the data to determine a data-adaptive subset of means that would have been likely to produce
a winner , and applies a simultaneous inference correction as if we only ever considered doing inference
on these means. Despite this simultaneous correction being data-dependent, LSI still manages to return a
provably valid inference.

Getting more into the weeds, we explicitly state when LSI rejects the global nuIIHén). LSI splits the !
Type | error budget into two parts, 0 <" (M <1 and /M =11 " The " (M part of the budget is used
to determine which observations could have potentially been the winner. Debne

N = [{j X[ 2 XG0t 42 g M (5.5)
to be the random number of observations that are within 4,, ¢, , of the winner. The remaining / (") of
the budget is used to perform simultaneous inference, but the simultaneous correction pretends that only
these N observations were ever present. Explicitly, LSI rejectsH é”) when

10 #(X{ ) ) max{/ (M, 1e}, 1V =11 @ /M) (5.6)

2Technically, it bnds a subset that, with high probability, contains a subset of means that would have been likely to produce
the winner
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Note that, because of the maximum in (), LSI will never do worse than SidakOs procedure. The fact that
rejecting according to the condition () is a Type | error controlling procedure is a consequence of Theorem
3 in Zrnic and Fithian [2024.

Intuitively, LS| should perform well whenever Corollary Os conditional procedure does. When the gap
between the winner and another observation is su'ciently large, LSI realizes that this other observation had
minimal chance of winning, and simply ignores it (i.e., it recognizes that the winner is large because it came
from a larger mean and not because of selection bias). If the gap between the winner and every observation
is large enough, then we will haveN = 1 and LSI totally avoids doing any simultaneous correction (i.e., LSI
reduces to a one-dimensional Gaussian mean testing problem). In this case, LSI should be as powerful as is
possible. But what is a large enough gap for LSI?

Theorem gives a surprising result. LSI can be powerless in needle-in-the-haystack settings even when
Corollary Os conditional test attains maximal power. The proof sketch below gives an idea of why.

Theorem 8. Consider dataX ™ ( N (u{™,1) and the global nullH{" = 81, Héﬂ) with Ho,; 1 u{™ ) 0.
For every * " [!, 1], there exists a sequence of alternativgs(™ " R" satisfying the assumptions of Theorem
such that, for all Type | error budgeting sequence® <" (M <1, LSIOs test has zero limiting power despite
the maximal limiting power being*. That is,

limsupP(. 55!

n*(

rejects ) =0.
where . 5" is the test that rejects when( ) holds, despite the fact that

liminf sup P(.n rejects) = *,
MO (a$H

whereH,, is the set of all tests that maintain level! Type | error control under the global null H((,”).

Proof sketch. We show the case wheré = 1. Consider the sequence of alternatives given by { ). The test
that rejects when 1! #(Xi”)) ) ! isin H, and obviously has limiting power one. Based on how we have
set our means, we will have

x{" 9 loglogn
! 4 !

(n) | *#i_ |
max_ X"’ 9 loglogn! 2 logn+ 2log n=loglogn! logn
2,10, n0

M
min _ X" 9 loglogn! 3 logn
2,10, n0

[
‘max X9 2logn! n
no+l, i, n
Therefore we see thatX i”) will be a clear winner and also have a gap to the runner-up which diverges

. . #_ . - N .
to ' in probability. Further, there are  n observations within 4z, NOIPREE 2logn of the winner, so

#_ . . . : . H_

N 9 n (whereN is from ( )). Becausep(ln) is growing very slowly, the simultaneous correction over n

observations will be too harsh and LSI will be powerless. O
In Figure , we provide simulation results that verify Theorem Os conclusion. More specibcally, we

consider a particular sequence of needle-in-the-haystack alternatives (similar to the one in the proof sketch),
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and show empirically that LSI is powerless asn & ', whereas Corollary Os test has a limiting power of
one.
BrieRy, we mention that because LS| is at least as powerful as SidakOs procedure, it is easy to come up
with non needle-in-the-haystack alternatives where LS| attains maximal power but Corollary Os procedure
is powerless. For example, takingii(”) =
that LSI is designed to be powerful for needle-in-the-haystack alternatives, but it sometimes fails to be.
Theorem suggests that LSI sulers from a curse of dimensionality that the conditional procedure avoids.

We discuss why this may be the case in the next sub-section.

1foralll1) i) n would su"ce. It remains concerning, however,

5.2.3 The (seeming) necessity of conditioning

Finally, we provide some brief discussion on why conditioning may be the crucial tool that allowed us
to gain power in this needle-in-the-haystack setting. Initially, this may seem surprising and counterintu-
itive. General wisdom dictates that conditionally valid methods should be less powerful than their marginal
counterparts. This is because requiring conditional validity imposes an additional constraint on the Type
| error control (conditional validity implies marginal validity, but not vice-versa). Hence, we may expect
reasonable conditional tests to be less powerful than reasonable marginal tests, which are derived without
this additional constraint in place. In actuality, conditioning (often times on nuisance statistics) allows us
to electively reduce the dimension of the problem. We will see how, in our Gaussian inference on winners
problem, conditioning enables us to avoid a curse of dimensionality that standard marginally valid proce-
dures suler from. Prior to proceeding, we mention that many of these ideas are similar to those discussed
in Fithian et al. [2017.

For simplicity, we will now return to having a bxed dimension n, so X ( N (W, I,) is a random vector
in R", and W and R (respectively) are the random indices of the largest and second largest entries of
(respectively).

Essentially, all the procedures we have discussed up to this point amount to doing inference on the random
estimand pw , i.e., the mean of the winning observation. A standard way to do inference on an estimand is
to come up with an estimator for it, and then study the deviations of the estimator. In our case, we use the
estimator X\ and we study the deviationsXy ! Hw .

In conditional inference, we opt to study the deviations X\, ! pw conditional on W. Once we have
conditioned on W, our estimand py goes from being random to bxed. Along with our Pxed estimand, there
n! 1 bxed nuisance parameters. This is now reminiscent of a classical statistics problem (like in Section
4.4 of Lehmann et al. [1986). By conditioning further on nuisance statistics, we can remove the inBuence
of these additional nuisance parameters and truly reduce to a one-dimensional inference problem. To be
concrete, letX; w " R" ! be a vector containing all the entries ofX aside fromXy, . The conditional 1! !
guantile of this deviation,

cond

ot (Hw, X1 w) = Quantile( Xw ! pw [W = w, Xy w = Xi w),

depends onpu only through the value of the winning mean. Therefore, when we invert the conditional 1! !
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high probability region

RE() = {x 1xw ! M) &Y (Mw, X w) for w=argmax xi}
1, i, n

to get an exact 1! ! conbdence region
CRET(X) = {H" R":X " RV} = (i bw 2 Xw ! 6PV (Bw X1 w)},

the resulting conbdence region provides non-trivial inferences only for the one-dimensional megag, (which,
again, is a non-random parameter once we condition oW). This conbdence region is the same as ()
from Chapter

In contrast, if we study the deviations Xy ! pw marginally, then the 1! ! quantile

ani? (W) = Quantile( ! L X w ! pw), (5.7)
depends on the entireu vector. Inverting the 1! | high probability region

RIE (W)= {X:xw! pw) A (Hw, X1 w) for W = argmax x;}
,i,n

to get an exact 1! ! conbdence region
CREW (X) = {p" R":X " R{"7 (W} = {H:pw 2 Xw ! a) (bw, X w)}, (5.8)

is not similar to what we do in a one-dimensional inferential problem. In fact, due to the high probability
region ()Os multi-dimensional dependence op, it is unclear if Pnding the conbdence region { ) is
even computationally feasible. Despite targeting a one-dimensional Oestimandg, , this conbdence region
inadvertently provides non-trivial inferences for the entire mean vector, in part due to the estimand being
random.

Even though the conbdence region { ) may be computationally di"cult to bnd, we can still verify that
the inferences it results in are, at best, as good as those from SidakOs procedure. This is the subject of

Proposition  below.
Proposition 3.  For n-dimensional Gaussian dataX ( N(u,In), the conPdence regionCRY%° (X) is an
exact1l! ! conbdence region fory, i.e.,

P(u" CRI¥9)y=11 1.

Furthermore, if SidakOs procedure cannot alrm that there is a positive mean, i.e., if

10 #(Xw) >! g, W = argmax X;,

1, i, n

then the projection of CR}}*? onto any coordinate axis contains a non-positive value.

The same issue we Pnd with the marginal conbdence regior () is present with LSI. Although LSI
attempts to apply a smaller simultaneous correction than SidakOs approach, the brst step of any reasonable
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LSI procedure involves making simultaneously valid conbdence intervals for each coordinate pf Doing so
appears to necessarily expose LSI to a curse of dimensionality that CorollaryOs procedure avoids.

In summary, it appears that targeting random estimands but performing unconditional inference will
necessarily expose us to a curse of dimensionality. So how can we deliver powerful inferences while also
avoiding the exploding conbdence regions we saw in Chaptef? One idea would be to simply target a non-
random estimand. For example, we could try and targety, instead of pw , where gy 2 Py 2aaa 2,
are the sorted entries ofp. If we observe X only after the entries were randomly shu%ed, these sorted
parameters still identify our data generating distribution. Perhaps it is possible to come up with an estimator
for @y and nuisance statistics that, once conditioned on, get rid of the nuisance parametens ) , ..., Hn).
We leave this as an area for further exploration. Another approach is hybrid inference, which we discuss
next.

5.3 Hybrid inference

Hybrid inference, originally proposed by Andrews et al. [2023, is an inference on winners procedure
that attempts to balance the benepbts of the simultaneous and conditional approaches. It is a very elegant
idea, but it currently only applies to Gaussian data and can be di"cult to parse and implement. Using our
selective dominance framework, we give a simpler exposition of hybrid inference that enables its application
in more general settings, provided that the data is independent. As a bonus, our new procedure is very easy
to understand and implement.

Corollary  presents our hybrid testing procedure. We give the sketch of a proof and defer a detailed
proof to Appendix

Corollary 3  (Hybrid test for the winner) . Suppose thatp; are n independent and selectively dominant
p-values for the nullsHg;, and let W be the index of the smallest p-value (with ties broken randomly). Fix
some" ) ! and debne", =1! (1! ")¥". Rejecting How When

Lo > .8
P ) 7 = Pe * 1! T (5.9)

controls Type | error at level ! .

Proof sketch. Let B be the event that the smallest p-value comes from a null and is at most ,. We know

from SidakOs procedure thaP(B) ) ". Hence, on the complementary eventB¢, which has probability
2 1! ", it su"ces to ensure that we fail to falsely reject Ho\w with probability at least (1 ! ')/ (1! ").
SupposingHy; is true, imagine testing Ho; using p; only when B¢ happens andW = j. This is exactly

like selectingp; to use for inference when it is betweer!', and max=; p;. For this selection, Theorem Os
selective p-value is given by f ! ")/ (maxi=; pi! "n). Thus, we can ensure that we fail to rejectHy; when
B¢ and W = j happen with probability at least (1 ! ')/ (1! ") if we fail to reject whenever
5 6
! "n 11! P P

_— > 1! —— 75 > ———— maxp; + 1! .
maxi=j pi ! "n T = g Taxk "

Our hybrid inference procedure fails to reject in this case. O
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Written in terms of p-values, it is easy to see how the hybrid approach balances the benebts of the
simultaneous and conditional approaches. It will reject both when the smallest p-value is small in absolute
terms or when it small relative to the second smallest p-value. When the other p-values provide essentially
no evidence against the null (i.e.,pz 9 1), hybrid rejects whenpy isatmost (! ! ")/ (1! "), a cuto! that
has no dependence on the problem dimensiom. Thus, hybrid performs at least on par with the conditional
procedure run at level (1! ')/ (1! "). On the other hand, even if some other p-value provides as much
evidence against the null as the smallest, hybrid still rejects whenever the level simultaneous approach
does. This is because whep) ) ", the hybrid cuto! is a mixture of two things that are at least pg;), so
we reject.

The parameter " allows hybrid inference to interpolate between the simultaneous and conditional ap-
proaches. When we set' = 0 then the hybrid cuto! ( ) becomes!p ;) and we recover the conditional
method, and if we set" = ! it becomes! , =1 ! (1! !)¥" and we recover the simultaneous method.

5.3.1 Conbdence regions

In parametric settings, we can get hybrid conbdence regions for the winning parameter by inverting
Corollary Os test. Again suppose we have independent data ( Pg from an MLR family Pg parametrized
by , " R, and let p;g‘0 be the UMP p-value for testing the null H(‘f‘;‘]i :,i) ,o. By inverting Corollary Os test
we get a hybrid LCB for the winning parameter ,  :

7 L 5 R 6 8
" . &0 L &0 L "
0" Ripgy > 11 " Pa * 1! re "o (5.10)
We argue in Appendix that the conbdence region { ) indeed gives a LCB. We also show in Ap-

pendix how to invert Corollary Os test to get a Cl (rather than an LCB), and that both our CI and
LCB match the original construction from Andrews et al. [202]3 in the Gaussian case.

5.3.2 Comparison to the union bound

Another way to balance the benebts of the conditional and simultaneous approaches is to apply a union
bound. Naively, we can reject the winning null whenever the level' simultaneous approach rejects or the
level! I " conditional approach rejects, i.e., whenever

Py ) max{(! ! ")pz,"n}- (5.11)

The union bound harshly switches between the simultaneous and conditional approaches, whereas the hybrid
approach smoothly interpolates between them. This is illustrated in Figure , which compares the LCBs
resulting from the hybrid versus union bound approaches in then = 20 dimensional Gaussian problem.

Written in terms of p-values, we easily see that the hybrid approach dominates the union bound approach,
which is a"rmed by Figure . Both methods reject whenpyy ) "n. When pay >" p, it is quick to verify
that the hybrid cuto! ( ) will be strictly larger than the union bound cuto! ( ), meaning hybrid will
reject whenever the union bound does and more.

3the authors Andrews et al. [2023] only point out that hybrid dominates the level ~ # classical approach, which is weaker than
our statement
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Figure 5.4: For the n = 20 dimensional Gaussian problemX; (N (i, $?) with largest observation X
and second largest observatiorX g, the standardized distance Kw ! [)/$ from X\ to thelevel! =0.1
hybrid, conditional, and simultaneous LCB fi as a function of the standardized gap Xw ! Xr)/$ between
the winner and runner-up. For hybrid we take " = 0.01. The larger of the level! = 0.09 conditional LCB
and level! =0.01 simultaneous LCB are shown in green (i.e., the union bound LCB).

Practically speaking, however, hybrid inference does not result in much improvement over the union
bound, especially as it pertains to making discoveries. This is already somewhat evident in Figure , where
we see that the hybrid LCB, although always larger than the union bound LCB, is still always very close to
it. As the variance $2 gets large, the absolute dilerencepéy, ! funion between the hybrid and union bound
LCBs grows with $, but the relative dilerence (Hnyb ! funion )/$ (in units of standard deviation) remains
the same (see Appendix ). Accordingly, even when the hybrid cuto! () is larger than that of the
union bound (), it is provably not much larger. We detail why in Appendix , Where we also run a
number of simulations comparing the power of the hybrid and union bound approaches. In our simulations,
we are unable to Pnd a setting where the hybrid approach results in a appreciable power gain.

Overall, we suggest viewing hybrid inference as a procedure that squeezes the remaining power out of
the union bound approach. As it is not computationally more expensive and our p-value viewpoint makes
it equally easy to implement, it is always worth using in place of the union bound.

5.3.3 Applying the closure principal

As was true in the conditional case, treating Corollary Os test as a global null test and closing it allows
us to make more discoveries. As we allow to range from 0 to! , this closed procedure interpolates between
Corollary Os closed procedure and the Holm-Sidak procedure, which is the closure of SidakOs global null test.

Corollary 4 (Closed hybrid testing for winners). Suppose thatp; are n independent and selectively dominant
p-values for the nullsHo;. Let Hq () denote the null corresponding to the th smallest p-value (with ties
broken randomly) and debPnep,.1y = 1. Fixing some" ) !, rejecting the null hypothesesH («y for which

5
P o

Pi)) Tr=Piw * 1

"nij+l

for everyj ) k controls FWER error at level ! .
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This closed procedure is also best understood sequentially. We rejegtg 1y when p ) %p(z) +(1!
2)"n. Then, if we rejected Ho, (1), We reject Ho o) Whenppy ) Hepe + (1! 52)"n 1, S0 on and so

forth until we fail to reject.




Chapter 6

Rank veribcation via selective
Inference

In this chapter, we use Chapter Os framework to study a class of rank veribcation problems. First, we
consider some motivating real world examples

Rank veribcation for large language models: LM Arena [Chiang et al., 20244 is a platform that
currently has over thirty-thousand daily users and ranks the performance ofn > 200 large language models
according to user preference data. Figure provides an example of what the leader board may like. Is
Gemini-2.5-Pro-Preview-05-06, the model at the top of this example leader board, actually the best model?
If so, by how much?

Rank veribcation across multiple clinical trials: A big pharmaceutical company is interested in
investing in a drug, and are examiningn = 5 smaller pharmaceutical companies that have developed drugs
targeting a similar condition. These smaller companies have each completed an early stage clinical trial, and
the big company wants to decide which one of these smaller companies to partner with. Is the drug with
the highest observed average treatment elect truly the best of the bunch? If so, how much better is it (i.e.,
how much of a premium should the company be willing to pay)?

Rank veribcation for machine learning benchmarks: Suppose we evaluaten dilerent pretrained
machine models on a benchmark dataset. For example, we may evaluate the bve dilerent pretrained ResNet
models that PyTorch olers on the ImageNet validation dataset [Deng et al, 2009. The results of this
experiment are shown in Table . Is ResNet-152, the model with the best performance on the validation
dataset, actually the best model? If so, by how much (i.e, is it worth the extra latency and compute cost)?

52
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Figure 6.1: A screenshot displaying the top ten entries of the LM Arena leader board. Left-most column
denotes the rank of the model on the leader board, which is determined by the modelOs OArena ScoreO in the
fourth column. The bfth column provides 95% bootstrap conbdence intervals for the population arena score,
but with no multiplicity correction, so these conbdence intervals cannot be used to safely draw inferences
about the population ranking.

Model Top-1 accuracy
ResNet-18 0.673
ResNet-34 0.713
ResNet-50 0.801
ResNet-101 0.810
ResNet-152 0.817

Table 6.1: The top-1 accuracy (i.e., the fraction of examples where the modelOs top prediction matches the
true label) of the bve pretrained ResNet models on then = 50000 sample ImageNet Validation set. The
number denotes the number of layers, so a larger number indicates a larger model. The model with the
highest observed accuracy is bolded.

All of these are examples of rank veribcation problems, and they can be formalized as follows. We observe
a multivariate Gaussian vector X (- N(u, &) and see that W = argmax; ; , X; is the index of the largest
observation. Can we claim thatpw > maxj-=w I, i.e., that the largest observation came from the largest
mean? We elaborate on how each of the above scenarios reduces to solving this problem.

Rank veripcation for large language models: The models on the LM Arena leader board are ranked
by Oarena scoresO. These scores are linear transformations of coe"ciefits R from a Bradley-Terry model
[Bradley and Terry, 1953. Because the model is bt from i.i.d. samples, these coe"cients follow a central
limit theorem when the number of examples is large, i.e.”0UN (", &) for some non-diagonal covariance &.
Letting W be the index of the model with the largest btted coe"cient, we want to know, for what * " R
can we claim"w > minjow "j + * ?

Rank veribcation in multi-arm clinical trials: If there are enough participants in each clinical trial,
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then the vector with each drugOs average observed treatment ele¢t " R" obeys a central limit theo-
rem, i.e., X (UN (Y, &) with diagonal covariance & We want to know, for what * " R can we claim that
Hw > maXj=w M + *?

Rank veribcation for machine learning benchmarks: When the benchmark dataset is large enough,
the vector X " R" with each models classibcation accuracy obeys a central limit theorem, i.eX (UN (Y, &) or
some non-diagonal covariance &. We want to know, for what " R can we claim that pw > maxj=w Hj + *?

This chapter mainly considers a generalization of our motivating problem. DebningS to be the set
containing the indices of the largest 1) K < n entries of X, we aim to draw the inference mings ; !
max;gs Kj >* that the largest K observations came from means that are more thart larger than the other
means. We provide a powerful and computationally tractable error controlling procedure for drawing this
inference, and can can recover a solution to our motivating problems by settindk = 1. Throughout our
discussion, we will assume that the covariance & is known. In our applications, & is not known but can be
estimated from the data.

To start the chapter, we give a high level overview of how we can use ChapterOs framework to derive
our procedure. In the process, we also discuss how our procedure dominates existing simultaneous inference
competitors. Then, we give a formal statement of our procedure and characterize its behavior in some special
settings. With all of our contributions in place, we contextualize our work by providing a broader literature
review on rank veribcation. After the literature review, we provide a series of real data applications. We
conclude by demonstrating how the framework from Chapter can also be applied to rank veribcation
problems in alternative settings, specibcally the exponential family setting explored inHung and Fithian
[20194.

6.1 Overview of approach

Prior to describing how we derive our selective rank veribcation procedure, we start with a simpler and
non-selective problem. Having observed datx ( N (u, &), when can we verify that ; is strictly larger than
the other means? This is a classical statistical inference problem. The inferential question has been bxed
prior to observing the data, and it has not been selected in a data-dependent manner.

Debning the null hypothesesHqj : Wi ) W for i = j, our goal is to reject the union null hypothesis
3j=iHo,j . One reasonable approach (fronBerger [1987) is to reject this null when we reject the individual
nulls Hej for all j = i. Debning

4
vi = Var(Xi! Xj)= & ! 2&; +&;

to be the standard deviation of X; ! X;, Example 3.9.2 fromLehmann et al. [1984 tells us that the UMP
test for Hojj rejects when,
Xi > X+ Vjzy

Therefore, our earlier reasoning implies that it is safe to reject3j=;Ho;; whenever

Xi>Xj+VijZ]_[! forallj =
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In our problem, our goal is not to reject 3j=iHo; for some bxedi " [n], but rather to reject the data-
dependent null hypothesis3;=w Howj , where W is the index of the largest observation. In other words, we
only ever try and reject 3;=;Hoj after observing that W = i. A simple Px is simultaneous inference. We run
our above procedure for every 9 i) n, but to account for the fact that we are now simultaneously testing
n hypotheses, we run it at level!/n rather than level ! . (i.e., we apply a Bonferroni correction). Then, after
observing that W = i, it is safe for use to reject3;=w How; S0 long as we happened to rejecB;-Hojj
at the reduced levell/n . In practice, this approach amounts to observing thatW = i and then running
our original test for 3;=jHg; atlevel I/n instead of level! . It enables us to claim that pw > maxj=w Y;
whenever

Xw > X+ Vvwjzy yn forallj=W. (6.1)

Note that in (), becausezy, y, = O(# logn) grows with the dimension n, this simultaneous procedure
requires the winning observationX,y to have a larger and larger gap to the remaining observations as the
dimension of the problem grows.

In our selective approach, we recognize that our above UMP test foHq; rejects exactly when the
selectively dominant p-valuep; =1! #(( X;! Xj)/vj)is at most! . Correspondingly, our earlier procedure
for rejecting 3;=iHoj rejects exactly when max=;p; ) !. When try to reject 3;=w How; Via our selective
approach, we imagine only selecting the p-valueg; for j = i to use for inference whenW = i. We show
that the selection eventW = i corresponds to selectingy; to use for inference when it lives in some interval
[Aj ,Bj ], where A and B;; are random quantities that are independent ofp; . To account for selection, we
reject not when all of the p; for j = i are at most! , but rather when all of the corrected selective p-values
(pj ! A ) (Bj ! Aj)are atmost! .

The selective procedure above controls the probability of false rejection conditional olV, but A;; and Bj
have complicated forms, and it is incredibly di"cult to parse. Crucially, by doing some additional analysis,

we can show that, whenW = i, each of the selective p-valuesgf; ! A )/ (Bj ! Aj) for j = i satisfy the
bound A

Pij * Ajj :

Bij ! Aj ) 2Mmaxpy -

This means that our selective approach is at least as powerful as the following procedure: brst we observe
W =i, and then we run our original test for 3j=;Hoj at level !/ 2 rather than at level ! . This is much
better than the above simultaneous approach, which required us to run this test at level/n . In contrast to
the simultaneous approach, the selective approach enables us to claim thaty > maxj-w K whenever

Xw > Xj + VwjZ1 vy 2 for all j =W. (62)

Unlike (), the above rejection region () has zy, y » in place of z;, 4, , and it does not require the
gap from Xy, to the remaining observations to be larger for higher dimensional problems. Note that our
selective procedure will make at least as many discoveries as the simultaneous approach, and strictly more
whenn > 2.

This is the crux of our contribution. A selective approach that is strictly more powerful than the
simultaneous approach because it avoids a curse of dimensionality that the simultaneous approach fails to.
In Appendix , we demonstrate how more sophisticated and general simultaneous approaches (including
TukeyOs honest signibcant dilerences test) for this problem also fail to avoid this curse of dimensionality.
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As a consequence, these other simultaneous approaches are also strictly dominated by our procedure when
n> 2.

6.2 Main results

In this subsection, we provide our selective rank veribcation procedure along with some theoretical results
that help us better understand its behavior. We imagine observingn-dimensional dataX ( N (p, &) where
& is known. Our only restriction on & is that we require X; and X; to be not perfectly correlated wheni = j.
Considering the null hypothesesH ij'-/° “Wi ! ) *, we derive an error controlling procedure for rejecting the
data dependent union null 3igs; -ssHi‘}/", where S is the set of the largestK observationsO indices. Formally,
a false rejection happens when we reje@igss; -$sHi}’A’ and p; is not more than * larger than p; foralli" S
andj -"S. Tying back to our motivation, we can safely draw the inference mings i ! max;gs 1j >* when

we reject 3iss ssH I;’/"

Prior to stating our simplibed results, we introduce some notation. First, for a pairi = j, we debne
X! X;! =
D= = v L Vi =var( X! X)) =& ! 2&; +&j; .
ij

Considering another pair of indicesk = & we useQjx to denote the correlation betweenDj and D .

Using this notation, Theorem states our method. Though it may look complicated, it is easy to
implement on a computer and we will soon see that its behavior is very interpretable. In our statement of
the theorem, we adopt the convention that the maximum of an empty set is!'

Theorem 9 (Gaussian rank veribcation) If we reject 3;gs; '$SH§A’ when

# %
$pD%I 1 po& %
#9DJ! a5t D& ! )
ikl <
max —# Jik S g %) | (6.3)
i$S,] '$S
$p%I 1 po&1 #$p%1i i 1 po&
#EDP J0ax e Dt P #PDPL M e P
ik <O )ik >0

then, conditional on S, the probability of making a false rejection is at mostl .

Our next result, Theorem , helps us make sense of TheorerrOs method. It is easiest to state in terms
of the p-values p;/" =11 # Di‘}/"), which are selectively dominant p-values for the nuIIsHi‘j’A’.

Theorem 10 (Understanding Gaussian rank veribcation) For * 2 0, the procedure from Theorem is
guaranteed to reject3;gs -$SH;J-’/° whenever

70y |
i$n31,%s pi ) M2 (6.4)

Remark 1. The proof of Theorem  also informs us that for * < 0, the procedure from Theorem is
guaranteed to reject3;gs -$5Hij-%’ whenevermaxiss; 'ss pfj’ ) V2

Essentially, Theorem tells us that, for * 2 0, Theorem Os test will rejecBigs; -$SH§A’ whenever all the
two-sided dilerence-of-means tests comparing pairs of observations inside and outside of the tdf reject,
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Algorithm 3 Top-1 rank veribcation via simultaneous inference
Input: data X " R", covariance matrix & " R"" ", signibcance level

procedure simultaneous _LCB( X, &, !)

o4
W 4 index of largest observation inX
for j = W do ) !
94 min(Xy ! Xi ' Vwj Zu i ,0) ( Vwj = &ww ! 2&wj + &
return: ©

and possibly also in other situations as well. We already discussed why, in the case §f =1 and * = 0, this
is a strict improvement over the simultaneous inference approach discussed in Secticn . Appendix
explains why this is a strict improvement over other simultaneous inference approaches for 2 0 and all
values ofK as well.

Theorem  also clariPes a sense in which the error control in TheorerrOs is tight. Fixing any covariance
&, if we consider the mean vector' = H; = ...Hk11 > UKk = Hk+1 > Mg+ = aa& pp = I'
then 3igs; -$SH"O is always true and any rejection of3igs; -$5Hi? is false. In this setting, all of the two-
sided di'erence-of-means tests in Theorem reject with probability one, aside from the one comparing the
observations X and Xk +1 . This test will falsely reject with probability exactly ! (after all, this is the
setting of a vanilla two-sided test), and Theorem Os procedure will therefore falsely reject with probability
exactly | . Theorem Os test both (1) rejects whenever Theorem Os condition holds and (2) still maintains
error control, so it must falsely reject 3 '$3Hi? with probability exactly ! as well.

We mention that the time complexity of running Theorem Os test iO(K2(n! K)?2), which can be
O(n%) in the worst case (e.g. ifK = n/2). This will still not be prohibitive for many problems, but if it is,
Theorem tells us that we can safely reject3;gs -$5Hi§%’ whenever the condition () holds, which only
takes O(K (n! K)) time to check (i.e., O(n?) in the worst case). Because Theorem Os test can reject even
when this condition does not hold, however, doing so can potentially result in a loss of power (aside from in
some special cases that we point out in Section ). We mention that when K = 1, like in our original
motivating problem, Theorem Os test only take®©(n?) time to run and Theorem  Os condition only takes
O(n) time to check.

6.2.1 Getting lower conbdence bounds

By inverting tests 3igs; ~$SHi‘j’A’, i.e., Pnding the the smallest* for which the test fails to reject, we can
get a strict LCB for the dilerence mings [ ! max;gs 1 between the smallest mean whose observation is
in S and the largest mean whose observation is not ir8. For the case that K = 1, we can easily generalize
the simultaneous inference test we described in Section to apply for any * " R and then invert it. This
results in the LCB given by Algorithm . We will refer to Algorithm ~ Os LCB as the simultaneous LCB.

As an alternative, we can also get an LCB that is valid conditionally on S by inverting Theorem Os test.
We argue carefully that inverting Theorem Os test results in a LCB in Appendix . In practice, this
LCB must be found via a binary search, as is described in Algorithm . We will refer to Algorithm Os LCB
as the conditional LCB.

Theorem implies an important fact about the simultaneous and conditional LCBs: whenever the

conditional LCB is non-positive, it is guaranteed to be larger than the simultaneous LCB. This means that
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Algorithm 4 Top-K rank veribcation via conditional inference
Input: data X " R", covariance matrix & " R"" ", number of winnersK, signibcance level
procedure conditional _LCB( X, &, K, !)

S 4 indices of largestK observations in X
94 via binary search, Pnd® such that

# %
$p%i 1 poO& %
#9 D! k$r2y%s:)”yk! Dys ! #(Dj®)
max —# Jin Sy 4 % = |
i$S,'$S
$p%i 1 po& 1 #$p%i i 1 poé&
#8DP1 max ;-DR&! #SDPI min ;i-Df,
Yik <O Yig >0
!

( Vij*: & ! Z&ij +&jj
( Dij =(Xi! Xj! 1)/Vij
Dl U bty
( Ojps = —— <" =t

return: ©

whenever the conditional LCB enables us to make a discovery, i.e., it allows us to say with conbdence that
the K largest observations come from means that are strictly larger than the rest, it is guaranteed to certify a
bigger gap between the means of th& largest observations and the remaining means than the simultaneous
LCB. This is not the case, however, when the conditional LCB returns a negative value (i.e., no discovery is
made). In this case the conditional LCB can be much lower than the simultaneous LCB. In fact, if the top
K and bottom n! K observations get too close, the conditional LCB can diverge td' , like we saw for
the inference on winners problem in Chapter . We will observe this happen later when we discuss our real
data applications.

This leaves users with a trade-o!. If they want to ensure that their LCB will never be too negative,
they should use the simultaneous approach. If they want to maximize their chance of making a discovery,
however, and also be able to make the best possible claim about the strength of said discovery once it has
been made, they should use the conditional approach. We suspect that most users care signibcantly more
about the latter, especially since the exploding inferences of the conditional approach are relatively rare (we
will see this later). One can always try and get the best of both worlds by taking a hybrid or union bound
approach as in Section . Doing so will prevent the exploding intervals, but also lessen the userOs ability
to make discoveries. We suspect that users are more interested in making discoveries than anything else.

We re-iterate that, despite the fact that the conditional LCB can diverge to I' , itis provably guaranteed
to make more discoveries in each individual problem instancgnot just on average). This is more than
enough to justify its use. It is also in stark contrast the to the inference on winners problem we discussed

in Chapter , where conditional inference (Corollary ) had no such advantage over simultaneous inference
and still sulered from the exploding inference problem.

Finally, we mention that Theorem  and Remark in tandem imply the validity of a much simpler way
to make an LCB for min;gs Wi ! max;gs | that is conditionally valid on S: forall i " Sandj -"S, compute
the lower boundsX; ! X; ! vj z3, y » of the standard two-sided dilerence-of-means conbdence intervals for
Wi !y, and take the lowest one. If it is non-negative, return it as the LCB, otherwise return!'

We describe this simpler procedure, which mimics the one suggested iHung and Fithian [2019H, in
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Algorithm 5 More simple top-K rank veribcation via conditional inference
Input: data X " R", covariance matrix & " R"" ", number of winnersK, signibcance level

procedure simple _conditional _LCB( X, &, K,!)

04
S 4 indices of largestK observations in X
for i " Sdo

for j -"S do |

04 min(Xi! Xj ! Vij Zy1 y 2,0) ( Vij = . & ! 2&ij +&jj

if ©2 0 then

return: ©
else

return: !

Algorithm . This LCB will always be less than or equal the one that results from inverting Theorem Os test
(i.e., it is worse), but it is faster to compute and easier to understand. Like was the case for Algorithm Os
LCB, whenever Algorithm Os LCB is non-negative it will be larger than Algorithm Os LCB.

6.2.2 Some special cases

BrieBy we discuss some special cases where we can even more precisely characterize the behavior of
Theorem . Our focus will always will always be for the* = 0 problem, where we are simply trying to verify
that the top K observations came from means that are strictly larger than the rest.

Our brst special case is when & is diagonal, i.e., the observations are independent. The below result tells
us that, in this case, Theorem gives an exact characterization of Theorem Os test.

Corollary 5 (Independence) When & is diagonal, the procedure from Theorem rejects 3 -$5Hi? exactly
when the condition () from Theorem is satisPed. More specibcally, ifi and J are the indices of the
observations inside and outside of the tofK with the smallest standardized di"erence, so

X!t Xy Xil Xj

= min
Vi3 i$S,'$S Vi

then the procedure from Theorem rejects 3iss; -$3Hi? exactly when
Xy >X g+ Vigzyy 2

Our next result explains that the same is true for equicorrelated data. The work ofHung and Fithian
[20191 implies the below result for the case thatk = 1, but we generalize it to any K .

Corollary 6 (Equicorrelation). If & is an equicorrelation matrix, i.e., for some 0" (! 1,1)

)

*

$2 ifi=j

&: =
Votog ifi=|,

then the procedure from Theorem rejects 3iss; -$3Hi? exactly when the condition( ) from Theorem
is satisPed. More specibcally, ifl and J are the entries of theKth and (K + 1)st largest observations
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respectively, then the procedure from Theorem: rejects 3igs; -$5Hi? exactly when
Xy >X3+Vvy2Zyy 2.

We also provide an analogous result for autocorrelated data whei =1 or K = n! 1, provided that
the amount of autocorrelation is not too large.

Corollary 7 (Autocorrelation) . Suppose that& is an autocorrelation matr/ix with small enough autocorrela-

tion. Specibcally, the entries of& are given by&; = $0"' 11, with 0" [ 5, il ForK =1 orK =n! 1,

the procedure from Theorem rejects 3igs; '$5Hi? exactly when the condition( ) from Theorem s sat-

isbed. More specibcally, ifl and J are the indices of the observations inside and outside of the tdg with
the smallest standardized di"erence, so

X1 X, XX
—_— = mn ———,
\/R] i$S,)'$S Vij

then the procedure from Theorem rejects 3;gs; -$5Hi? exactly when
X; >Xg+Vvigzyy o

Finally we characterize how our method behaves if we seK = 1 and apply it to multinomial data.
Particularly, we imagine using a multivariate Gaussian distribution to approximate the joint distribution
of t multinomial trials Y ( Multinomial( t,24,...,2,), i.e., we debne26= Y/t and apply our method to
DCN(2,Bt ! BBYI).

Corollary 8 (Multinomial) . SupposeK = 1 and we apply Theorem Os procedure to datX = @ with
covariance& = @/t ! 2%/t . DePningW and R to be the indices of the largest and second largest observations
in B respectively, Theorem Os procedure will rejecBig S| '$5Hi? exactly when

Xw >X R+ VwrZ1i v 2.

More generally, we learn in the proof of Corollary that when the covariance is & = 8/t | 82" /t, the
maximum vy; for j = W is attained by vwr . It is then straightforward to show that, for this multinomial
problem, Algorithm  will return @w ! Br ! vwrZy y 2 @s an LCB for 2w ! maxj=w 2;. This result along
with Corollary  can be viewed as a recovery of the main application itHung and Fithian [20194.

6.3 Related work

Both Gutmann and Maymin [1987 and Stefansson et al.[1988 study our problem in the case that
K =1, * =0, and the data X; ( N (W, $?) are independent Gaussian samples with common variance. They
show that drawing the inference mings i ! max;¢s 1} > * whenever the two-sided dilerence-of-means test
comparing the largest and second largest observation rejects is an error controlling procedure. Our work
provides a complete generalization of their result in the case of multivariate Gaussian data, allowing for any
K, any covariance structure, and any* " R. Work prior to Gutmann and Maymin [1987 studied related
rank veripcation problems in similar settings Bechhofer, 1954 Bobnger 1983 1985h Desu 197Q Fabian,
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1962 Gupta, 1965 1956 Hsu, 1981k 1984, but used simultaneous inference techniques and failed to avoid
a multiplicity correction as Gutmann and Maymin [1987 did. Follow-up work to Gutmann and Maymin
[1987 includes methods that avoid multiplicity corrections for other rank veribcation problems [Gutmann,
1987, Maymin and Gutmann, 1997, but in similarly restricted settings. Also, Cheng and Panchapakesan
[2009 extend Gutmann and Maymin [19870s result to the case of independent samples from a scale family
with a monotone likelihood ratio (Gutmann and Maymin [1987 themselves handle the case of independent
samples from a location family with a monotone likelihood ratio).

To prove their result Gutmann and Maymin [1987, condition on the index of the winning observation.
This is a similar strategy to that of modern post-selection inference, a beld initiated by the seminal work
Lee et al.[20164. By leveraging modern selective techniquediung and Fithian [20194 generalizeGutmann
and Maymin [19870s procedure to apply for exponential families with Schur concave carrier measures (for
K =1andany *" R). Schur concavity requires the carrier measure to be symmetric, so for the multivariate
Gaussian caseHung and Fithian [20194 only generalize Gutmann and Maymin [19870s procedure from
the independent to the equicorrelated setting (our Corollary and Corollary cover both of these cases).
The main focus of Hung and Fithian [20194 is rank veribcation for multionmial data. If there are enough
samples, then multinomial data can be approximated as correlated multivariate Gaussian data via the central
limit theorem, and our Corollary  recoversHung and Fithian [201940s result.Hung and Fithian [20194
also consider rank veripcation for the Bradley-Terry model, but their method (1) only scales to games with
roughly n = 40 players and (2) requires each player to play the other players the same number of times (both
conditions are violated in our LM Arena example). Work that is concurrent with and independent from ours
considers multivariate Gaussian rank veribcation in the independent and unequal variance cas&ldwasser
et al., 2029. Indeed, once restricted to this case, Theorem Os method matches that o6Goldwasser et al.
[2025. Goldwasser et al.[2025, however, do not show that the resulting method amounts to running all the
two-sided dilerence-of-means tests comparing all the observations inside the to with all the observations
outside of the top K (i.e., they have no analog of our Theorem or Corollary ). As a consequence, they
do not formally characterize the methodOs behavior or power.

6.4 Applications

Having developed and contextualized our method, we provide a series of real data examples that demon-
strate its usefulness.

6.4.1 Ranking large language models from user preference data

Although we do not have access to the full LM Arena data, we can use a smaller dataset that LM Arena
has made publicly available Chiang et al., 20244. This dataset containsm = 33000 i.i.d examples of human
preference data, where users provide two models with the same prompt and then mark which of the two
models performed better. In total, the dataset hasn = 20 models.

Following Chiang et al. [20244, we use this data to bt a weighted Bradley-Terry model Bradley and
Terry, 1957, where each example is inversely weighted by the probability of those two models being shown
to the user. Because these probabilities are not given to us, we estimate them from the data. Table
reports the arena scores, which are found by multiplying each modelOs Bradley-Terry coe"cient by 400 and
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Model name Arena score
gpt-4 1535
claude-vi 1439
claude-instant-vl 1351
gpt-3.5-turbo 1301
guanaco-33b 1160
vicuna-13b 1132
palm-2 1104
wizardim-13b 1093
vicuna-7b 1051
koala-13b 1019
mpt-7b-chat 896
gptdall-13b-snoozy 889
RWKV-4-Raven-14B 873
alpaca-13b 841
oasst-pythia-12b 828
chatglm-6b 790
fastchat-t5-3b 776
stablelm-tuned-alpha-7b | 691
llama-13b 657
dolly-v2-12b 656

Table 6.2: Arena scores of then = 20 models from the publicly available LM Arena dataset [Chiang et al.,
202441.

then adding 1000.

Table shows that gpt-4 is the best performing model orChiang et al. [2024H0s dataset. Can we a"rm
that it is indeed the best performing model in the population (i.e., if we had inbPnite samples)? Because
the number of samples is so large, the central limit theorem implies our estimated coe"cientsb(é N (", &

approximately follow a normal distribution centered around the population coe"cients ". The covariance &

is unknown, but we can estimate it via the bootstrap (we useb = 10000 bootstrap iterates). This enables

to apply both Algorithm  and Algorithm  to get LCBs for the dilerence between gpt-4 and the remaining
modelsO population arena scores. AlgorithrOs simultaneous LCB enables us to say with 95% conbdence
that

ArenaScorgp: 4 > max  ArenaScOrendel ! 21 (6.5)
model =gpt ! 4

That is, we can a"rm that gpt-4Os population arena score is not too much worse than any of the other
models. In contrast, Algorithm Os conditional approach enables us to a"rm with conbdence that gpt-4 is
indeed be the best model in the population. In particular, it allows to say with 95% conbdence that

ArenaScorgp: 4 > " Ql%%(t ! 4ArenaScorenoda +19. (6.6)

Despite having such a large sample size, we still air on the safe side and run some simulations to a"rm
that our conditional LCB does not undercover in this sort of real data setting. In our simulations, we use
our btted Bradley-Terry coe"cients 'O as the population coe"cients. For each simulated trial, we sample
m = 33000 pairs of competing models i(j ) with i <j from our original dataset (with replacement), and
mark that the ith model won with probability f (eﬁ’i’ 9, ), wheref (3 is the sigmoid function. To save time, we
only run B = 1000 simulated trials and only useb = 100 bootstrap iterates in each of these trials. Our 95%
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Lower confidence bounds
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Figure 6.2: For each sub-sample size on the x-axis, the bve ResNet models from Talile are evaluated on
B = 100 dilerent random sub-samples of the sizem = 50000 ImageNet validation set. The plots give the
distribution of the resulting conditional LCBs from Algorithm  and simultaneous LCBs from Algorithm
(left), along with the proportion of times these LCBs are non-negative (right).

conditional LCB has an empirical miscoverage rate of only @M01. Note that this overcoverage should not be
surprising. Even though our conditional procedure is strictly more powerful than simultaneous inference, it
still involves taking the maximum of n = 20 selective p-values, so it can certainly be conservative. This may
especially be the case when many observations are in close competition to be the largest, as is the case in
this example.

6.4.2 Ranking ResNet models

We revisit the problem of determining whether the ResNet model with the best performance on the
validation dataset is actually the best performing model in the population (see Table for a refresher on
the bve dilerent models and their performances). We will denote the validation top-1 accuracy (i.e., the
fraction of validation examples where the modelOs top prediction matches the true label) of the bve models
as@" R°®, with ¢ being the validation accuracy of theith largest model (sod is the validation accuracy
of ResNet-152). Sinceqds a sample mean ofn = 50000 bve-dimensional i.i.d observations, it should follow
roughly a normal distribution by the central limit theorem, i.e., @ (a N(qg,&) where g " R® contains the
unknown population accuracies of the bve models. Having observed thag @ the largest entry of @ we want
to verify whether or not ¢ is the largest entry of g. Although the covariance & of @is unknown, @is a sample
mean, so & is easy to estimate from the data. We point out that, because models often get the same easy
examples correct and same di"cult examples wrong, the covariance & is dense and highly non-trivial. This
dense covariance precludes us from using the methods Gutmann and Maymin [1987, Hung and Fithian
[2019H, and Stefansson et al[1989.

We compare four approaches for verifying thatgs is the largest entry of g:

1. Incorrect approach:  Often times, the validation set performance of models is displayed exactly as
we have shown it in Table , and it is implicitly assumed that the model with the best validation
performance would perform the best in the population. For example, this is the case in the original
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ResNet paper, which contains a table exactly like the one we have presenteti¢ et al., 2014. This
approach is unprincipled, and can result in false claims with high probability!

2. Naive approach: A naive, but statistically valid approach, is to report standard error bars for
each modelOs validation accuracy. These sorts of error bars are what are now typically presented
in contemporary machine learning literature. Using these error bars, one can apply a Bonferonni
correction and get simultaneously valid conPdence intervals for each modelOs population accuracy. For
example, we can say with 95% conbdence that all of the following statements simultaneously hold:

" (0.667,679), " (0.707,0.719), " (0.7960.806) . " (0.8050.815), " (0.812 0.821)

Because the intervals forq, and g5 overlap, however, this approach does not allow us to conbdently
say that ResNet-152 is the best model.

3. Simultaneous approach:  The simultaneous approach is to use the LCB given by Algorithm . Unlike
the previous naive approach (which is technically just a dilerent way of doing simultaneous inference),
this non-naive simultaneous approach does inference on the dilerence between the accuracy of two
models. Because the model predictions are highly correlated (models tend to be correct and incorrect
on the same examples), our estimates of the dilerence in performance between two models tend to
have lower standard errors than the estimates of each modelOs individual performance. Algorithi®s
LCB allows us to state with 95% conbdence that

0 > lm_ax4q +0.0044
» b

i.e., we can a"rm that ResNet-152 is the best model in the population.

4. Selective approach: By inverting Theorem Os test, we can state with 95% conbdence that
Os > lm_ax4q +0.0053
v

The selective approach both (1) a"rms that ResNet-152 is the best model in the population, and (2)
a"rms a bigger gap in population performance between ResNet-152 and the remaining models than the
simultaneous approach. We re-a"rm that, according to our theory, whenever the selective approach is
able to a"rm a positive gap, it will a'rm a bigger gap than the simultaneous approach.

In this problem, we were lucky to have a large enough validation set that both the simultaneous and
conditional LCBs were able to verify ResNet-152 as the best model. We are not always fortunate enough,
however, to have benchmark datasets withm = 50000 examples, and it is worth studying how these two
methods compare when the validation set size is smaller.

Figure displays what happens when we run both Algorithm and Algorithm  after randomly
subsetting the ImageNet validation set to dilerent sizes. The left panel shows that the conditional method
tends to deliver larger LCBs than the simultaneous approach, and the right plot demonstrates what we
already provably knew: the conditional method makes strictly more discoveries than the simultaneous one.
We do notice in the left panel that the conditional method does sometimes (very rarely) give very low LCBs,
particularly when the size of the validation set is small (in low sample settings, the winner is more likely to
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be less distinguishable from the other observations). We see, however, that it is quite rare to observe one
of these exploding conditional LCBs, and they are more than made up for by the fact that the conditional
method makes strictly more discoveries.

Despite the sample size being so large, we air on the safe side and run some simulations to a"rm that
our conditional LCB does not undercover in this sort of real data setting. So that our simulated setting
mimics our real data example, we treatgpas the population accuracy of each Opretrained modelO in our
simulations. To get simulated examples that respect the correlation structure of our real data examples, we
use the following three step procedure to generate each new pve-dimensional validation sample.

1. GenerateY ( N(0,%), where $ is our estimate & of the covariance of) but standardized to be a
correlation matrix.

2. Transform Y into bPve uniformly disturbed random variables via the transformation U; = #( ;).
3. For this sample, mark the ith Opretrained modelO as correct whebJ; ) @ and incorrect otherwise.
Over B = 10000 simulated trials, where in each simulated trial we generatem = 50000 new validation

examples, our 95% conditional LCB has an empirical miscoverage rate of 8.

6.4.3 Ranking clutch basketball players

Player Clutch peld goal % | Clutch beld goal attempts
Michael Jordan 0.462 676

Kobe Bryant 0.444 2871

LeBron James 0.523 3525

Stephen Curry 0.558 1685

Kevin Durant 0.504 2224

Kawhi Leonard 0.510 921

Table 6.3: According to inpredictable.com  [Beuoy, 2025, the observed clutch beld goal percentage and
number of clutch Peld goals taken for LeBron James, Kobe Bryant, Michael Jordan, Stephen Curry, Kevin
Durant, and Kawhi Leonard. Player with the highest clutch beld goal percentage is bolded.

In basketball, a classic question is determining which player in a group is the most clutch, i.e., when it
matters, who is most likely to score a basket?

Whether or not a shot should be classibed as OclutchO is up to interpretation, and many debnitions
exist. We will leave this classibcation up to the popular sports analytics siteinpredictable.com , which
broadly describes clutch shots as Oshots taken that have an elevated impact on win probability@€uoy,
2025. Whether or not a shot bts into this category is determined internally by the site, and then Pbnal
clutch beld goal percentages and number of clutch shots taken are reported for each player. We provide
these numbers for six well-known players in Table . We mention that Michael JordanOs numbers are taken
only from 1996 onward because this is the year that the National Basketball Association started recording
play-by-play data. Hence, any claims we make about Michael Jordan only apply to the Michael Jordan that
played from 1996-2003, and are not representative of his whole career.
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In our analysis, we make the simplifying assumption that the outcomes of all the clutch shots for the all
the players are independent. This assumption may be violated if some clutch shots were taken in the same
game, whether by the same or dilerent players. We expect the extent to which this assumption is violated,
however, to be small.

More specibcally, since LeBron JamesO has takengon, = 3525 clutch shots, we assume that the number
of clutch shots LeBron has made will follow a Bin(3525q egron ) distribution, where LeBronOs population
clutch peld goal percentagey egron iS Unknown. Because the number of clutch shots each player has taken
is dilerent, Hung and Fithian [2019H0s rank veribcation procedure cannot be applied to this problem. To
proceed, we instead note thatn egron iS large enough for the central limit theorem to apply, i.e., Besron (a
N (Qegron » $%) where $2 = queron (1! GLesron )/N Lesron . More generally, the vectordd” R® of empirical clutch
beld goal percentages for each player approximately has a multivariate normal distributiorqt(él N (g,&),
where q" R® encodes the playersO population clutch Peld goal percentages, and & is a diagonal covariance
matrix. This enables us to apply our rank veribcation method to the problem. Per usual, & is unknown.
Since thed) are sample means, however, & can be easily estimated from the data.

The brst question we try and answer is the most popular one. Out of Lebron James, Kobe Bryant, and
Michael Jordan, who is the most clutch? Upon observing that James has the highest empirical clutch peld
goal percentage of the three (see Table ), can we a"rm that his population clutch beld goal percentage is
actually highest? Algorithm Os simultaneous LCB allows us to say with 95% conbdence that

OLeBron = max{ Ovichael .Ckobe} +0.016

In contrast, Algorithm  Os conditional LCB allows us to say with 95% conbdence that

OLeBron = max{ Cvichael yckobe} +0.025

Via both methods, we are able to say with conbdence that James is a more clutch player than Jordan and
Bryant. As predicted by our theory, however, the conditional approach is able to certify a larger gap between
JamesO and the othersO abilities. Although the dilerence between the gaps, which /8%, may seem small,

a one-percent dilerence in beld goal percentage is quite sizable in basketball, especially when one considers
that star players take thousands of clutch shots over their careers.

What if we had wanted to add some more modern players into the mix? Along with Lebron James, Kobe
Bryant, and Michael Jordan, we now also consider Stephen Curry, Kevin Durant, and Kahwi Leonard, three
other players who have won Finals MVPs and are known to perform well in the clutch. Out of the bunch
Curry has the highest empirical clutch Peld goal percentage. Can we verify that he is actually the most
clutch? Algorithm Os simultaneous LCB allows us to say with 95% conbdence that

QStephen > max{ OLeBron ; OMichael s Okobe s OKevin s OKawnhi } I 0.000Q

That is, we can a"rm that Curry is not that much less clutch than any of the others, but we cannot a"rm
that he is the most clutch. In contrast, Algorithm  Os conditional LCB allows us to say with 95% conbdence
that

Ostephen > max{ OLeBron ;s OMichael s Okobe s OKevin + OKawnhi } +0.0084
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and therefore enables us to claim with conbdence that Curry is indeed more clutch than the rest.

Again, despite having a large number of clutch shots per player, we run simulations to make sure that
our conditional LCB does not undercover in this sort of real data setting. In our simulated trials, we treat
each playerOs observed clutch beld goal percentagryd as their population clutch beld goal percentage,
and sample a binomial observation Bin€Qipiayer , Ghiayer ) fOr €ach player. Using these observations, we apply
our procedure as described above. When we include only James, Bryant and Jordan in our simulations, our
95% selective LCB has an empirical miscoverage rate of@3 overB = 10000 trials. When we include all six
players in our simulations, our 95% selective LCB has an empirical miscoverage rate ofd24 overB = 10000
trials.

6.5 Rank veribcation in exponential families

Brie3y, we revisit the rank veribcation problem of Hung and Fithian [20194, where we observe data
X " R" from a natural multi-parameter exponential family Pg with density

Ge(X) = exp(,1X1+ aaf ,nXn ! - (,))9(x), (6.7)

with respect to some base measure. Our goal in revisiting this problem is two-fold. First, it illustrates
how Hung and Fithian [2019§0s rank veribcation procedure bts nicely in our framework. Second, we show
that Hung and Fithian [20194 do not appropriately handle cases where there can be ties for the winner In
contrast, our selective dominance framework naturally handles these cases properly.

Like Hung and Fithian [2019H, we want to verify that , is strictly larger than the remaining ,;, where
W is the index of the largestX;. In case of ties, we followHung and Fithian [20194 and setW to randomly

be one of the winning indices. Sinc&g[X] = ,i, the winning parameter ,\y may reasonably be the largest
of the , i
Considering the nullsHg; :,i) ,;, we want to reject the data-dependent null 3;-w How; and a"rm

that ,w is strictly larger than every other parameter . Consideringj = W, our strategy will be to come up
with a valid test for How;j , and then reject 3;=w How; whenever we rejectHow; for everyj = W. Fixing
i = j, we start by constructing the UMPU p-value p; for testing Hoj :,i ) ,;. Ultimately, we will only
use this p-value to testHo; wheni is selected as our winning index, and we will correspondingly adjust the
p-value to account for this selection.

Debning the transformed su“cient statistics Y " R" by

X! X, Xi + X .
L= %, YJ = %, Y#: X#for &= L], (68)

the random vector Y has an exponential family density given by
# %

g)=exp S (il i+ Git iy ey - ()& ey) (6.9)

#=1j

1Wwe assume that T;(x) = x; so that our discussion more closely mirrors Hung and Fithian [2019b], although we do not need
to. Hung and Fithian [2019b] also assume that g(x) is Schur concave for other purposes, but we leave this assumption out.

21f we performed the same analysis for the nulls HB,r 2"t "y " $then we could verify that "\ is more than $ larger than
any other “j. Inverting these tests would result in a LCB for the dilerence "w ! maxjew "j between the winning and next
largest parameter.
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with respect to some other base measure. It is then well-established (see Appendix ) that if we denote
the conditional left-continuous survival function of Y; and its right-hand limit as

G (Yily1 )= Pa=g (Vi 2 yilYii = yii)  Gj(yily i) = |L|J”} Gij (ulyr i), (6.10)
then the UMPU p-value p; for testing Hoj; :,i) . is given by
pi = Gi (YilYi i)+ Ujaux (G (YilYii)! G (YilYi 1)), (6.11)

where Ujjaux  are Unif([0, 1]) random variables that are independent from each other and the data. By
Example , the p-value p; is selectively dominant givenY, ;.

Crucially, we can tell if X; is a winner by examining the p-valuep; . It is straightforward to conbrm
that X; is the sole winner exactly whenY; > maxc=; Y ! Y;. Equivalently, this happens whenp; is strictly
smaller than

G (Y1) = Gj (maxY! Yi[Y ). (6.12)

Likewise, one can conbrm thaiX; is one of multiple winners exactly whenY; = maxy=; Y¢! Yj, or equivalently
when p; is at least g but at most

g (Y1) = Gj (Ta.XYk PYjIYa). (6.13)
=i

Moreover, in the case that there are multiple winners, the number of winners is also a deterministic function
of Y, i:
Ni(Yii) =1+ [{&= i 1Yy =max Y} (6.14)
=i

Note that N;(Y: ;), which is always at least two, is not the same as the number of winners, which can be
one. Rather, it is the number of winners there will be if X; is a winner and at least one otherX is as well
(see Appendix for details).

Leveraging these facts, we can apply our framework to come up with a valid test foHw; . Essentially,
we usep; to test Hgj with probability one when it is less than qJ* , and with probability 1 /N ; (we randomly
select one of theN; winners) when it is betweenq]T and g; . Explicitly, letting p= pj andZ = Y, ;, we can
apply our framework with the selection function

s(x,2) = 5 o it x" [ (2.5 ()] -

N;
0 otherwise

)
g1 if x<qj (2),
g

This is a piece-wise linear function that is easy to integrate, and, after some computations detailed in
Appendix , Theorem tells us to reject when the selective p-value
0 1
P!t (py ! g
4+ G ! g)

(6.15)

is at most ! .



CHAPTER 6. RANK VERIFICATION VIA SELECTIVE INFERENCE 69

Density of p1, given selection and nuisance statistics Probability of falsely rejecting Ho, 12 given W=1
25 1 i
0.141 T
0.12
[T Y A ——— ———________________’a
. s
£ @ 0.08 1
g P
[a) o
£ 0.06
0.04
0.02
— 0.00 . —
0.05 0.15 g}, 0.35 0.45 0.55 0.65 g1z 0.85 0.95 Our method Hung and Fithian (2019)

P12

Figure 6.3: Considering three independent binomialsX; ( Bin(b,s) with b=4 and s; = 1/2, the brst
panel (left) depicts N = 108 draws from the conditional distribution of the p-value p;» (used for testing
Ho12 :S1) S2) given W =1 and the nuisance statistics (X1 + X2)/2 =2, X3 = 2. When p;; < qj,, then
X is the sole winner and the p-value is selected for inference with probability one, but whep?, " [q;,, th2]
there is a three-way tie and it is selected for inference with probability 3. Hence, the p-valueOs conditional
distribution is not uniform on [0, ¢u2] asHung and Fithian [20194 implicitly assume. The next panel (right)
displays the consequence. Conditional oW = 1, Hung and Fithian [2019 do not maintain Type | error
control when testing HY, , at level ! = 0.1 (denoted by horizontal dashed line), whereas our method does.
Error bars denote a 99% conbdence interval.

The crucial dilerence between our derivation and Hung and Fithian [201940s is thatHung and Fithian
[20191 use the same selective p-value when there can and cannot be ties amongst tke. If there cannot
be ties amongst theXy, then g; = q}' always, and the selective p-value { ) simplibes top; /q;; . If we use
p; /qi; when ties are possible, however, we will not achieve conditional error control (as is claimed iHung
and Fithian [20194). We give an example in Figure , where X " R® is composed of three independent
binomials. The left panel of Figure  depicts the conditional distribution of p;» given W = 1 for a specibc
setting of the nuisances statisticsY, ;. It makes it clear that rejecting when p; /q;; ) ! does not maintain
conditional error control, as is a"rmed in Figure Os right panel.



Appendix A

Supplementary material relating to
column subset selection

A.1 Additional simulation details and results
A.1.1 Missing data simulation setting
We describe the distribution used in Section . Recall the PCSS model:

Xs( F

( , revisited)
Xis|Xs( N(s+W(Xs! Ee[Xs]),$2l p k).

We set the ground truth subset to be S = {1,2,3,4} and let Xs have a mean-zero multivariate Gaussian
distribution with equicorrelated covariance 0.754l 4 + 0.25411%. We set$? = 0.15. The matrix W is given

70
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below: 91 ! !

| 17790 ' 17/90 'IW) 0 i
17750 1750 ! 1750 0 =

. 17750 | 17/50  17/50 o =

. 17750 ! 17/50 ! 1750 0o =
;1 1750 | 17/50 1750 0 =
;1 17750 ~ 17/50 ! 17/50 0o =
(1, 17750 ! 17/50  17/50 0 =
wi! TR0 W0 0, 0 S
0 , 1790 1790 1790 =
0 17750 1750 ! 17502
0 17750 | 17/50  17/50=
0 (1750 ! 1750 ! 17502
0 ! 1750 | 17/50  17/50=
0 | 17750  17/50 ! 1750
: 0 | 1750 ! 17/50 ~ 17/50]>

0 I~ 17790 ! 17/90 ! 17/90

It is designed so the rows have non-zero entries of equal magnitude, rows with the same non-zero entries
have a dilerent conbguration of signs, and the variance of each variable is one.

A.1.2 Simulation setting for selecting subset size

We describe the distribution used in Section . Recall the subset factor model:

XS( F +( (O!D) +15:---:5+p!k COV(XS,"'):O
Xis=W(Xs! EF[Xs])+ s+ +.

( , revisited)

We set the ground truth subset to beS = {1,...,20 and let Xs have a mean-zero multivariate Gaussian
distribution with block diagonal covariance. Specibcally there are bve equally sized blocks, each of which is
the equicorrelated matrix 0.54l 4 + 0.5411%. The matrix W is somewhat sparse, and the non-zero entries
are 1 or! 1 with probability 1 /2. We document the non-zero entries oiV here:

! $ ! $

r1 1 1 111 1 1 1 1 11 1 1 1 1 11 11
1101001 11 11 11 1% 101 1111 1 11 1 !1%
S111 1111 11 19 w1or1or1or1or1or1o1 !1&
Wizag=01 11 1 11 1 11 11 !1§;Wg;14,5;12=::!1 1 1 11 11 11 1 1%
111 111 1 1 1 18 1 1 !1 !1 1 1 1 16‘&
#1 11 11 1 11 11 11 158 #1 1 1 11 11 11 1 1é

1 1 1 1 1 11 1 1 r1 1 1 11 1 1 1 1
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! $
| s 1 rt 11111 11
11 1 11 11 11 11 T N | I1!1!1§
"1 1 11 11 1? M1 111 11 1?
w1l 1 11 1 1 1? Mt 1 !'1 1 !'1 1 !1?
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To debneD, brst we debne the diagonal matrix3 where 3 = i mod 6. Then we setD = sal, where

we uses " R to control the amount of signal. The values ofs we use ares = 0.254,0.812 2.71,9.2,30.0. The
unique factors+( (0,D) are generated independently of the principal variables. When the unique factors
are non-Gaussian, ten of them are Exp(1)} 1 random variables, ten are Rademacher random variables
that take value 1 or ! 1 with probability 1 /2, and ten aret-distributed random variables with 3 degrees of
freedom. In the non-Gaussian case we scale the unique factors so their variance matctzs The indices of
the exponential random variables are 111,13,17,19, 20, 23,24, 26,27, of the Rademacher random variables
are 34,8,9,12 14, 21,22,29,30, and of the t-distributed random variables are 25, 6, 7, 10, 15, 16, 18, 25, 28.
These indices were chosen from a random permutation.

We also ran the same simulations in the case wher& s ( N(0,l1¢), +( N(0,1l ) for some 1l > 0,
Xs 5 + and the rows of W are randomly generated unit vectors. The results (not shown) are notably better
than the ones we chose to display.

A.1.3 Additional simulations for selecting subset size

We give results from additional simulations, where we repeat the simulations from Section but for
di'erent sample sizesn. Figure depicts the results for the Gaussian unique factor case and Figure
for the non-Gaussian unique factor case.

A.1.4 Selecting subset size with a forward-backward algorithm

We rerun our simulation from Section but now using a forward-backward algorithm to bnd the
smallest subset size for which we fail to reject. This is a natural choice, as forward-backward algorithms are
commonly used for model selection tasksHorboudakis and Tsamardinos 2019. Our algorithm completes a
forward stage and then a backward stage. During each iteration of the forward stage, the algorithm greedily
adds the variable that results in the largest decrease of the test statistid (g to the selected set. The forward
stage continues until we Pnd a subset for which we fail to reject. Then it begins the backward stage. On each
iteration of the backward stage, the algorithm greedily removes the variable whose removal results in the
smallest increase off (§. The backward stage continues until removing any additional variable would result
in a subset for which we reject. Conveniently, after one such forward and backward stage, our algorithm has
converged, because removing any additional variables would result in rejecting, and there is no need to add
more variables since we have already found a subset size for which we fail to reject.

The results from replicating Section Os simulations with our forward-backward algorithm are given
in Figure . Although the forward-backward algorithm is faster, it performs considerably worse than our
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Figure A.1: Results for the case of Gaussian unique factors. For description of the plots, see the caption of

Figure
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Figure A.2: Results for the case of non-Gaussian unique factors. For description of the plots, see the caption

of Figure
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Figure A.3: Replication of the simulations whose results are in depicted Figure , but now using our
forward-backward algorithm to perform subset search. For description of the plots, see caption of Figure

swapping algorithm. Compared to the swapping algorithm, our forward-backward algorithm over selects
more often and more drastically. Also, it often selects worse subsets, in the sense that the overlap between
the variables it selects and the true population factor set is noticeably smaller. When we replicate the
experiment for sample sizes other tham = 200 as we did for swapping in Appendix , we see the same
degradation in performance (results not shown).

A.2 More on selecting the appropriate subset size

In this section, we provide more details surrounding the procedures presented in Section . Recall that
we want to identify k&, the smallestk for which the data generating distribution belongs to the subset factor
model, and that the procedures we consider outpuf?, the smallestk for which we are unable to reject the null
that a sizek subset is su"cient. In Appendix we consider the restricted case where the unique factors
are Gaussian and independent of the principal variables, and establish a test for this null with Pnite sample
validity. In Appendix , we show that the same test maintains asymptotic validity in the unrestricted
case. This is immediately su"cient to imply the correctness of Theorem , the proof of which is detailed
in Appendix . In Appendix , we discuss some desirable properties of the (ideally) outputted
subset9 and some practical considerations surrounding searching for it. Finally, in Appendix we give
a discussion that establishes the analogous procedure for the PCSS model ().

Throughout we considern > p data points x4, ..., x(M " RP that are sampled from some distribution
and have sample mearudnd sample covariance©.
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A.2.1 A Pbnite-sample test when the unique factors are Gaussian

The goal of this section is to develop a test that is level in Pnite samples for the nullH : |S|) k that
the data is drawn from from a distribution in the k-dimensional subset factor model { ) with Gaussian
unique factors + that are independent of the principal variables Xs. This is the set of distributions that
satisfy

Xs( F
Xis|Xs( N(s+W(Xs! Ef[Xs]),D).

(A1)

for some sizek subsetS, whereD / 0 is an arbitrary diagonal matrix. In other words, it is the PCSS model
() where the covariance ofX, s | Xs is now allowed to be diagonal (rather than just isotropic).

Motivating a test statistic

Our test statistic more or less comes from a generalized likelihood ratio test (LRT). Specibcally we
compare the dataOs likelihood under a totally unrestricted multivariate Gaussian model to its likelihood
under a restricted multivariate Gaussian model, where the restricted multivariate Gaussian model only
considers distributions that are also ink-dimensional subset factor model. Suppose tha® / 0. It is well
known that the minimized negative log-likelihood, scaled by In, under the unrestricted Gaussian model is
given by

%Iog|!6| + 2(1 +log(22))

From [Petersen and Pedersen2008 9.1.2], the above can be written as

Z1ogIOu 1+ Zlogl®: u 1 B1 .y, 0y, o1+ Bt +log22)),

for any sizek subsetU. Appendix in the proof of Theorem tells us that the minimized negative
log-likelihood, also scaled by an, under the restricted Gaussian model is

11 a

flo 10 +—Io Diag(®9, , ! 9, 0,710, + —(1+log(22
L, min _ S1og|By|+ Slog(Diag(®: v ! B1 4y By By, ))+ 5 +log(22))

The generalized LRT statistic is two times the dilerence in log likelihoods, and is thus given by

iy ) 1
- Diag(l0, ;! 1© 0 10
min  nlog Diag(®: v ! ©, vu Py Pu. u)l

U) [pl:[UI=k 0, y! O, yy !G'Ul!f’u,! ul

Our test statistic generalizes the LRT statistic by allowing for singular 1O:

IO, ] I("), |(")+|f) \
Tk = min T(V), T(U) = nlog |Diag( U uu Py Pu u)l

U) [pl:lUl=k ||O! u! 9, UU|O 10

( , revisited)
uU,! U|

There may be sizek subsetsU for which [Diag(!0, y ! 0, yu BBy u)l = 18 u! B,y B Oy, ul =
and we adopt tBe convention tfatT(U) =0 for such U. In the case that k = 0, the same reasoning teIIs us
that To = nlog |Diag(®)|/|! | .
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Determining a critical value

We will come up with a critical value by studying the distribution of T(S), where S is a sizek subset
for which the data generating distribution satisPes (). Since Tx = min yy [prjuj=k T(U) ) T(S), rejecting
when Ty is larger than the appropriate quantile of T(S) will be su"cient to guarantee type | error control.

To study the distribution of T(S) we leverage techniques from bxed-X Ordinary Least Squares. It su"ces
to understand the distribution of 10, g! 0, g¢ !5; Og, s, i.e, the distribution of the residual covariance from
the regression of thex('%, on the x{’. We are able to show that, conditional on thex(", this covariance has
a Wishart distribution. Then, via the Wishart distributionOs Bartlett decomposition [ Anderson et al, 1958

Corollary 7.2.1], we establish that the quantiles of T (S) are bounded above by those of

| ' (
p! k %!1 - (

n log 1+
j=2 O/(ﬁ' k! j

, revisited)

In( ) {‘V@} , {9@} are mutually independent chi-squared random variables with degrees of freedom specibed
by their subscript. When k = p! 1, () should be interpreted as a point mass at zero, and the same
argument holds whenk = 0.

Denoting the (1! !) quantile of () as Qupx (1! !), Lemma both summarizes this result and
also establishes Pnite sample validity the test that rejects whey > Qnp (1! !).

Lemma A.2.1. Considern > p samplesx® ..., x(M " RP drawn from a distribution P that satisbes( )
for some sizek set S where0) k < p. Then the quantiles of T(S) are bounded above by the quantiles of
(). As a consequenceP (Tx > Qnpk (1! 1)) I.

A.2.2 An asymptotic test for the subset factor model

We now show that the test from Appendix maintains asymptotic validity for the more general null
Hok : |S|) k that the data is drawn from a distribution in the k-dimensional subset factor model. Recall
that the k-dimensional subset factor model is the set of distributions satisfying

Xs( F +( (0,D) +5,...,5 Hik Cov(Xs,H=0
Xis=W(Xs! EF[Xs])+ s+ +.

( , revisited)

for some sizek subsetS.

Lemma tells us that, should the data be drawn from a distribution satisfying () for some sizek
set S, then T(S) has a pivotal chi-squared limiting distribution. The degrees of freedom match what one
would expect from WilksO theoremWilks, 1939, although our setting is much more general. The proof is a
careful application of the delta method and standard, but its result is surprising. Typically, we would expect
the limiting distribution of a statistic like T(S) to depend on fourth moments and therefore not be pivotal.

Lemma A.2.2. Consider samplesx® , ..., x(M " RP drawn from a distribution that satispes( ) for some
sizek setS where0) k <p. With pandk Pxed, T(S)! %, i i 12 @ the number of samples tends
to inPnity.

In Lemma » 9851 ky(pt ki 1)/2 Should be interpreted as a point mass at zero whek = p! 1.
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Using Lemma , Lemma establishes the asymptotic validity of the same test from Appendix
under the more general nullHgk : |S|) k. Using Lemma , we can easily show that the (2 !) quantile
of () convergesto the (2 !) quantile of the ‘pr! K)(p! k! 1)/ 2 distribution, which we will denote Qpx (1! !').
BecauseT (S) has a limiting distribution that admits a density, it is then immediate that the dilerence be-
tweenP(T(S) > Qnpk (1! !))and P(T(S) > Qo (1! !)) converges to zero, and this is su“cient to imply
the result.

Lemma A.2.3. For samplesx® ... x(™ " RP drawn from a distribution P that satispes( ) for some
sizek setS where0) k<p, limsup, P(Tk >Qnpx (1! 1)) !.

Our decision to use the quantiles of ( ) rather than those of the O/%p! Ky(p! ki 1)/ 2 distribution is inten-
tional, even though the latter guarantee the same asymptotic validity. In many practical settings, n is not
su”ciently larger than p for our asymptotic guarantees to be refRected in our Pnite sample results. Although
rejecting according to the quantiles of () only guarantees Pnite sample validity when the unique factors are
Gaussian (and independent of the principal variables), we may hope that this validity is somewhat robust to
deviations from Gaussianity. If so, rejecting according to the quantiles of ( ) should improve performance
for smaller sample sizes while maintaining the same asymptotic guarantees.

Figure illustrates the benebts of rejecting according to the quantiles of { ). In Figure , we
consider settings with p = 50 variables, a sizek = 20 factor set S, and either n = 200 or n = 5000
samples, and plot three dilerent distributions: (1) the limiting chi-squared distribution of T(S); (2) the
distribution ( ); and (3) the distribution of T(S) in an example case where the unique factors are not
Gaussian. In this non-Gaussian example, the thirty unique factors consist of ten centered Pgij random
variables with ) = 1,...,10, ten centered chi-squared random variables with 1..,10 degrees of freedom,
and ten uniform random variables that range from! ato a for a=1,...,10. The principal variables are
independent standard Gaussians and regression coe"cient matriXxW " R(P' K"k has uniformly random
unit vector rows. Figure has two important takeaways. First, at reasonable sample sizes, the limiting
chi-squared distribution is a poor approximation for the actual distribution of T(S), and rejecting according
to its quantiles will lead to over-selection. Second, even when the unique factors are not Gaussian and the
sample size is reasonably small, ( ) is an excellent approximation for the actual distribution of T(S). This
remained to be the case when we varied, p, k, and the distributions of unique factors.

A.2.3 Examination of the selected subset

Ultimately, having settled on selecting a sizeR subset, we would ideally the sizeR subset8 that minimizes
T(U). Unlike in Section , 9 in this section refers to any actual global minimizer of T(U) that would be
found via exhaustive search. In what follows, we give a useful re-characterization &.

First, we re-characterize @ as an MLE. Given that T(U) is motivated by the LRT, this should not come
as a surprise. Consider the case that everyk(+ 1) by (k + 1) principal sub-matrix of 0 is full rank. Then
we can use Petersen and Pedersen2008 9.1.2] to compute for any sizek subsetU that
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Figure A.4: In the case ofp = 50 variables and a sizek = 20 subset S, the exact Pnite sample distribution
of T(S) for n = 200 (left) and n = 5000 (right) samples in the cases of both Gaussian and non-Gaussian
unique factors, plotted against its limiting f%fp! Ky(p! ki 1)/ 2 distribution.

I . .. .. L1 ( I .. . .. .. L]
nlog |Diag(*©, y ! 1, U'U|!01U Our )l _ nlog |y ||Diag(® y ! 9, u,UI!iU Oy, uv)l
[0y u! 0, yuOy Oy, ul , [Oyl[Cry ! Oy yu Oy Oy, ul
- nlog |0y ||Diag(*0; y ! 0, yu Oy Oy, u)l
9]
0 ) ) ) 1 1
=n Iog(|'0U|)+Iog(|D|ag('°| u! !0! u,u !OU !OU’! U)l)
I nlog(]©])
So, in this case, every minimizer§ of T(U) belongs to
argmin log(|9y ) + log( |Diag(B, v ! B, uu By By, U))) (A2)

U) [pl|U]=k

Correspondingly, in this case, the subsets belonging to { ) are exactly the maximum likelihood estimators
for S in the restricted Gaussian model that only consists of distributions also in theR-dimensional subset
factor model (see Appendix in the proof of Theorem ).

Solving () also handles the case that everyK+1) by ( k+1) principal sub-matrix of 0 is not full rank.
In this case, there must be a sizée subsetU such that T(U) = 0, and we should fail to reject. However,
every (k +1) by (k+1) principal sub-matrix of 0 is not full rank if and only if the minimized value of ()
is!" . Thus solving () is su"cient to handle both cases.

We can easily modify our algorithms from Section to e"ciently search for a subset that solves ().
We detail how to do this in Appendix

Because® results in the most empirically diagonal residual covariance, it is immediate that9 asymptot-
ically (Pxed p, n goes to inPnity) recovers a subset that results in an exactly diagonal population residual
covariance, provided thatR 2 k& Unfortunately, this does not necessarily mean that® will recover a subset
S for which the subset factor model ( ) is satisbed, because the subset factor model requires that the
unique factors are independent. We can at best guarantee that they are uncorrelated. Nonetheless, aside
from some pathological cases, we can guarantee recovery.
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Lemma uses the following less restrictive version of the subset factor model to state our recovery
result:

Xs( F +( (0,D) Cov(Xs,H=0
Xis=W(Xs! EF[Xs])+ Wi s+ +.

(A.3)

Lemma A.2.4. Consider samplesx® ,...,x(M " RP drawn from a distribution P that satispes( ) for
some sizek set S. Suppose thatP has population covariance! such that! s/ 0. Then, with probability
one, P eventually satisbes( ) with 9 as the number of samples tends to inbnity.

A.2.4 The PCSS model

We provide an exactly analogous discussion for the PCSS modei (). Recall that the k-dimensional
PCSS model is the set of distributions satisfying

Xs( F

( , revisited)
Xis|Xs( N(s+W(Xs! Eg[Xs]),$%l o k).

for some sizek set S. Again, our procedure returns R, the smallest k for which we fail to reject the null

Ho :|S|) k that the data generating distribution belongs to the k-dimensional PCSS model. Like before,
we provide a test for this null that is valid in Pnite samples and we comment on some qualities of the selected
subset$. Because the PCSS model makes a Gaussian assumption, we do not need to discuss asymptotics.

Motivating a test statistic

Like in Appendix , we consider a generalized LRT. Specibcally, we compare the dataOs likelihood
under a totally unrestricted multivariate Gaussian model to its likelihood under a restricted multivariate
Gaussian model, where the restricted multivariate Gaussian model only considers distributions that are also

in k-dimensional PCSS model. Again, suppose that / 0. Identical reasoning as in Appendix along
with computations from the proof of Theorem (see Appendix ) imply that the LRT test statistic is
# 0 .. .. L] 1p! k%
(O y! O yuPy Oy u)(p! k) A
min _ nlog® T g
U) [pl:|Ul=k [0, y! 0, 4y, Oy, ul

Again, we will consider a generalization of this statistic that allows © to be singular:

#0 1, %

.. + . P
Tr(0, 51 B, uuO5 05, u) (P! K
f= min  PU), FU)=nlog® (Cro? Provfufur o/ W 4

u) [p:IUl=k |16

¥
1 10 IOU 10

U N VAV U,!Ul
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Determining a critical value

Like in Appendix , we will consider a sizek subsetS for which the data generating distribution
satisbes ( ) and study the distribution of 'I'-”(S). For simplicity we will assume that the principal vari-
able distribution F admits a density. Like before, the residual covariance still has a conditional Wishart
distribution, and we can use the WishartOs Bartlett decomposition to show thatf(S) has distribution

# %
#0%”( !k!1/2+2'p!:lko/‘ﬁ!k!':I-O/Op!kB#'@k ”
nlog @$ p! k)(p ) i I e $

A
ol K % & (A.4)

j=1

In( ), {%},{%} are mutually independent chi-squared random variables with degrees of freedom specibed
by their subscript. Debning @n,p,k (! ') asthe (1! !)-quantile of (), Lemma establishes a valid
Pnite sample test for the null Ho [S]) k.

Lemma A.2.5. Considern>p samplesx® ..., x(M " RP drawn from a distribution P that satisbes( )
for some sizek setS where0) k < p. Suppose further thatP admits a density. Then®(S) has distribution
() and, as a consequencel (T > Gnpk (1! 1)) !.

Proposition establishes error control of our procedure for the PCSS model. It is analogous to
Theorem .
Proposition A.2.1.  Considern > p samplesx® ..., x(M " RP from a distribution P that admits a density

and let k& be the smallesk for which P belongs to thek-dimensional PCSS model( ). If R is the smallest
k for which the test statistic T is not strictly larger than the critical value @n,p,k a'! 1)y, then

PR>k%)) 1.

Examining the selected subset

As in Appendix we ultimately select the subset8 that globally minimizes ?(U). Like before, we
can characterize this subset as an MLE. Supposing that everk by k principal sub-matrix of © is full rank
and no sizek subset empirically perfectly linearly reconstructs the remaining variables, similar computations
to those in Appendix shows that a sizek subsetU minimizes "r?(U) if and only if it solves

argmin log|Oy|+(p! K)log(Tr(P, y ! O, yy !O!Ul!dU,! u)/ (p! K)) (A.5)
U) [pl:IUl=k
Under the same conditions, it is also true thatU solves () if and only if it is the MLE for S in the
restricted multivariate Gaussian model that only contains distributions also in the k-dimensional PCSS
model (see Appendix in the proof of Theorem )

If the conditions from the previous paragraph are not met, it is unfortunately the case that the subset
that minimizes P(U) may not solve (). The conditions from the previous paragraph are not met, however,
if and only if the minimized objective of (  )is!" . Solving () thus warns us if this is the case, but it
is not totally su“cient as was true in Appendix

We show how to search for the subset that solves { ) using Section Os algorithms in Appendix
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Criterion/Method Algorithm Naive
McCabeOs First Criterion O(min{p’k, pk3}) O(p*k) or O(pk?)
McCabeOs Second Criterion O(p?k) O(p%k?)
McCabeOs Third Criterion O(p3k) O(p%k?)
McCabeOs Fourth Criterion O(p%k) O(p%k?)

Table A.1: A time complexity comparison of our algorithms to the naive algorithms that, when features are
added or removed from the current subset, recompute the objective as written with no optimizations. The
reported time corresponds to one complete run of Algorithm or one iteration of Algorithm . McCabe

himself pointed out that his brst criteria of minimizing |! 1 s! ! 1 ss! g*! s s| is equivalent to maximizing

|! s|, so we report the naive time complexities for both versions of the objective.

Analogous to Lemma , Lemma uses the following generalization of the PCSS model to state
a subset recovery result:

Xs( F +( (0,$%1) Cov(Xs,H=0

(A.6)
Xis=W(Xs! EF[Xs])+ i s+ +.
It says that 8 eventually will result in a isotropic population residual covariance.
Lemma A.2.6. Consider samplesx® ,...,x(M " RP drawn from a distribution P that satispes( ) for

some sizek set S. Suppose further that, at the population level, some set df variables perfectly linearly
reconstruct the remaining. Then, with probability one, P eventually satisbpes( ) with & as the number of
samplesn tends to inPnity.

A.3 Elcient subset search for other objectives

To modify Algorithm  and Algorithm  to perform subset search under a new objective we simply need
toalter f in( )sothati-"U O [p]that minimizes f (i, § also minimizes the new objective over the subsets
U + i. In this section, we explicitly give f (i, § that allow us to search for subsets that minimize T (3 (see
Section ), P(4 (see Appendix ), and McCabeOs other three criteria. We generalize all of McCabeOs
criteria by changing inverses to pseudo-inverses, thereby allowing for singuldr. Correctness of our proposed
f4i, 8 are implied by derivations in Appendix

For McCabeOs criteria, Table contrasts the time complexity of our algorithms with that of naive
implementations. In the naive implementation, the practitioner recomputes the objective as written with
no optimizations when adding/removing elements to/from the current subset. For both our algorithms and
the naive implementation, the time complexity of searching for subsets that minimizeT (§ and 1’-”(3 matches
that of McCabeOs second criterion.

Minimizing T(8: The discussion in Appendix tells us that it su"ces to bnd a subset that minimizes
log|! s|+log(|Diag(! r(x,s.xs))l)- To perform this search, use

f(i,U,! R(X,X"U)) = |08(( P RxX 0))ii) 1
+ log (' rexx v))ii ! R(xx U))ﬁ/(! ROGX 0))ii @0 g x4y >0
jSU+I
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Minimizing  P(§: The discussion in Appendix suggests bnding a subset that minimizes lofd s| +
(p! K)log(Tr(! r(x,s.xs)) (P! K)). If the objective value is not I'  then solving this problem is su'cient.
Otherwise we cannot say anything concrete. To perform this search, use

FOUT Rixx o)) = |09((O! ROXX u))ii ) 1

+(p! K aog Tr(! rixx o) ' (1 rexx u))¥i el (U Rexx o))ii @ Roxx )i >0

McCabeOs brst criterion:  McCabeOs brst criterion suggests selecting a subset that minimizgs, s !
'y ss! !51! s s|. We generalize this to selecting the subset which minimizefl , s! ! ss! E! s1s|=

|' R(xx )| For simplicity, we will assume that there exists a sizek subset such that|! 5| > 0. If this is
not the case, then every size&k subset has redundant variables which can be perfectly linearly reconstructed
by other variables in the subset, and the practitioner should use a smaller subset size. To perform subset

search according to McCabeOs brst criterion use:

fFO ! rRexx )= 1 Rxx o))l

Alternatively, as we add/remove variables to/from U, we can keep track of! |} instead of ! R(X.X y) using

[Petersen and Pedersen2008 3.2.7] and instead use
fa, 0t )= Cal Yot 3! oui)

Lemma implies that this is equivalent to our earlier suggestion, but it has smaller time complexity when
#_
kil p

McCabeOs third criterion: McCabeOs third criterion suggests selecting a subset that minimizés | s !
' ss! 5% sis*2. We generalize this to selecting the subset which minimizes! | s! ! | ss! §! s1 s*F =
*I R(xx s)*2. To perform subset search according to McCabeOs third criterion use:

f(,! Recx o)) =[O %3 )21 2" gexx )" 181,50
where" = (! gxx y))¥i-

McCabeOs fourth criterion:  McCabeOs fourth criterion suggests selecting a subset that maximizes

Tr(! 15! 1 ss! s sis). This is equivalent to maximizing the sum of squared cannonical correlations
betweenX s and X, s. We generalize this to selecting the subset which maximizes Tr(!+ s! i ss! g! sis)
which has the same interpretation in the more general case whete is singular. Consider a currently selected
subsetU. Fixani-"U andletV = U+i. Takej andh to be the rank ofi in V and! U respectively. So, for
example, ¢ v)j = ! and (! 1 y)nn = ! i Then, to perform subset search in accordance with McCabeOs
fourth criterion use

f@aut,! R(X#U,Xu)’! R(XUVX#U)’! !+U’! D):

Wb +u
+ A -V
T v)rin ! Rexu Xsu)) . lsi>0! 10 aix, | xy))m>0
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where” =1 ;! !y v! ! v, and we compute! |, from! {j and! |, from! [, using [Petersen and

Pedersen 2008 3.2.7]. We keep track oft j and! |, as we add/remove elements to/fromU using [Petersen
and Pedersen 2008 3.2.7] and keep track of! g(x, , x,) and! r(x, x,,) Using Lemma as usual.
If I / 0, then we can give an exact closed form for the replacemerit given above:

" %| [ T 1 %u \2 | %| | 2' %u |,
: ! Pavs vitu g ) PP R xe )t F2EE DY
FUL T R uxo) ! 10t oD = — . ! *"jJ | v Xeu)
where! =1 11y, *=1;1 14! and" is as before, but now we can explicitly computel [, = ! | =
Citnan! (Cru)inn( v u)nen/( 1 u)mn- Also, as we add elements tdJ, [Khan, 2009 now allows us
to keep track of ! |, = ! ytand! [, = | { with simpler closed form updates.

A.4 The high-dimensional consistency of CSS

In this section we characterize a high-dimensional setting where the sizk-CSS estimate ( ) one gets
from the sample covariance is consistent for the sizk-CSS solution according to the population covariance
(). In particular, we bx k and imagine observingn samples from a distribution P over RP, where p is
possibly growing with n. We denote the population covariance under® as! " P our analysis applies
in the proportional asymptotic regime, where p/n converges to a constant. For the result to apply,P must
satisfy three assumptions as grows.

Assumption 1 (Light-tailed data) . The sub-Gaussian norm (see Vershynin, 2018 DebpPnition 2.5.6]) of
each variable is bounded above by a constant independentpoénd n.

Assumption 2 (Low-dimensional invertibility) . The minimum of the smallest eigenvalues of all thé&, k
principal sub-matrices of! is bounded below by a positive constant independent pfand n.

Assumption 3 (Separation). For some * > 0, the achieved CSS objective for the population best subset

S%= argmin Tr(! ! ! ys! §! xs)
s# [pl.ISI= k

is well separated from the objective achieved by any other subset

Srr;ig%Tr(! Plys! glys) ! Tr(l 11 yew! Su! vsw) = $( pt/ 2+ %
Note that Assumption is much weaker than assuming a lower bound on the minimum eigenvalue &f.
Under Assumption , ! can still be singular.
Under the above three assumptions, Theorem guarantees that the in-sample CSS solution is consistent
for the population CSS solution.

Theorem 11 (High-dimensional setting where CSS is consistent) Suppose we observe samplg8) , ..., x(M "
RP with sample covariance0 " SE" P from a distribution P with population covariance! " S P. Fix k, and
consider the proportional asymptotic regime wheregp/n converges to a constant as,p &' . If P satisbes



APPENDIX A. SUPPLEMENTARY MATERIAL RELATING TO COLUMN SUBSET SELECTION 85

Assumption , Assumption , and Assumption asn,p &' , then any in-sample CSS solution

9" argmin Tr(© ! !6¥s!6;!6¥s)
S# [pl.IS|=k

is consistent for the population CSS solution

S&" argmin Tr(! ! ! ys! &' ys),
S#[pl.IS|=k

nlj(m P(@=5s%=1.

Note that, by Assumption , the population CSS solution S is eventually unique.

The rest of this section is a proof of Theorem . We use*&*, to denote the spectral norm of a matrices.
We denote the sorted eigenvalues of a positive semi-debnite matrik " S¥ 9 as)1(A) 2 444 2) q(A) 2 0.
For a matrix M " RY X we denote its sorted topk singular values ass;(M ) 2 44a 2s,(M ) 2 0. We use
¢ to denote positive constants that are independent ofn and p. If we introduce a new ¢, that means that
such ac exists. Also, we make use of the stochastic calculus notation o¥gart, 1998 Chapter 2].

A.4.1 Central argument

" 2
First we consider the case thatX ( (0,! ), ! " S P is mean-zero and let?; = n' 1" [, xi‘#)xj(#’ be
our estimate of! = E[XX *]. We will use the notation

Obj(#,U) = p' Y2 %Ir(# | #yu# [ #uy).

to denote the CSS objective for the covariancet " S P, scaled byp' Y2 % Our goal is to show that S,
which is a minimizer (break ties randomly) of Obj(I?,S) for sizek subsetsS, is consistent for S& which
is the minimizer of Obj(! ,S) for sizek subsetsS. By Assumption , Obj(! ,S) eventually has a unique
minimizer.
Assumption tells us exactly that
SrpiQ%Obj(! ,S) ! Obj(! ,S%H =3%() ,
If we show that

K _ K _ . S ?
omax T S)=0,(1), T S)=0bj(t S)! Obj(?, )

then S will be consistent for S& via the following argument:
P(S=S%= P(Obj(?,s%< Smi&P(Obj(!?,S))
1
- Z(mi i(! ! i(1,s&
2 P(,, max ¥ S)< S(min, Obj(! ,S)! Obj(! ,S%))
=11 o(1)
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Considering an arbitrary sizek subsetS, we bxt > 0 and devote the rest of the argument to showing that

"5 6, 4(

P(? S)>t)=o (A7)

p
k
Then, the fact that max sy pys|= ? S) = 0p(1) follows trivially from a union bound.

We start by re-writing ‘¢ S). For two square positive semi-debnite matricesA and B, von NeumannOs
trace inequality [Mirsky, 1979 implies that |[Tr(AB )| ) | Tr(A)]|Tr(B)|. Then, for four square positive
semi-debnite matricesk, B, A, and B, we have that

Tr(RB ! AB)|= |Tr(RAB! AB + AB | AB))|
Y] T(R@E L B)|+ [Tr(R! A)B)|
Y| TR(R)| AT (B ! B)|+ Tr(R! A)|afr(B)|.

Using this fact we can reconbgure? S)

ts)
= p V2 AT 1 PysP P! Tr(! 1 1 ys! & s! syl
) PYZATH(R 1 1)+ p V2 TP eyPysPa ! 1 syl vs! O]
) P YA 1)+ pt Y2 AT (P eyPys) [ ATH(Pg ! 15+ 0 Y2 YTr(PsyPys ! 1 syl ys)lATH(! L)
) P YT L)+ p VAT PsyPys ! 1 syl vs)ATT(Pg ! ! 9]
+ 0 V2 AT oyl ys)|ATT(Pg ! ! O+ p VTP yPys ! 1 syl ws)ATH(! §)I

We can further bound some of these terms. We know from Assumption that maxigpy ! i ) €1 and

therefore also maxgpp sy l! i) C1, SOITr(! sy! ¥s)| ) KpmMaXiggsip ! ,J ) cp. We also know from
Assumption that |Tr(! £)|) k*! 5™*2) cs. Hence, we have

T9)) BV IR L DR VTP svPus 1 syl W &M 1Y)
ta(s)
r o' /‘]Tr('f':; 1)+ ap V2T (P sy lys ! L sy ¥s)k

" 3(S) " 2(S)

If we provide appropriate tail bounds for the ' I(S) i.e. show that for any t > 0 that

"5 6,4

P(?i(S)>t)= o ‘ ,
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where the right-hand-side bound is independent ofS. Then it is straightforward to establish the tail bound
() for ® S). We devote the rest of the argument to establishing this tail bound for?1(S), ?,(S), and
l'?

“3(S).

A.4.2 Establishing tail bounds
Tail bound for 7 {(S)

We start by getting a concentration bound for the entries of ? j . Using the Orlicz norm notation from
Section 2.7.1 ofVershynin [201g, Assumption implies that *X;*,, ) cs. We can use Yershynin, 2018
Lemma 2.7.7] to see that*X;X;*.+, ) * Xi*,+,*X;*,+, ) cs implying that all the X;X; are sub-exponential.

For any x 2 0, [Vershynin, 2018 Corollary 2.8.3 ] gives the following concentration bound for the entries
?. -

S . H CH, 1
P ' 1512 x)) 2exp ! cgmin x5,x n (A.8)

Now, we use the union bound along with our sub-exponential concentration result

"p
P( 1(S)>t)) P(pY2% 7511 5]>t) (triangle inequality)
i=1
"p 0 1
) P i1 >p V% (union bound)
=0 0 11
) 2pexp ! cgmin np' 1*2%2 np' Y2+ % (sub-exponential concentration)
"5 6,4
k

Tail bound for 7 ,(S)

. . 2
To get a tail bound for ' ,(S) we need a concentration result for!? j - Fix some constantc; > 0 and

debneB; =max{|2' j + ¢7],|2! j ! c[}. Two things are true. First, if |7 + ! ;| > By, then it must be

the case that|!? i ! il>cy. Secondé’ij ) cg for some constant. Considering soma& 2 0, we can now get
. 2

a concentration result for I? i -

0 2 , 1
72 2 ? 72 2 ? 1
=P PL LR [Py ) By +P P03 s [Py 41> By
0 1 1
) P |!?ij Plg|>x Qij + P |!?ij +151> Qij
0 1 0 1
)P [P 1l>xlcg +P |75 11 ,]>cy (depnition of By )
H |
) 2exp( comin x2,x n)+2exp(! cyon) (sub-exponential concentration)

With this result under our belt, getting a tail bound for '7,(S) is straight-forward.
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P(?2(S) > t)
woowp

)y P(p V2% |!?§ 1 §|>t) (triangle inequality)
i$Sj=1

momp 0, 1
= P |1?ij 1o §|> k'lp V2% (union bound)

i$Sj=1 0 0 11 ,
) 2pkexp ! ciymin np' ¥*2%2 np' Y2*% 4+ 2pkexp(! cion) (concentration for !?ij)

"5 640
k

Tail bound for  *?3(S)

We will get a tail bound for' 3(S) via a concentration inequality for the singular values of X ys! !51’2 "
R" K where X ys " R"" ¥ is random matrix with i.i.d samples of X s as rows. Essentially, concentration of
these singular values this will imply concentration of the eigenvalues of?!sl.

Using Assumption and Assumption , we can show that the rows ofX ys! !51’2 " R" K are isotropic
sub-gaussian random vectors with bounded sub-gaussian norm:

11/2 _ 11/2 %
1LYt = sup *(1 5 PXs) M,
1vil,=1

# ' ( %
| ! 1/2V \
= sup $YxL —S _— ) LM 2y&

|
1vl,=1 *1 .51/2V*2 +
11/2 %
)* g7 T2 sup v Xg*.,
1wl =1
nk
1 141/ 2
)* g™ " sup Vil*Xs*+,
1v1o=1 [
| 141/2 .
Y* AT T max* X%, sup *vy

i$[p] 1v1,=1

) Ci2.

Note that in the above v,v" R* have bxed (non-growing) dimension becausk is bxed. Vershynin, 2018
Theorem 4.6.1], then tells us that there is a constantc;3 such that for any x 2 ¢;3,

5 6

P max|si(Xys! £¥3)! n¥212 x ) 2exp(l cu(x! c3)?d), (A.9)

i$[k]

To apply this result we need to note two facts. First, whenever the brstk singular values ofX ys! !31/2

- 11/2 2. . . . . .
are positive, that means that! ¢ / !?S! S/ is invertible, so !?S must be invertible. Second, wheneve!?s is
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invertible,

1
(Pt 1 5= [Tr(Pg 1 1LY

= TSt st 1t EY)

) TIPS s LITR(E L)

) ke Sl {1

) kST SR SV 1)

) k2*! 'sl*2||n;ﬁ()](|s: 2(n! 1/2X ¥S! !81/2)! 1|

) e max]s; 2(n' 2X ! YA

89

where we have again made use of Assumption. To bPnalize our argument, we will need to make use of the

following lemma.

Lemma A.4.1. Fix somea" (0,1). There exists someb > 0 such that for all x> 0

x! 1 <a =6 bx! 1j2|x' 2! 1]

Proof. If x =1 the right hand inequality is always true, so considerx = 1. If [x! 1| <a, then

So we can takeb=(2+ a)/ (1! a)?.

[x' 21 1] |1t x?|
Ix! 1]  x2x! 1]
1+x
X2
2+a
1! a)?

)

(A.10)
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Now we can prove the tail bound for?5(S). Fix some ci6 " (0, 1). Then for large enoughn,

P 73>t
5 6
) P opY2 TP L) >t, max|s, (n' Y2X ys! Y1 1 <cye
i$[k]
5 6
+P irgﬁ)](lsi(“! V2 ys! Y21 12 e
6
12,1 1/2 '1/2 | |1/ 2+ % 1/2 '1/2 I
) P rgﬁ(x|si (n X ys! )! 1 >cup t, n;?x|s i(n' Y2X y )! 1 <cis
I
6
*P P;ﬁ()](lsi(n’ V2) ys! 1/2)' 12 e
(? ¢ is invertible on the event)
5 6
) Pomaxjs(n' VX ys! 5791 11> caepl VI maxisi(n' VX us! 671 1l <
I
6
+P {Qﬁ’]‘lsi(n! U2y yst Y21 12 cie
(Lemma with a = cp5)
5 6 5 6

) P maX|S|(X ¥S 'Sl/Z) l/2| > Canllzp! 1/ 2+ O/T + P rgfak)](lsl (x ¥S! !Sl/ 2) I n1/2| 2 nl/ 2016
I

) 2exp(l cio(n¥2p' Y21 cp0)?) +2exp(! cuu(nY 2! cp0)?)

. ( (apply Equation () oncen large enough)
5 6,

—o P

A.4.3 Estimation with mean

Now we allow X ( (4! ),! " S P to have a non-zero mean. Now with

"n
P=n't P x® W,
#=1
we still let 8 be a minimizer of Obj(i?, S) (with ties broken randomly). Also still we let S& be the (eventually
unique) minimizer of Obj(! ,S) for sizek subsetsS. Now we debne@ to be the minimizer of Obj(19, S)
(with ties broken randomly) where

wn "n
|') - n! 1 (XI(#) I p)(xl(#) I rj)T, p - n! 1 Xi(#)!
#=1 #1
and we want to show that 9 is consistent for S&.
By our earlier arguments, we know that

max T S)=0(1), T S)=p HIOb(?, )L Obj(! )|
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If we can show that also

max '€ S)= 0,(2), K s)= p' Y2*%40pj(10,S)! Obj(1?,S)|.
s#[p];|3|:kt<) b(1) Ks)=p 10bj(19,S) i(**, S)|

then we have consistency, because

P(9= S%
= P(Obj(©,s%) < nJin%P(Obj(!ﬁ,S))

5 6
2P o X _ kk<S)< 7(m|n _Obj(! ,S) ! Obj(! s&)) max_ k? S) < 7(mm Obj(! ,S)! Obj(! ,S%)
=11 o(1)

Again, we consider an arbitrary sizek subsetS, bxt > 0, and devote the rest of the argument to showing

that '5 6, l(
P(Es)>t)=o E
Then, the fact that max sy p}s|= Ks)= 0p(1) follows trivially from a union bound.

Again we reconbgurell S) and bound it, similar to how we did before.

€ s)
=p Y2 A0 '0¥s'os'05¥)' Tr( 2! '9¥s")s s¥)|
0 - 0 +
) pYEATI(O L P)|+ p V2 AT (OsyOysBg 1 PoyPysg))
) pPPYEUT(O 1 )+ pt Y2 ATr(OgyPOys)| afr(! '0 ! '7s)|+ p Y2 AT (OgyOys ! Py ys) ATr(? s)|

) PPYZATH(O 1 P)+ p V2 ATr(OgyOyg 1 Pyl ys)| &T( !Os ! !?s)|

1) . At + 0 . At +
+ P VAT PoyPys ! syl ye)laTm(Og ! Po)|+ pt Y2 ATr(! syl ws)|afr(Og ! Pg)|
+p Y2 AT (OgyOys 1 P 5y ys)| AT !?; LD+ p Y2 ATr(OsyOys | PsyPys)ATr(! &)
) P)' 1/ 2! 0/1-[:_[‘:!0 | !?)E_ P)' 1/ 2! W1Tf(!bs;ﬁ':6|§s I !?S¥!. ¥S)éél|'r( !OS 1 !?S)|
T1(8) 1 2(8)
o , .+ + o o+ +
+p VAT PsxPus |1 sel v)laM(Os ! Po)l+ ¢ P,M”Tr(,':o,:s! Ps)k
*3(S)

+p V2T (BsyPys 1 Pl o)l TPt ! Do V2 T (P syas | Povfus))

1 3(S) " 2(S)
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Our above results already imply tail bounds for the ?;(S), i.e., we know for anyt > 0O that

"5 6,4
P(?is)>t)=0 |,

We know show the same tail bounds for theK; (S), i.e., we show for anyt > 0 that

"5 6,4
P(K(s)>t)=0 |,
It is then straightforward to establish the required tail bound () for '€ S).

Prior to proceeding, we note it is easy to verify that

71

PO =yt @) @@ w6 P

i Oy = (@ )W)

Tail bound for 'Ky(S)
By Assumption , the X; are sub-Guassian and max*X;*., is bounded by some constantys. Therefore,
[Vershynin, 2018 Theorem 2.6.3] gives us sub-Gaussian concentration, i.e., for any> 0:

H |
P(li ! Wil2x)) 2exp ! cat®n .

We can then get our tail bound by applying a union bound.

P(KyS)>t)=P@p Y2 % (! w)?>t)
i=1

"p 0 1
) P ! > (tp' V2% (union bound)
=1
) 2pexp ! costnp' V2% (sub-Gaussian concentration)
"5 6,4
k
Tail bound for 'K,(S)
. . . 2 2
As was the case for‘?z(S), it su“ces to examine the di'erent !0ij L? j - Fix some constantc,s > 0 and
debnelf'ﬁj =max{2! j + c5,2! j ! C5}. Two things are true. First, rewriting
Oy + Py =215 +2(75 11 )+(9; 1 Py)
makes it clear that |0 + ?; | > B implies that either 2|7 | | i | >cas/20r |9 ! 2 | > cps/ 2. Second,
i i i i i i i

Eﬁj ) cy for some constant. Thus for anyx 2 0,
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0 1

L2 52

62 YA 0 ) g 1 0[02 2 o) %) g' 1
P! ij!!'ij|>X.|-ij1+!'ij|) j +P |-ijl-' i 1>, |95 + 155 > By

~

P |9, ! Pi|>x B +P |9 + 7> K
0 1

~

P |!6ij ! !?ij | >xlc 56 + P |!?ij I i |>co5/4 + P |'O|J ! !?ij | >co5/2

o (depnition of B&; and union bound)

P (g ! H||éb1' |Jj|>X/Czs)+P |!?ij! !ij|>025/4 + P (g ! U||éb1' |.lj|>Cz5/2)
1

) Pl ! Wil > (Xc26)?)+ Pl ! | > (xce)t?) + PO“?ij Plj|>ces/4
+P Olrii Uil > (Cas! 2)1’21+ Polri,- Lyl > (Cos/ 2)1’21
(union bound)
) 4dexp(l cozxn) +5exp(! cgh)

(sub-Gaussian and sub-exponential concentration)

We can Pnish the argument the same way as we did fd?g(S).

P(Ky(S)>1)

n np

L2 % 52 2 _ _ _
) P(p Y2 % IO 1t Pi]>t) (triangle inequality)
i$S j=1
woe 0, 2
= P O ! Pi>k!p V&R (union bound)
i$Sj=1
) 4pkexp(! ((:zgtnp! 12+% + 5 pkexp(! cson) (concentration for !55)
5 6| 1
- P

Tail bound for  'K5(S)

We brst develop the following bound, which holds whenever bott0s and ? 5 are invertible.

.+ + =11 11
ITr(Bg 1 P9 = [T(Og ! Pg))]

_ 11, v2,8' 1, 'L, 12
= |Tr(! 57! g T(PsT ! g ) g

11 z 1129 11/2 11/ 2,18 ? 1 1/2y1 1 11/ 24 11/ 241 1
) ket Bk (1 GY AR (Y2 Y201 Poy LY T o L2041 LY?)

L2

0
1 1/2 1'1/2,8 2 11/2 11/2,4 11/2
) CalTr (g +1 7501 P (HA I (1 (051 (M

S

93

k:
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: | . ,
Crucially, we can show that *! '31/2(!05 I o) '31’2*2 concentrates to zero. For anyx 2 0, we have

p(*! !51/2(!63! !?S)! !81/2*2 2 X)
) p(*!f)s! !?8*2 2% !Sl*!2 1X)

) f’(*.!.és! Pgxp 2% 1 Lix 1)

) Pl ! wilap ! w2 k' 2% g1, 2%3) (triangle inequality + union bound)
i$5 35S

) P! il 2 kK g o)+ PG ! ] 2 KM gt tx) (union bound)
i$S]$S

) 4exp( czpx?n) (sub-Gaussian concentration)

112,

Henceforth we refer to*! !51/2(!55 ! !?s)! S 2 asE. We will need the following lemma.

Lemma A.4.2. Fix somea> 0. There existsb > 0 such that for all x,y 2 ¢
I Tyt bix !yl (A.11)

Proof.

X!y

Pl 1) =
x Ty Xy

1
) Skt

So one can takeb= 1/c2. O

The Bauer-Fike theorem Bauer and Fike, 1960 tells us that every eigenvalue oft tY*?s! (Y2 + E
is within *E*, of an eigenvalue of! !31/2!75! !31/2- Note that because! s is always full-rank, whenever

1 Y251 (Y2 + E s invertible, so is Og. Using Bauer-Fike, we bnd whenever?s and Og are both
invertible that

0 lt
11/29 11/2 1'1/2,4 7 11/24\1 1 1'1/24 1 1/2\1 1
trr (511 SV L2051 Pyt L) 11 (L2061 LYY

) k ! ! ! (Bauer-Fike)

D PO S IS FES =L PR PI(R Sl oY !slli)+ *E*,
— k 1 | 1
ssMyst V9 1x Exy s2(Myst 5%+ *E%,

where M ys = X ys ! 1.
Now we can get our tail bound. Fix somecs3 " (0, 1) and also someczs " (0, (1! ca3)?). We see for large

enoughn that
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0 1
P Ky>t
5 6
o + +
) p p1/2! /1Tr(|KS' !KS)|>t1 P;fak)](lsi(n! 1/2M¥S! !31/2)! 1|) 033,*E*2) Cas

+ P“Q?k’]qsi(”! s (VN !31/2)! 1| >c33)+ P(|[E*2>C34)
I

(union bound)
5 6

) P Is2(Mys! £V 1 s2(Mys! (V7| +2*E*, > cask! 1t V2%, rg%lsi(n! V2hlyst LY2) 1 1)) e, *E*y) Cag
1

" P(Fgﬁ()]( Isi (M ys! !31/2)! nY2|>can?)+ P(|E*; > cas)
I

o (both Og and g invertible on event, apply Lemma )
) PIstMyst 5791 sEMys! oV7)1> caep’ V2R
+ P(*E*2>carp' V2 ) + P(f‘;ﬁz}qsi(wml s7H 1 nY2>nY2c5)+ P(IE*; > caa)
0 . (union bound)
) PoIsiMyst s siMys! §MH)1> coep M2 %
+4exp(! czp' M "ht?) + 2exp(! czo(nY 21 ca0)?) +4exp(! cain)

(earlier concentration bounds oncen is large enough)

Oy, 1
The last three terms areo |_!k’ H , so all that remains to show is that the prst term is as well. By a
union bound

0
P I2(Mys! s75) 1 s2(Mys! §7 2> caep Y2 %
0 1

) PIstus! 71 > cap VP + P IsiMas! 570! U) > cap VPR
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Thus, letting c43 = max{| 2! ca4l, |2 + Casl}, it SU"ces to see that

5 6
P Irgall()](|5|2(nl lIZM ¥S! !Sl/ 2) I 1| > C42p! 1/ 2+ U/lt

6
=P P;fakxlsiz(n! 1/2M¥S! !51/2)! 1| >(.;42p! 1/2+%t, E.Qfak)](lsi(n! 1/2M¥S! !51/2)+1|) Cas
6
+P {2%'5(”! V2hlyst (M3 +1]>ca
5 6 5 6
) P max|si(n' Y2Mys! L)1 1> casp V%R + P omax|si(n' VM ys! LY 1> ey
g 1SIK] 6 SIK] 5

) 5} P;ﬁ()](lsi(M¥S! !51/2)! nl/2| >C45nl/2p! 1/2+WT + P [Qﬁ()](lsl(lw¥5| !Sl/2)! n1/2| > C44n1/2

) 2exp(l cas(nY2pt Y27 % 1 c47)2) + 2exp(! cag(nY 21 cg9)?)
. (Apply Equation () oncen large enough)
5 61 .

where we have applied the same technique as we did f&%,(S).

A.5 Additional theoretical results

A.5.1 Estimation error of regression coelcients

In this section, we use the Pnite sample bounds we developed in Appendix to study the regression
coe"cients from the regression of X, y on Xy, where U is some sizek subset. More concretely, we aim
to measure the quality of the observed regression coe"cientdd, uu !5!U1 as an estimate of the population
regression coe'cients! , yy! !Ul. We will use the 2-to- norm to measure our estimation error,

*0, yu !b!ul Plyou! oM = r]ﬂg&( *!6!ul!6uj TR VRS
Considering variablesj -" U, the 2-to-' norm captures the worst-casel? estimation error for the regression
coe"cients from the regression of X; on Xy. Because our analysis comes from Pnite sample bounds, it
applies even in the high-dimensional where the number of variablep and the sample sizen are comparable
in size. Along with providing a bound that holds for a specibc subset), we also provide a bound that holds
uniformly over all sizek subsets. Because it is uniform, it is informative even for a subset that is chosen by
a possibly complicated and non-deterministic CSS algorithm.

Proposition states our error control result. In Proposition , we adopt two of the assumptions
from Appendix , this time also requiring that constants be independent ofk:

Assumption 4 (Light-tailed data) . The sub-Gaussian norm (see Vershynin, 2018 DePnition 2.5.6]) of
each variable is bounded above by a constant independentmfp, and k.

Assumption 5 (Low-dimensional invertibility) . The minimum of the smallest eigenvalues of all th& , k
principal sub-matrices of! is bounded below by a positive constant independent of p, and k.
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Proposition A.5.1.  Consider observing samplex® ,...,x(" " RP from a mean-zero distribution X ( P

L, xMW(xM)% denote the sample covariance.

satisfying Assumption and Assumption , and let'® = n' !
For a sizek subsetU, let M be the sub-Gaussian norm oKy and setB = max;jsy *! yj *2. Then for any

t" (0,1),

1 6 (
P (0, o'l I i1, >t)) cipkexp cotnd/ 2 1 2
CrouTu ottty ! kVZmax(BM 2,M2,1)  ~ ,
for some constantsc;, ¢, > 0 that are independent ofn, p, k. As a consequence,
5 6 5 ., 62l
P max ¥, uBL T ot L >t ) opftikexp ! Gtn 7,
T AT S R Tk T,
wherecz > 0 is another constant independent ofn, p, k.
In Proposition , the light-tail assumption is necessary to ensure that our estimates concentrate, and
. L . . . =01 .
the invertibility assumption is necessary to ensure that the estimate®© , of ! {Jl is well-behaved. We assume
mean-zero data for simplicity. By applying identical arguments to those in Appendix , we can modify
Proposition to accommodate data with non-zero mean.
While Proposition may appear hard to parse at brst, what it tells us is quite simple: excluding log

factors, the I2-to—' regression coe"cient estimation error for a subsetU scales (up to logarithmic factors)
at worst as | k/n max(BM 2,M 2, 1), where M is the sub-Gaussian norm ofXy and B = max;su *&uj *2
is the maximum L? norm of the covariance between the variabled) and variablesj -" U. If the B and M ?
can be bounded by constants tr|1at have no dependence dqn, or p, then the estimation error scales (up to
logarithmic factors) at worst as  k/n..

A situatilon where we may reasonably believe that the estimation error scales at worst (up to logarithmic
factors) as k/n is if our data comes from thek-dimensional PCSS model { ) and we consider coe"cient
estimates for population subsetS. It is not unreasonable to imagine that the variables in S have little
dependence, as if the principal variables are highly correlated and explain redundant variation, a smaller
and less dependent principal variable set may better model the data. Hence, we can reasonably restrict to
the case where the sub-Gaussian norm of s and the maximum eigenvalue oft s are bounded by a constant
independent ofn, p, and k. One simple case where this is true is when the principal variables are exactly
independent (because of Assumptiorn ) . Henceforth, when we say bounded by a constant, we mean a
constant independent ofn, p and k. In this case, we have immediately thatM is bounded by a constant.
To deal with B, we note that by Assumption , the maximum variance of the variables in! S is bounded
above by a constant. Because of the covariance structure induced by the PCSS model, this means that
maxigs! js! 5! sj = max;gs *! !31’2! sj *2 and therefore mayss *! !51’2! sj *2 are also bounded above
by a constants. Since

LUz,

_ 2 1/ 2 11/2 _ 1/2
B =max*! g*5)* ! g *zrjr]gasx*! s !sp*2= 7 g*, T max*! sj *2,

j'$s j'$S

and *! 5*3’2 is bounded above by a constant, so iB. Hence, if the principal variables are su"ciently

non-dependent, we can reasonably imagine thallt the regression coe"cient error for the principal variable set
S (up to logarithmic factors) scales at worst as kin.
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In general, however, for a set of more correlated variabled), the sub-Gaussian norm ofXy or the
maximum eigenvalue of! y can gro;&viwith k. Still, g\ien in the most general case, it is straightforward to
use Assumption to bound M ) ¢4 kandB ) c4 k for some constantc, > 0. Hence we still bnd that
the estimation error (up to logarithmic factors) scales at worst ask?/ ~ n. In fact, Proposition tells us
that this error bound holds uniformly over all size-k subsets, so it applies even for a subset selected via a
complex and possibly non-deterministic CSS algorithm.

Sincek is typically much smaller than n and p, the estimation error is quite small in both cases, even
when the number of variablesp and sample sizen are comparable in magnitude.

A.5.2 Selecting the best subset

We identify a handful of settings where our greedy (Algorithm ) and/or swapping (Algorithm ) algo-
rithms Pnd the best subset according to the CSS objective { ). In the below, we consider performing CSS
on a covariance matrix! and suppose we are aiming to select a sizesubset. Proofs of the claims can be
found in Appendix

1. Independence : Supposing that! is a diagonal matrix, both our greedy and swapping algorithms
Pnd an optimal solution.

2. Perfect reconstruction : Suppose! is such that there exists a set ofk variables that perfectly
linearly reconstruct the remaining. Then both our greedy and swapping algorithms will bPnd such a set
of variables, and therefore bnd an optimal solution.

3. Equicorrelation : If ! is a equicorrelation matrix, then all subsets have the same objective value by
symmetry, and thus our algorithms trivially Pnd an optimal solution. Note that our covariance view
from Section greatly simplibes our analysis of this setting.

4. Block diagonal : Suppose! is a block diagonal correlation with k blocks, i.e., there arek groups of
variables. LetM; " R% 9, ... My, " RY 9 be the dilerent blocks. Supposing that each group has a
strong enough representative, i.e., there exists a row/column; in each of thej =1,...,k blocks such
that *My;; *2 > q/ 2, then our greedy algorithm will Pnd the optimal solution.

Empirically we veribed that when! j; = 0li* i1 (covariance of an AR(1) process) our greedy and swapping
algorithms are not guaranteed to bPnd the optimal solution.

A.6 L? Random variables as a Hilbert space

The results of this section are generally known but hard to Pnd covered in full generality. We give detailed
account of them as they are particularly useful for proving the results in this article. Consider a probability
space ($,F,P). Upon identifying random variables which are equal almost surely in the same equivalence
class, the random variables inL?($ , F, P) form a complete Hilbert space. Equality between random variables
denotes membership to the same equivalence class, i.e., almost sure equality. For two real-valued random
variables X, Y " L2, the inner product ;X,Y <, given by E[XY ], induces a norm*X *Z = E[X ?]. As abuse
of notation, when dealing with random vectorsZ " R¥ with entries Z; in L2, we let *Z*Z = :(=1 *Zi*2,
so*Z*2 =Tr( E[ZZ%)).
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Since weOre working in a Hilbert space, we can project random variables onto linear subspaces of our
Hilbert space. We only project onto Pnite dimensional subspaces, so we donOt concern ourselves with the
subtleties of inPnite dimensional subspaces. I6 is a subspace oH, we denote the projection ofX onto G
as Projs(X). For random vectors, Projs(Z) is the random vector with ith entry Proj 5(Z;i). We denote the
subspace spanned by the entries o as Spang), but as an abuse of notation we write Proj, (8 instead of
Projspan(z) (3. The following Lemma helps us compute projections:

Lemma A.6.1. For random vectors X " RP, Y " RY,

{E[Y X®]E[XX *]" + E :E " RY P such thatEX =0} =argmin E[*Y | B X*2].
B $Ra!' P

Theorem  provides some useful facts about these projections.

Theorem 12. Consider random vectorsX " RP, Y " RY and debneP = E[Y X”?]E[XX *]* X and R =
Y ! P. Then,

(i) P =Projy(Y),
(i) E[PR%]= 0 and E[XR%]= 0, i.e., each entry of X and P is orthogonal to each entry ofR,
(i) *Y*3 = *P*2 + *R*Z,
(iv) E[PP%]= E[YX®]E[XX *]* E[XY %] and E[RR”] = E[Y Y¥]! E[Y X®]E[XX *]* E[XY %].
The following is a useful corollary of Theorem

Corollary 9.  Considering random vectorsX " RP, Y " RY9, Y = W X + +with E[X+%] =0 if and only if
W = E[Y X®]E[XX #]* + E whereE " RY P such thatEX =0.

A.7 Proofs and derivations

A.7.1 Proof of Lemma

Minimizing E[*Y ! B X*2]= E[Tr((Y! BX)(Y! BX)%]=Tr( E[Y Y*]! 2B E[XY %]+ BE[XX %]|B %)
with respect to B is an unconstrained convex minimization problem. ThusB is a minimizer if and only if
it sets the brst derivative to 0. Using [Petersen and Pedersen2008 2.5.2] to compute the brst derivative,
we getB is a solution if and only if B E[XX »]! E[Y X%]=0.

We check that B = E[Y X%]E[XX *]* is a solution. If v " RP is in the null space of E[XX %],
then 0 = VPE[XX #]v = E[(X%V)?], so X%v = 0. Then also E[Y X%*]v = E[Y(X%V)] = 0. Then,
for our choice of v, (E[Y X®]E[XX *]*E[XX #]! E[YX%])v = 0. If v " RP is not in the null space
of E[XX %], then E[XX *]*E[XX ®]v = v, so [E[YX®E[XX ®*]*E[XX *]! E[YX®])v = 0. Thus
(E[Y X®]E[XX %]* E[XX %]! E[YX%])v=0forall v" RP, SOE[Y X®]E[XX %]* E[XX %]! E[Y X¥]=0.

For any E " RY P such that EX = 0 it is obvious that E[Y X*]E[XX »]* + E is a solution. If B
is also a solution, thenB E[XX *]! E[Y X%] = 0 and thus (E[Y X®]E[XX %]* | B)E[XX %] =0. Thus
B = E[Y X¥]E[XX *]* + E for someE " RY P such that EE[XX %] = 0. Since alsoE E[XX *]E” = 0,
we have that T((E[EX (EX)%])) = E[*EX*2]=0s0EX =0.
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A.7.2 Proof of Theorem
We prove each result in the order the are presented.

(i) Theith entry of Proj  (Y)is given by Y; ! (%%X, whereb® minimizes*Y;! %X *3 = E[(Y;! b*X)?]
over b. By Lemma , ¥ must be given by theith row of E[Y X®]E[XX *]* + E for someE " RY P
such that EX = 0. Thus, up to almost sure equality, that the ith entry of Projy (Y) is given by
Y I (ELY X®IE[XX %] )iyX .

(i) From we know that P; is Projy (Y;) and R; = Y; ! Projy (Y;). From standard properties of
projections in Hilbert spaces, we know thatP; " Span(X ) and R; is orthogonal to anything in Span(X).
thus P; and R; are orthogonal, meaning exactly thatE [P R*] = 0. Same argument applies forX .

(i) From we know that E[P;R;] = 0. Thus, since Y; = P; + R; we have*Y;*3 = E[Y;?] = E[R?] +
E[P?] = *Pi*2 + *Ri*3.

(iv) We can computeE[PP%] = E[Y X ¥]E[XX %]" E[XX ¥]E[XX %" E[XY %] = E[Y X%¥]E[XX %]* E[XY %].
SinceY = P+R and we knowE[PR%] = 0from , we immediately getE[Y Y*] = E[PP”%]+ E[RR"].
So,E[RR%] = E[Y Y%]! E[PP%]= E[Y Y¥]! E[YX%]E[XX %]* E[XY *].

A.7.3 Proof of Corollary

The reverse direction follows as ifW = E[Y X®]E[XX *]* + E, then WX = P and += R as in
the statement of Theorem . Thus by Theorem , E[X+%] = 0. For the forward direction, by the
properties of projections in Hilbert spaces, it is only possible for; to be uncorrelated with X if W jyX
equals Proj (Y;) = P;. Therefore we must haveW = E[Y X”®]E[XX %]* + E whereE " RY P such that
E X =0 by Theorem

A.7.4 Proof of Proposition and Proposition

By Lemma and Theorem ,

gnin CE[X ! B Xs*3]=Tr( E[XX *]! E[XX *JysE[XX [ E[XX *]sy).
B $Rr!

Taking X to be mean-zero, this immediately implies Proposition . To prove Proposition , let X be
uniformly random over the rows of the matrix X and evaluate the expectations on both sides.

A.7.5 Proof of Theorem

We provide a proof of Theorem . We then provide the analogous result when we allow the covariance of
X, s|Xs to be diagonal (see { )). Lastly we provide the analogous results for both these cases when we
assume that the principal variable distribution F is Gaussian.

PCSS model

Suppose we restrictF to have a probability density bounded by K <
, =(S,f, 11 s, W ,$2) wheref is the density of F. Let fi and ©© be the sample mean and sample covariance

. Our model is parameterized by
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of our data. Fix a sizek subsetS. The negative log-likelihood, scaled by in, under our model is given by

"

2 e
i=1
1" 0 (i) (i) 1o () 1
=t A+ e
i=1
1" (i 1,10 20 @l 249 (D) (i) .
== log(f (xg”)) + 5 & (p! k)log(22) + (p! k)log$®+ $ “*x;'s ! Hs! W (xg’ ! M s)*3)
i=1 i=1 ,
1™ (i), P! K ,, 1 Mo (i) (i) 2( (p! k)log(22)
=1 n f(xg’)+ 2 log$“ + @a n ((xrg)i ! (Ms)j ! Wix(xg™! Wis))” + 2 :
i=1 i=1 i=1

We know that ! %2 i”:l log(f (xg))) is bounded below by! log(K). By adding together n bump functions
are narrow enough and attain their maximum height of K at eachx() and placing any remaining mass in the
tails of f, we can bnd anf that attains this bound. Although ps = Eg[Xs] is not explicitly known, we can
absorb (us); into W jyl s for eachj, so it is an inconsequential parameter. So, without loss of generality
we setys = {is in the above. Forc > 0, the function logx + £ is minimized at x = ¢ and has minimized value
log(c) + 1. Thus we should pick (i s); and W jx to minimize = " (x"™%); 1 (i s)i ! Wix(x{ 1 jis))2.
This is a convex problem. From the brst order condition one can compute the minimizing value for{; s); is
(fu s)j, and then apply Lemma to compute that the minimizing value of W ;y is given by (O, s.s)j ¥!5; .
Plugging in these minimizing values gives

nn

((X!(i)s il (o) ! W;¥(XS) I ps))? = (9 s); ! (9, s,s)j¥!6;(!és,! S)¥j -
1

Since nok variables perfectly linearly reconstruct the remaining, we know at least one of 1P, s)ji !
(9, 5,5)j¥!5;(!55,! s)y is positive. The minimizing value of $2 is thus attained at
p! k

1 . .. N .. .. b s
$2 = (O 5)jj ! (0158)j¥POs (Osis)y =Tr( 0, g! 10, 550,05, 5)/(p! k).

j=1

Plugging in all our minimizing values, the negative log likelihood is

p! k 0 .. " ot 1 p!
'log(K) + T|09 Tr(0, g! 0,550,045, 5)/ (p! k) +

5 k (1 +log(22)).

Thus the S which minimizes the negative log-likelihood is the one which minimizes T, s! B, ss0¢ 05, s) =

(01 BysB L Bgy), completing the claim.
In the case that F is completely unrestricted, our model is parameterized by, = (S,F, i s, W , $2). Fix
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a sizek subsetS. The negative log hybrid likelihood is given by

nn

2y
1 " i i
== A axsxg)
i=1
1"” ) 1"” . .
=1 = g ! o &xsIxs)).
i=1 i=1

By [Owen, 2001, Theorem 2.1], the optimal choice ofF is that which puts weight 1/n on eachx(). For this
minimizing F, the negative log hybrid likelihood is log(n) ! % i”:l &xfi)s|xg);,). The argument is then
identical to the one above.

Diagonal conditional covariance

We show the analogous result for the when we allow the covariance &f, s|X s to be diagonal (see { )).
We will assume that every ( + 1) by (k + 1) principal sub-matrix of O is full rank.
In place of $2 > 0 we have the diagonal matrixD / 0 as a parameter. Fix a subsetS and again
decompose the likelihood:
1" i 1" 0 o) ) 1.
0 &x(');,):!ﬁ 8Xxs'5. )+ &X slXs7s )
i=1 i=1
The maximum likelihood estimate of the density f is the same as before, and bnding the remaining maxi-
mizers is similar to before:
1" S
Lo ax('sIxg)
n. :
i=1 | .
1 p! k
= |OgD” +
j=1

(«
O syt Wit ps)? v PEI00ED

i=1

a

S|

1
Djj
Following the reasoning above, we se¥V jy to minimize %2 i”:l ((xfi)S it ()t Wj¥(xg)! fis))? resulting
in a minimized value of (0, s);; ! (91 ss); ¥!6!31(!63,! s)y > 0 where the inequality and invertability of !"j!s1
come from our new assumption. Like before, this minimized value is the minimizing choice fdD j; , implying
that the minimizing D is given by Diag(®, s! ©, ss©¥5 ©Os, s). The minimized negative log-likelihood is
then given by

I log(K) + %Iog(|Diag(!f’! s! 0,558 0, Q) +

P !2 K1 +10g(22)).

So a subset minimizes the negative log-likelihood if and only if it minimizes logDiag(¥; s! ©, ss9¢ Vs, 5))).
The argument for minimizing the negative hybrid log-likelihood is then identical to the one above.
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Gaussian principal variable distribution F

Now we derive the analogous results when we require that the principal variable distributionF is a
Gaussian, soXs ( N(us,C) where C / 0. First consider the PCSS model with this restriction. Along
with the assumption that no k variables perfectly reconstruct the rest, we require that everyk by k principal
sub-matrix of ! is full rank. The model is parameterized by S, 4, C, W ,$2). Fix a subset S. The negative
log-likelihood, scaled by%, is given by

nn

g(x(i);,): [
i=1 Nz

0

=

. A . 1
&xP; )+ &xLIxYs )

S|

2 . .
Fix a sizek subsetS. We can ignore the dependence df  ~ L, 8(x!(')s|xg); ,) on ps for the same reason in

the proof of Theorem . Minimizing ! % i”:l (8(xg);,) with respect to C and ps is equivalent Pnding the

unrestricted MLE for a multivariate Gaussian. Since O is invertible by our new assumption, the minimizing
values ofC and ps are O and is. The minimizing values of W, $2 are then identical to those in the proof
of Theorem by the same computations, and the minimized value of the negative log-likelihood is

p! k o ) 11 1 p
5 log Tr(0, s! O, 5505 95, 5)/ (p! k) + 5(1""09(22))-

1 R
~log|Og]| +
> g|9s|

So the subset which minimizes the negative log-likelihood is one which minimizes 13§ s|+( p!' k) log(Tr( 19, g!
0, 505 Og, s)/(p! k). This is su"cient to prove the claim.

In the case that the principal variable distribution F is a Gaussian and the covariance oK, s | Xs
is allowed to be diagonal, we again assume that everyk(+ 1) by (k + 1) principal sub-matrix of 0 is full
rank. Then proof is identical to above. The subset which minimizes the negative log-likelihood is one which

minimizes log|! s| +log(|Diag(®, s! 9, g5 !051!05,! s)D.

A.7.6 Proof of Theorem

Throughout this proof, we denote the sorted eigenvalues of a positive semi-debnite matridA " S‘j" q
as)1(A) 2 444 2)4(A) 2 0. For amatrix M " RY K we denote its sorted topk singular values as
s1(M)2aaéd2s(M) 2 0. We also let*&*, denote the spectral norm of a matrix.

In Appendix , we identiPed a high-dimensional setting where the in-sample CSS solution (which is
exactly the MLE 8) is consistent for the population CSS solution. This is the subject of Theorem , whose
proof is the bulk of Appendix . If we can show that (1) the assumptions of Theorem are satisbed and
(2) that the population subset S is also the population CSS solution oncen is large enough, then Theorem
is immediately implied by Theorem . We recall the assumptions of Theorem below.

Assumption 1 (Light-tailed data) . The sub-Gaussian norm (see Vershynin, 2018 DebpPnition 2.5.6]) of
each variable is bounded above by a constant independentpoénd n.

Assumption 2 (Low-dimensional invertibility) . The minimum of the smallest eigenvalues of all thé&, k
principal sub-matrices of! is bounded below by a positive constant independent pfand n.
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Assumption 3 (Separation). For some * > 0, the achieved CSS objective for the population best subset

S%= argmin Tr(! ! ! yy! ! w)
U# [p],|U]=k

is well separated from the objective achieved by any other subset

min Tr(1 1 bt G a) DT L L ysnd Gul ven) =$( pY )

To show that the conditions of Theorem imply these assumptions and also imply that the population
subsetS is eventually the same as the population CSS minimize6%, we will need two linear algebra lemmas
whose results are well-knownjpriki, Pavell.

Lemma A.7.1. For any positive semi-debnite matrix A written in block matrix notation

N (0]
A A
A = 11 12
Az Ao,
we have) 1(A)) )1(A11)+ ) 1(A2).
P QG
Proof. We recall the proof from joriki. Let v be a unit vector. We can writev = v; v, asv =
P QG P
*Vi* v/ *vi* 0+ *vo*o 0 vo/*vo*, . Thus we have written v as c;u, + cpu, where up, Uy, and
P
c= ¢,c " R?are all unit vectors. Debning the matrix
N O

uIAllul UIA12U2

U-Zr A11Uq U-Zr Aus.
it is the case that vI Av = c¢' B ¢ by construction. Therefore,

vIAv=c"Bc
) )1(B)
) Tr(B)
= U] Aq1Us + US AUy
) Ji(A1)+ ) 1(A2)

Because the inequality holds for all unit vectorsv, it must be the case that) 1(A)) )1(A11)+)1(A22) as
desired. O

Lemma A.7.2. For any positive debnite matrix A " S<, ¥ written in block matrix notation

N O
_ Aun Ap
Ao Ao,

the minimum eigenvalue of the Schur compelmenfi,, ! Ao A !MlA 12 IS at least as large as the minimum
eigenvalue ofA.
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Proof. We recall the proof from Pavel.

N O N ON ON ., O
A1 A _ Ik, 0 An 0 I, ArAp
Ax A AnAill T, 0 Axp! ApAifAn O L,
Let RN O S
o X ok, 11 _
V= R .X+A11A12y—0
y
P
Note thatif z= xT yT "V, then
N . ONO NO
I, AlfAL x 0
0 |, y vy

S0
ZTAz=y (Axn! AnAiltAL)y

Also *z*3 2 * y*2. This is su'cient to imply that

T T T 1
z2' Az . z' Az . Ax! AxiA A
mn =—=) min = min YAz T21 1 A1)y
z$Rk z=0 Z'Z z$V ,z=0 7'z y$Rk2=0 yly

which establishes the claim

Now we catalogue what the conditions of Theorem tell us:

105

(A.12)

1. Because all the sub-gaussian norm of each variable is bounded above by a constant, there must be

some constantC > 0 such that all the entries of! have absolute value bounded above b{.

2. There are constantsm > 0 andv > 0 such that ) (! s) >m and $2 2 v.

3. There are constantsl > 0 and ¢y,...,c > 0 such that, if N; is the number of entries of W y; whose
absolute value is strictly less thani, then eventually N; 2 ¢ p¥2*% As a consequence, there is some

constant ¢ > 0 such that eventually minjgp N; 2 cpt/ 2%

Of course, all these constants are independent af and p. With this information in hand, we can show

both that the assumptions hold and that S will eventually be the same asS%.

Sub-Gaussianity : Assumption is itself assumed in the satement of Theorem .

Low-dimensional invertibility . Consider any sizek subsetU that is entirely disjoint from S. We can
write the joint covariance of all the variables in U and S in block matrix form as
N 0]
| spu = I's ll! su
Pus !us! g™t su+ $2l«
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One can conbrm by direct computation that

R Pgt+8 20 gM gyl ys! g7 182 gM gy
-2y |$' 2! us! !Sl $! 2|k
We can bound*! sy! ys*2) Tr(! su! us)) k?C?. Then, applying Lemma , we have

L1 L1, @2 11 L1 |
)1t s2u)) Jalt s+ 82 M syl us! M)+ ) (8 %1k)
ok ll, g2 01 |1 |
=*lgh+ 8 g us! g2+ $' 7
)* gt $ 2 TR gyl ysTa+ $' 2

) m! 1+ V! 1m! 2k2c2+ V! 1.

su!

As a consequence, we have that
Yk(! s2u) 2 (m! Lo v Im' 2k2c2 + 1)1 150

Now if we consider any sizek subset, the matrix ! y is a principal sub-matrix of ! s,y for some choice of
sizek subsetU. Therefore by CauchyOs eigenvalue interlacing theoreBhatia [1997,

)k(' L‘J) 2 (m! l+ V! lm! 2k2C2+ V! l)! 1 > 0.
and we have established that Assumption holds.

Separation : Now we establish both that Assumption holds and that S& and S are eventually the same.
Recall that X4 = W X s+ +for &" S, where for ease of notation, we index the! k rows of W by elements
of I S. Fix any sizek subsetU that is not equal to S, so that there is somei " S that is not in U. To
establish Assumption and that S and S* are eventually equal, it will su"ce to argue the following

¥ If &"S3 U then

P! M o)t (D! Das! sMosw) 20,

(" pe!
¥If &"S3 U andW 4 2 1, then

(1 ! !

sl UM us) ! (! Das! sM sw) 2/

where/ > 0 is some constant.
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To see why this is su"cient, note that

H 1 I H 1 I
Tr(! !,,!¥U!U!U¥) ! TI’(! ! !¥s!'s!5¥)
2 Gt ool UM o) (! ! oas! 5T osw)
#$S2 U,W !i"3 w
11 1 U
+ ! Vs G us) !t (s D oas! 5! sw)
$S2U,W i <w
! Coad V! M ous) !l (st ! oas! S osn)
#$S2U
2 /(N;j! k)! 4kC
2/ mnN;! /k! 4kC
i$[k]
2 /cpzt™® [k | 4kC
where the last inequality holds for large enoughn and we have also bounded
Tr(L ! D au! o ous) D TR ! ! os! 6T s#)E) 2ITr(! w)|) 4kC.

#S2U #$S2U

This bound has no dependence o, and therefore it holds that for large enoughn that

min Tr(! L1y DU gy) D Tr( 11yl KM gy) 2 Jep Tl [k 1 4kC
Sincep is growing by assumption, this is su'cient to imply both Assumption  and that S is the eventually
the same as the population CSS minimizelS&.

We devote the rest of the proof to showing the claim. LetL be the Cholesky decomposition of s, so
I = LTL. If we write the population covariance in block matrix form with the subset S as the brst block
and the remaining variables as the second block, then it is straightforward to check it admits the following
Cholesky decomposition N o N o

LT L™w’™ LT LTw’T

0 $I p! k 0 $I p! k
Let v1,...,Vp " RP be the columns of this Cholesky decomposition. For a subsék + [p], denote the span of
{v; :j " T} as Span(l), the projection of x " RP onto the span as Proj; (x), and the component ofx that
is orthogonal to this subspace aRt(x) = x ! Proj;(x). By construction, the columns satisfy vl v; = ! .
Also they satisfy for &-" S that "
Vg = Nyt W #Vi = Ny + Wy (A.13)
i$s

where

1. the ng are orthogonal to each other and the subspace Spa8},

2. the ng all have norm *ng*3 = $2,

2
3. the vy = iss Wy are in Span(S).
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It is also easy to conbrm that, for a subsefT + [p], the norm *R+ (v;)*3 is exactly the Schur complement

. . 1
R RS

tells us that

Tj - As a consequence, recalling the universal lower bouneh > 0 for ) (! s), Lemma

*Rsij (v)*32 )k(! s) 2 m,

whereS! j is the subsetS with j removed.

Now Px a size-k subsetJ that is not equal to S. There must be at least somei " S that is not in U.
Considering &-" S 3 U, our goal is to lower bound the dilerence between

1 — H "
Iy !#U!U I ug = min *vg! J'VJ'*%,
$$ Rk .
j$u
where for notational simplicity we index the entries of" by the j " U, and! 4! ! us! !Sl! s# = $2. We can
rewrite the objective

*V#! "jVj*g
isu " "
_ . " "o 2 2 2 n2
= *wyl Vil B+ 8+ $ j
isuas _jsuls _jsuis ) }
— M . n M . " 2 . n . 2 2 2
= *Projy,s(¥) ! j Projuas(¥) ! jVi*3 + *Ruas(¥) ! jRuas(¥)* 2+ $°+ $

jsU\S jsu4s j$U\S jsuU\S

We see immediately that! 4! ! u! !Ull ux 2 $2. No matter what values of "j we pick forj " U\ S, the
quantity "
Projyss(¥) ! " Projyas(¥)
jsu\S
will always been in Spang), so we will always set"; for j " U\ S to make the left-most term equal to zero.
Thus, letting g= |U 8 S| we are left with

11 _ H . " . 2 2 n?2 2
R L U I yg = argmin *Ru4s(’9‘#) ! jRU4S(Vj)*2 + 3 i +3$
$$Ra isu\s iSU\S

The right hand side is a ridge regression problem with a unique solutiort & that has a closed form. Let we
let A" RP" 9 be the matrix whose columns are given by the vectorRy,s(¥%). Because

*Ruas(¥)*3)* w*3)* vi*3) C (A.14)

We know that the trace and therefore largest eigenvalue oA T A is at most kC. This implies the largest
singular value of A is at most k¥ 2C%¥2, Let U " RP" P pe the orthogonal matrix with columns u;, whose
brst g columns are the topq left singular vectors of A, [Hastie et al., 2009 Equation 3.47] implies for the

n?2
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optimal " & that

n nq 5 S(A)Z 62 ||p
“Ruas(¥) ! "#Ruas(¥)*3 = 1! m (U Ruas(¥))® + (U Ruas(¥))?
jsu\s i=1 ! i=q+l
Bnp
kC
2 kC + $2 (Ul Ryas(¥))?
i=1
5 6,
kC
= 1! m *RU4S(V#)*§

Now we just need to lower bound*Ry4s(¥)*3. Recall thati " S but i -" U. Then we can decompose

Ruas(¥) = Ruas(  Wyv;)
i$s

W 4 Ruas(vj)
i$s\u

W 4iRsi i (Rusas(vi)) + W 4Projg, {(Ruas(vi)) + W 4 Ruas(v)
i$S\Uj =i

The brst vector is orthogonal to Span§! i), whereas the remaining vectors in the expression live in Spa!
i). Because Spanly 8 S) + Span(S! i), we also have thatRs; (Russ(Vvi)) = Rsi i(vi), and therefore that

*Ruas(¥)*3 2* W 4Rsi i (Ruas(Vi))*3
2* W 4Rsi i (Vi)*3
2 W2im

where we have recalled from above thatRs, i (vi)*3 2 m. If &is such that [Ws| 2 1, then putting everything
together gives that

5 6,

kC
lus! M sw)2 11

R 2
kC+ 82 1“m> 0.

(1 ! !

PETRET ER (P

A.7.7 Proof of Theorem

The reverse direction is obvious. We show the forward direction. For simplicity weOll assumé is mean
zero. For the general case apply the same argument t§ ! p. SinceZ " RX has covariancel y, if Z = B X
then B " RK"P must be rank k. Plugging Z = B X into our factor model equation, we get that X =
WB X + + where +is uncorrelated with B X . By Corollary ,W =! x gx! 53 =! B*(B! B¥)' 1. Our
expressionX = WB X + +follows the debnition of regression component decomposition given isSghenemann
and Steiger, 1976. Referencing Bchenemann and Steigerl976 Equation 2.6] and the discussion following
it, the covariance D of +has rank exactlyp! k. SinceD is diagonal, this means exactlyk of its entries are
0. Let S + [p] be the subset of indices such if " S then Dj =0 and thus 4 = 0. Then Xs = W syB X.
It clear that since +is uncorrelated with B X, it must also be uncorrelated with Xs. Since Xs and B X
have full rank covariances,W sy must be full rank and thus invertible, and we can write BX = W !SQXS.
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Plugging this into our original factor model we have X; s = W Xs + +whereW = W, syW 5 and Xs is
uncorrelated with +

A.7.8 Proof of Lemma

By Lemma the residual R(Y,Z) is given by Y ! ! yz! 3 Z. By standard properties of projections
in Pnite dimensional Hilbert spaces,R(X,X s) = R(R(X, X y),R(Xi, Xy)). We can therefore compute,

R(XX s) = © R(R(XX u).R(XiX0u))
=1 Roox o) T L ROOCDROGX D! R X))t ROGX0)RGX U)
- RO U)! ( R(XX U))¥i(! R(XX U))i¥/(! R(X,X U))ii él(! R(XX y))i >0-
Where the second equality follows from Theorem . Also using Theorem we can compute that
(I R(X,X U))¥i =1 ¥i! ! ¥T! -|+-| Ti-

A.7.9 Proof of Lemma

Supposex® , ... x{M " RP are drawn from a distribution satisfying () for a sizek subsetS, k < p,
and population mean p.
First we show that the quantiles of T(S) from () are bounded by those of { ). We will perform our

analysis conditional onx(sl) e ,x(sn) (hence, the independence betweeX s and +is crucial). Let X ¢ " R"" ¥

and X ; s " R" (P! K) pe the matrices with rowsx{’ and x{'%. Depninge® = (x{', 1 p s)! W (x{ 1 ps)
and &) = (x\'L1 gy s)! O, 5 !Og(xg)! fis), let the matrices E, B " R"" (P! k) have rowse(") and &). Note
that ) are the unique factors+ for the ith sample. Having conditioned on thexg), we are exactly in the
setting of bxed-X Ordinary Least Squares (OLS). In particular, we are running a multi-response regression
of X | s on X s where the responses are independent. Th® are the residuals from OLS, whileE are the
residuals one would get from using the population regression coe"cients. With this in mind, letH " R"" "
be the orthogonal projection matrix onto the span of the columns ofX s and 1 " R", a n-dimensional vector
of ones. By construction,H has rankr ) k+ 1. Therefore,

.+
0,51 0,55050g, 5 =

. . .. 1 % .
n

1,
=Hx(°s(|n! H)X s

1 9 % % % % % %
= ~(Xs! IUEW * + 1ufs + E)P(1n ! H)(X s! 1p€)W * + 1p°s + E)

1
= —E”®(n! H)E.
CE%(1n ! H)
Let N " R"™ (P K gnd M " R 1" (P K) phe random matrices with i.i.d N (0, 1) entries andR " R"" "
be a rotation such that R*(1 , ! H )R is diagonal matrix with 1 on the brst n! r diagonal entries and 0
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otherwise. Then we can compute

IDiag(E*(1n! H )E)I( _ |Diag(D' Y2E%(1,! H)ED' 1’2)|(

nlog

[E%(I.! H)El  ~ ID'YZE%(1,! H)ED'YY
Diag(N *(I, ! H)N
% piog 1DBON (1! HIN
IN(In! H)N|
; %R % |
% piog IDBGN “R™(1, ! HIRN )
INR%(In ! H)RN |
; %
2 piog 11RO M)
IM M | 5
3 nlog 1DBIWo k(Ip k.t 1)

,|VVp!k(|m kyné Nl

p! k %11

n log 1+

0,
j=2 @!r!j+l

lla

where Wy, «(Ip k,n! r)is a Wishart distribution and {9¢},{%g} are mutually independent chi-squared
random variables with degrees of freedom specibed by their subscript. The Pnal equality in distribution
follows from the Bartlett decomposition of Wisharts [Anderson et al, 1958 Corollary 7.2.1]. For clarity, we
specify that the bnal distribution is a point mass at zero whenk = p! 1.
RecrlsllLthatothese %quaiities in distribution are conditional. Sincer ) k+1, itd's clear Ehat ttl1e quantiles
p!

ofn [, log 1+ —*1 are always at least as large as those af J-p!zzk log 1+ —** . Since the
Y n#k# | ’ 1

conditional quantiles of T(S) are always bounded above by the quantiles oh 2 jp!zzk log 1+ # , the
marginal quantiles must be as well.

2Now weg, can e;alsilyl establish the Pnal claim. Recall thatQnpk (1! !) is the (1! !)-quantile of
n J-plzzk log 1+ —#1 . SinceTy) T(S),

'n# k#j

P(Tk >Qnpk (11 1)) P(T(S)>Qunpx (1! 1))) L

A.7.10 Proof of Lemma

First, some preliminaries. DePne the function vec§ that maps a symmetric matrix M " RY" 9 to a vector
RA(*D) /2 that contains all itOs unique entries. Ifm = vec(M ), then we will index m by m; fori) j
so that mj = Mj; . The inverse map is denoted vec'(§. We will use the stochastic calculus notation of

[Vaart, 1998 Chapter 2] and also freely refer to results from this chapter.

m

Suppose we observe® , ... x(" drawn from a distribution that satisPes () for some sizek subsetS
wherek <p ! 1. In the case thatk = p! 1, T(S) is a point mass at zero and the result is obvious. Recall
E and H from the proof of Lemma and consider the functiong(M) = log( |Diag(M)|) ! log(IM ).
Computations in the proof of Lemma imply that T(S)= ng(E"(I,! H)E/n), and it thus su"ces to

show that ng(E" (I, ! H)E/n)! °/<fp! K)(p! ki 1y/2- Ve will show this result in steps.

Step One - CLT for vec( ETE/n ): Leta=vec(E"E/n)and a" RPP D/2 pe only the entries ofa
that correspond to the non-diagonal entries ofE " E/n. We index aasa; , i <j . The standard multivariate
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#_ " . - .
CLT tells us that ~ na! N(0,V)whereV " RP(P' D/2"p(p! /2 s sychthat Vs = DDy ifi=sj=t
and O otherwise. Furthermore, by the weak law of large numbersy; ! D = op(1).

Step Two - Controlling vec( ETHE/n ): We want to control E"HE /n, the dilerence betweenE " E /n
and E" (I, ! H)E/n. Particularly we want to show that (ETHE /n); = oy(n' ¥2), i) j. To do so it
su"ces to show that *E THE *2 = Op(1). Noting that H is the sum of the outer product of at mostk + 1
unit vectors, it suces to show that *E vaE*2 = *E Ty = Op(1) for an arbitrary sequence of unit
vectorsv " R". To show th|s it su"ces to show that i 1 e;')v. =(ETv)s= Op(1) forall1) &) p. But

Var(" [, ef#')v.) =Duw [, V2P=DmandE[ ef&')v.] =0, so this must be the case by Chebyshev.

Step Three - CLT for vec( ET(I,! H)E/n ): Letay =vec(E'(I,! H)E/n)and &y " RP(P' D/2
be only the entries ofa that correspond to the non-diagonal entries ofE " (I , ! H )E/n. Step Two implies
that #ﬁ(a! aq) = 0p(1), so#ﬁaH I N(0,V) by SlutskyOs lemma and Step One, whef¢ is as in Step
One. Furthermore, sincea; ! (aq)i = 0p(1), we also have @y )i ! Dji = 0p(1) by SlutskyOs.

Step Four - Delta Method for g(E"(I,! H)E/n): Debne the functionf : RAD/2 & R by
f (m) = g(vec (m)). We will consider the domain of f to be the open set ofm such that ve¢ (m) is a
positive debnite matrix. On this domain f is C( . We will take a second order Taylor expansion of the
function f around and " R(P' KI(P' k+1) /2 gych that ved 1(d) = D. Note then dj =0 for i <j . We can

compute the brst and second order partial derivatives of using [Petersen and Pedersen2008 Section 2]:

)
3f(m) _ ! 2(vec Y(m));? i =
Smj  Fmll ved Y(m)it i=j,

)
, g 2((vec Y(m))*(vec }(m));* + (vec' }(m))j *(ved Y(m))' L) i=js =t
3“f ! I | i
?ﬂnijg:]n)st = §2(vec' 1(m))is*(vec H(m));* i=js=t
((vec' 2(m))igH2 ! mj ?li=s i=js=t

By repeated application of [Petersen and Pedersen2008 9.1.2], itOs clear thaf 2 0 on its domain. Further

f (d) = 0. In line with this, all the brst order partial derivatives of f are zero atd. Many of the second order
partial derivatives are also zero. TaylorOs theorem gives the following expansion fofaround d:

f(my=  D;'Dj'm;
i<j

' 3f3(d+ t(m! d))

+ Ciijrizj2iajs . . .

3ml1] 13ml2123ml313

(Miyj, b odig ) (Migy, b odigj, )(Migj, ! odigsy).
i1, j1id2, J2iis, js
for somet " [0, 1] and constantsci,j,i,j,i;j, - It iS then clear that

ng(E"(I,! HYE/n)=nf(vecET(I! H)E/n))= D;'Dj 1( n(an )ij )2+ op(2),

i<j
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and by continuous mapping theoremng(E " (I, ! H)E/n)! O/‘fp! K)(p! kI 1)/ 2"

A.7.11 Proof of Lemma

The case thatk = p! 1 is obvious, so we considek <p ! 1 without loss of generality.
First we will argue that the Qupx (1! !), the (1! !)-quantile of (), converges toQpk (1! !), the
(1! !)-quantile of & %, i ki 1y/2 distribution as the number of samplesn tends to inPnty. Consider

observing x® , ..., x(™ samples drawn from a distribution that satisPes { ) for a sizek subsetS, and
suppose the principal variable distribution F admits a density. Following the proof of Lemma , we
see that T(S) will have distribution exactly () since O will be full-rank with probability one. But
Lemma tells us that T(S) ! 9%, ) p ki 1y/2- This implies that Qnpx (1! !) tends to Qpk (1! !) as
n& O.

Now, by SlutskyOs and Lemma we know that T(S)! Qnpx (1! !)! "/fp! K)(p! k! l),2! Qpi (1! ).
Since 0 is a continuity point of %, i k1 12! Qok (1! !) we have that
limsupP(Tk! Qnpx (! 1)>0)) limsupP(T(S)! Qnpk (1! ') > 0)
n*( n*(
= P(O/%p! K kl 72! Qpk (!l 1)>0)

A.7.12 Proof of Theorem

First we show the asymptotic result. Consider a samplexd , ..., x(™ from a distribution P and suppose
that k& is the smallestk for which P belongs to the subset factor model { ). Note that every distribution
belongs to the ! 1)-dimensional factor model sok& ) k + 1. Recall that R is the smallestk for which
Tk ) Qnpk (1! !). Then, using Lemma ,

limsupP(R>k&) ) limsupP (T > Qnpke(l! 1)) !
n*( n*(

Now, for the Pnite sample result. Letk® be the smallestk for which P satispes the model { ) for some
sizek subsetS, and take R as before. It is now possible thatk® = p, but P(R > k) = 0 if so. Thus, without
loss of generality, we can suppose thak® < p. Then, from lemma

P(R>K®) P(Tew>Quprs(d! 1)) L.

A.7.13 Proof of Lemma

First we show that a distribution P satisbes { ) with a size-k set S if and only if, for the population

covariance! ,! ys! ! gs! g! s s is diagonal and positive debnite. First we show the forward direction.
We know that X, s! s = W (Xs! Ws)+ +where Cov(Xs,¥ = 0. Then Corollary tells us that
Xis! lis="!1ss! §(Xs! Hs)+ + Viathis, we can compute that! s = ! , ss! g! s1 s+ D where
D/ O0so! g! ' gs! g! s s is diagonal and positive debnite. For the reverse direction Corollary tells
usthat X; s! s ="!ss! ;(XS ! Us)+ +where Cov(Xs,H = 0. A simple computation shows that +

must have diagonal, positive dePnite covariance and thus the distribution satisbes ( ) with a size-k setS .
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Now, considern > p samplesx® ..., x(™ " RP drawn from a distribution P that satisbes ( ) for
some sizek set S and suppose thatP has population covariance! such that! s/ 0. Then it must be the
case that! / 0. Thus, for every sizek subsetU, |l y y! ! yu! 5! uiul>0. Since® converges almost

surelyto! asn &' , we have that, for every sizek subsetU,

. . .+
|D|ag(!0! U ! _IO! u,u !OU!OU’1 U)l

lo ~ " e (A.15)
Oy ! O, yuOyPy, ul
converges almost surely to 6
. |
lo IDiag(! 1 u! ! iuu! gt our o)l (A.16)
g Pyoo! Uyou! LY uul '
H H , U )t

As a consequence ofFetersen and Pederse2008 9.1.2], ( )iszeroifandonlyif! y y! !y yu! !Ull Ul u

is diagonal and otherwise it is strictly greater than zero. Thus, By the discussion above, it is zero wheR
satisbes { ) with U, and otherwise it is strictly greater than zero. Since® minimizes T(U) it must also
minimize ( ). And since ( ) converges almost surely to { ), eventually © will be one of the U for
which ( ) is zero, meaningP will eventually satisfy () with S.

A.7.14 Proof of Lemma

We adopt the notation from the proof of lemma . Similarly we perform our analysis conditional on
the x(), Recall that

ot 1 .
B, 51 0, 5005, g = SE%(In! HE.

Since we have assumed thaF has a density, we know that rankH ) = k+1. We can then similarly compute

1} T (

(T(E"(In! H)E) (p! k)P K
[ET(.! H)E]|

(Tr($' LET (1, ! H)ES' Y/ (p! k)P K
I$' 1ET(I1n! H)ES' 1

> (T Wy (T o0t kL 1)/ (p! k)P ¥

?(S) = nlog

= nlog

lla

nlo
g#. Wor k(Tpr k,n k! 1) 0%
" 2o (kB 7 o
:nlog$ p! k)(p! k! 1)/2 j=1 7Rkt $ 0/&! k!J.&&

p! k =1
whereWp, «(Ipi k,n! r)is a Wishart distribution, {%},{%;} are mutually independent chi-squared random
variables with degrees of freedom specibed by their subscript, and again the Pnal equality in distribution
follows from the Bartlett decomposition of Wisharts [Anderson et al,, 1958 Corollary 7.2.1]. Although these
equalities in distribution are conditional, since the bnal distribution does not depend on thex(!, it also
holds marginally. Note that the distribution is a point mass at zero whenk = p! 1.
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Now we can easily establish the bPnal claim. Recall tha@n,p,k (1! )isthe (1! !)-quantile of
#e 2 (pikp # e %%

p! k
$ Ko 0k vzt o1 Bk $ % &8

nlog
p! k j=1

Since'f?k) 1?(3),
P(Fc> Gnpk (1! 1)) P(R(S)> Brpi (1! 1)) L.

A.7.15 Proof of Proposition

Let k& be the smallestk for which P satisbes the model { ) for some sizek subsetS, and recall that
R is the smallestk for which ) @n,p,k (L! 1). It is possible that k& = p, but then P(F? > k) =0 if so.
Thus, without loss of generality, we can suppose thak® < p. Then, from lemma ,

P(R>Kk®) P(fee> Gupin(d! 1)) L.

A.7.16 Proof of Lemma

First we claim that a distribution P satisbes { ) with a size-k set S if and only if, for the population
covariance! , ! yg! 1 ggl! g! s, s is isotropic, i.e., equal to 1l ,  for somel > 0. The argument is
identical to that in the proof of Lemma

Now, considern > p samplesx® ... x(™ " RP drawn from a distribution P that satisbes ( ) for
some sizek subsetS. Further suppose that, at the population level no set ofk variables perfectly linearly
reconstruct the rest. This implies that Tr(! y g ! ! yu! D! u.1 u) is never zero for any sizek subsetU.
Then, since® converges almost surely td asn &' , we can guarantee that

(Tr(O y ! B, yy !dalbu,! u) (p! k)P k

log . . e (A.17)
O u! 0O, yuOyPy, ul
converges almost surely to
5 6
log (Mo Yoot O u) (pt k)R (A.18)
Mol Pogu! O ool .
We claim that ( Yiszeroifandonlyif! , y! I yu! 5! u,t u is of the form 1l , . To see this note
that ( ) is (resp. strictly) larger than zero if and only if
Tt Paouu! G uru) (P! K) (A.19)
ol Dogu! G o gV eR '

is (resp. strictly) larger than one. But ( ) is always larger than or equal to one because it is the ratio of
the arithmetic mean to the geometric mean of the eigenvalues of  y ! !y yu! {}! u1 u. Equality is only
attained when all the eigenvalues are equal, i.e., wheh, y! ! | yu! 5! u, u is of the form 1l ,, ., which
completes the claim.

By the discussion above, this quantity will be zero whenP satisbes { ) with U, and otherwise it will be
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strictly greater than zero. Since 8 minimizes (U), eventually it will be one of the U for which this quantity
is zero, and thus eventuallyP will satisfy () with 8.

A.7.17 Correctness of subset search algorithms

We provide computations which justify the correctness algorithms in Section as well as Appendix

Minimizing T(§: [Petersen and Pedersen2008 9.1.2] and Lemma jointly tell us that log |! y+i| =
log Oy +10g((Orxx ,))ii)- Using Lemma , we can compute

log|©y+ | + Tr(log(Diag( !GR(X#(UH),XUH))»
=log Oy +10g(( Orxx ,))i) + Tr(log(Diag(( Orxx v, ) +i)))
=log Oy ]| +10g(( Cr(xx y))i)
+Tr(log(Diag(( Or(xx o) (-'C?|R(x,x ) (Orexx o))iv (Orxx o)) 8 (6 x4y >0t (U+)

=log Oy +10g(( Orxx )i )+ 10g((Prexx o))i ! Orxx 0)i I (Orxx u))i &6 x4y >0)
U+

which is su"cient to imply that the i -" U we select minimizes the objective over subsetd + i.

Minimizing  7(§: Following similar reasoning to above, we can compute

log|! u+il+(p! K)og(Tr(! r(x, . iy xu.n)) (P K)
=log ' yl+1log((! rexx v))i) (P! K)Og(Tr(! rxx v.))) ! (P! K)log(p! K)
=log ' yl+1log((! rexx v))ii)
+(p! K og(Tr(! rixx o) ! (M Rexx )i (U roxx 0))ivl (U rexx o))t @ gix a0 b (PY K)log(p! k)
=log |! ul +10g((! rexx ¢))i)+ (P! KIOGT(! rexx o) '™ (M Rexx o)) *3 (1 Rexx )i 0 x> 0)
I (p! K)log(p! k)

which is su"cient to imply that the i -" U we select minimizes the objective over subsets + i.

McCabeOs brst criterion:  If there exists ak by k principal sub-matrix of ! that is full rank then minimiz-
ing|!  s!!igss! g! s s| is equivalent to maximizing |! s|. Consider having a currently selected subset
U. We know from above that |! y+i| = |' ula(! rexu))i- This is su"cient to imply that the i -" U we
select minimizes the objective over subsett) + i.

McCabeOs second criterion:  Consider having currently selected a subsetU. For i -" U let " =
(! R(xx v))¥i- Then from Lemma :

i 9%

(! Rexx w2 ) =T Rexx vy ! —— @lgi>0)
I

=Tr( ! rexx o)) !

w2
12 41
I
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which is su"cient to imply that the i -" U we select minimizes the objective over subsets + i.

McCabeOs third criterion: Consider having currently selected a subset). Fori -"Ulet" = (! gxx ,))¥i-
Then from Lemma :

W %

1 RMX ue) B = *L Rixx v) | = @lg > 0*F
I
wn 0p o w9
=Tr((!' rexx o) ! @507 Rexx ) ! —— @l$>0))
N ' o '
xxd 2% b )"
= *! R(X,X U)*|2: + I'22 ' "(i . U) a|$‘>0
I
which is su'cient to imply that the i -" U we select minimizes the objective over subsets + i.
McCabeOs fourth criterion: McCabeOs fourth criterion suggests Pnding a subset that maximizes

Tr(! ! sis! (g 1ss)

We brieRy justify that our generalized objective has the same interpretation. Fix a subsetS. It is well
known that Tr(! §! s1s! ['g! 1 ss) is the sum of the squared canonical correlations wheh / 0 [McCabe,
1984. When ! is singular, suppose that the ranks offt s and! |, s arer; and r; respectively. Then let Q;
and Q; be rotations so that the lastk! r; and p! k! r; entries of Q1 Xs and Q2X, s are zero. LetY; " R™
and Y, " R"2 be the brstr, and r, entries of X5 and X, 5. By the debnition of canonical correlations, the
sum of the squared canonical correlations betwee s and X, s and Y; and Y, are the same, and it is easy
to verify that Tr( ! (M v, v,! 4 vav,) isequal to Tr(! &1 sis! (! 1 ss).

Now, we compute that

Tr(! &' sis! Tgl 1ss)=Tr( (! s! ! rixsxag))) =rank( ! s) ! Tr(! §! rRxsXus))

Consider having currently selected a subset). Take a bxedi -" U and let V = U + i. Take j,h to be
as described in the presentation of the modibed algorithm.!  will have rank larger than ! by one if
feature i cannot be exactly reconstructed by the features inU and the same rank as! | otherwise. So,

rank(! v) =rank(! y)+ I R (X gy X o)) >0 Taking = =1 y ! !y, y! !*V! 1 v,i, we know from Lemma
that
wae0p
PROGCev) T RO 0 T iz Algiso
I
From this, debning" = ™y, and recalling that "j = *j, we have
un 0p
! R(X\/,X#v): ! R(vax#u)+ n]_ a|$j>0
Sincei "! U, the jth row and column of ! g(x, x,,) are zeros. Putting everything together

rank(! v)! Tr(! 3! Rexy X sv))

WOy +ou
_ DN A
=rank(! u)+ 1o e, gm0t THCE V)it Rexu Xyup) ! - alg;>o
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which is su"cient to imply that the i -" U we select minimizes the objective over subsets + i.

| +

Now we consider the case wheré / 0. First, ! § = ! ! so our objective simpliPes to minimizing

Tr(! s* Rxs.x4s))- INnthissetting, [Khan, 2009 tellsusthat! | & = (! {)nen! (Crudinn (0w v/ (01 udnne
|

Consider" from before. Since! / 0,"j > 0, S0! r(xy x4v) = ! R(Xy Xs0,) + " %" j. Also from [Khan,

2009, letting ! = ! Mo, v =gt bt weknow that (0 ) = ot B, 0y gy =
and (! {,1 ii =1/*. Again, recalling that the jth row and column of ! g(x, x,,) are zeros because"! U
we can compute

T LM Rexy ) ST BRI 01 pixy iy oy + "0 001 )1 e ) L L% e g ey
nT [T | T 2 1 %) | ZI%" R
— ! rjiru ( [) PV R(Xu Xgu) T 2D i b
=T UM Ry Xa0) F e el
J J
which is su”cient to imply that the i -" U we select minimizes the objective over subsetd + i.

A.7.18 Proof of Proposition

Fixing a sizek subsetU and some variablei -" U we show bnite sampleL? norm concentration for the
coe"cients O, !0:J from the regression ofX; on Xy. The rest of the result then follows trivially from a
union bound. We will use the same notation as in Appendix  and refer to results from there as well. The
one dilerence is that the ¢ represent positive constants that are independent of, p, and alsok.

First we re-conbgure

NIRRT SR iy TR Y I L SRR TR
VR IYRPS VPR N B TP
)* Ouit 1Byt Gra+ ¥ ui** 00 1 OFa O iRl Gk,
)* Ouit ! Ui*Z*!OG! Po*e+ B*!OIJ! P il TR VTR

where in the last line we have used Assumption to bound *! [',*2 = *I ’Ul*z and bounded*! yj*, by
B =maxjg u*! uj*2. Fixing t" (0,1), it su"ces to get tail bounds for two things:

Tail bound for *©O;; | 1 y*, : Because of Assumption we can apply our sub-exponential concen-
tration result ( ) and get a tail bound for 0., 1 1y *s.
POy ! Liv*2>t)= P( (051 1)*>t?)
. isu
) PP, ! 1 yl>tk Y?) (union bound)
j$u
) kexp(! ¢, min(t/k Y2, t2/k )n) (sub-exponential concentration)
I ct?
) kexp Cf( d (t< 1)

Tail bound for *!6:, (I [j*g . To get concentration for *!da Il 5*2 we note that, on the event that
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At . . . -
0, is invertible, we can use Assumption to see that

NI

w11 |
— %10 I 1y
¥ =011,

2 U

V12, U231 12 11/2
—_ % *
'u (! U 0,71 u ! I k)! U

- ]

*

11 25t 1 12
)*!U*z*!U !OU!U Pl g*s

v2a' 1 12
) c*!l IOU!U Il g*s

= C3jng:[:}<>]<|s; 2(n' Y2x gyt ,Y )1 1

We recall the concentration result Mershynin, 2018 Theorem 4.6.1]. LetM be the sub-Gaussian norm of
Xy. Then forany x 2 0

P(max s (X yu! Y2
(j$[k]||( ¥U: y

) | n1/2| >cM 2(k1/2 + X)) ) 2exp(! XZ),
which means more generally for anyk that
P (max|si(X w! YA Y25 %)) 2exp (X (cM?) ! kY2)?),

Fix somec, > 0. Then we can apply this result to see that

P(ﬂi;! %, > 1)

6
) P B0 1 E, >t max]s (n' Y2X gt LY 1) <cy
5 i$[k] 6
et U2y ooy U2y
+ P max]s;(n X! (7! 12 4
g 15K 6

) P Hgﬁx'Si! 2(n! V2x 1 !Uuz)! 1] > cst, irgﬁzflsj(n! Y2y ! !Ul/z)! 1 <cq
6

+P n;ﬁz]qu(n! Vax ot JYH 1 12 ¢
i

(O is inveétible on the event)

5
) P ]rgﬁ(x|si(n’ V2 ot Yo 1|>c6t,jr2ﬁ(>]<|si(n! Vax ot JYH 1 1 <cy

+P @%ﬁmmn!“2x¥u!b“2)! 12 ¢
]

(Lemma with a = ¢4)
5 6 5 6

11/2

P max]|si(X y! t 12
) j$[k]||( ¥U: y

)| nl/2| >C5n1/2t + P n;ﬁ-()](lsl(x w! U )] n1/2| 2 C4n1/2
J

) 2exp( (csn® 2t/ (cM?) 1 k¥2)2)+2exp(! (csn? 2/ (cM?) 1 kY'?2)2)
(above singular value concentration)
) dexp(l (c;nY2tM 21 kY2)2) (t< 1)
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Putting everything together, we can use a union bound to see that

POuB 11yt S*>1)
.. tllz ot tl/2
) PO L Ligmo> #o)+ PEOLL L > o)
+ P(*!GL! | e, > L).,. PEOL 11 iu*s> L)
v 3B 3C;|_
) 2P(*O0 1 1 5%, > cotl max(B, 1)) + 2P (*Oyy | ! vy > Ciot)

=8exp(! (ciin¥ 2t/ (max(BM 2,M2)) I k¥?)2)+2kexp ! (cron?t/k ¥?)2
0 1
=8exp(! k(cin¥ 2t/ (kY 2max(BM 2, M2)) 1 1)2)+2kexp ! (cionY2t/k Y21 1)2

) ciskexp(! (cran™?t (kY2 max(BM 2, M?,1)) ! 1))
62

Ciatn 1/ 2
14 1

= askexp b X BM M) |

+

Since the Pnal bound has no dependence anwe have by a union bound over -" U that

5 62 (
Ccpatn /2 . 2

I
k¥2max(BM 2,M2,1) .

P(*'O¥UIOG| I yy! 5*2*( >t)) ClSpkeXp

#_ #_
Since one can easily show using Assumptionthat B) ¢4 kandM ) c¢5 k, we also have the bound

62(

% i ,

+

5
. ) c tn1/2
P(*!°¥u!°:;! lyy! 6*2*( >t)) cizpkexp ! 1

where the right hand side has no dependence on the subset By union bounding over all subsetsU, we get

62(
11

P(U#{E}?&‘.zk*mu!@ﬂ! Lyo! 2 >t)) csp™kexp !

Cistn 1/ 2
k2

A.7.19 Proofs of bnding best subset

We give proofs that our greedy (Algorithm ) and swapping (Algorithm ) algorithms Pnd the best
subset in certain settings. Our language suggests that there is one best subset, but all the arguments hold
if multiple subsets are tied for having the lowest CSS objective value.

Diagonal covariance
2
If I is a diagonal matrix, then the CSS objective for a subsesS is simply ies ! i - It is clear this is

minimized when S is the set of variables with the largest variances.

Greedy: Lemma implies that our greedy algorithm will select the remaining variable with highest variance
on each iteration.
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Swapping: Lemma implies that our swapping algorithm can always improve the objective by swapping
out a variable in the selected set that does not have one of the tof variances for one that does.

Perfect reconstruction

If I is such that there exists a set ofk variables that perfectly linearly reconstruct the remaining, then
all the variables are in the span of thesek variables. This means all the variables live in ag-dimensional
linear subspace wheray) k.

Greedy : On the i-th iteration of our greedy algorithm, if the dimension of the subspace spanned by the
previous selections i< g, then there must be at least one remaining variable that is not yet perfectly linearly
reconstructed by our selections so far (otherwise the variables would live in a linear subspace of dimension
<(q). By Lemma our greedy algorithm will select one such variable on theth iteration, and therefore the
dimension of the subspace spanned by our selections must increase by one (because weOve added something
linearly independent to our currently selected subset). Thus, by the end of thekth iteration we must have
selected a subset that spans g-dimensional subspace. Our selected variables must necessarily act as a basis

of the g-dimensional subspace that all the variables live in, and the greedy algorithm will thus achieve an
objective value of zero.

Swapping : For our swapping algorithm, if there is a sizek subsetS that spans a subspace of dimension
<q ) Kk, then there must be (1) a variablej; in that size-k subset that is perfectly linearly reconstructed
by the remaining k! 1 variables and (2) some variablej, not in the subset that we cannot perfectly
linearly reconstruct with variables in the subset (otherwise all our variables would live in a< q dimensional
subspace). Lemma tells us that swapping variable j; out of S and j, into S improves the CSS objective.
It also increases the dimension of the subspace spanned by the variables $hby one. Thus, our swapping
algorithm will swap variables out until the dimension of the subspace spanned by variables in the selected
subset isq, and by the same reasoning as for our greedy algorithm, the swapping algorithm will eventually
achieve a CSS objective of zero.

Block diagonal

If ! is a block diagonal correlation matrix with blocks M; " R% 9, and each block has a row/column with
squareL? norm > g/ 2, then the best subset is one that consists of the variable from each block that has the
largest row/column norm in the block. To see why, consider a subse8 that does not have a representative
from each block. In particular, it must be missing a representative from some blockM;, and have at least
two representatives from some blockM;, . If we remove all the representatives from blockM;, then Lemma
tells us that the CSS objective can increase by at most] (because onlyg unit variance variables are in the
block, and those variables are independent of all the variables in the other blocks). If we then add back in
the two variables with largest row/column norm from block M;, and M;, then Lemma tells us that the
CSS objective will decrease by strictly more thang. This new subset has less variables than our original
subset and a lower CSS objective. Thus, the best subset must have exactly one representative from each
block. Lemma implies it should be the variable with the largest row/column norm from each block.
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Greedy: We can prove the greedy algorithm Pnds the optimal subset by induction. On the Prst iteration,
it is trivially true that the greedy algorithm will select a variable from a block it hasnOt selected from yet.
Lemma tells us that, for whatever block it selects from, it will select the variable with largest row/column
norm. Suppose now that up to the (! 1)st iteration, our greedy algorithm has never selected two variables
from the same block and has always has selected the variable in each block with the largest row/column
norm. Then on the ith iteration, if the greedy algorithm selects a variable from a new block with largest
row/column norm, Lemma tells us that it will reduce the CSS objective by strictly more than qg/2. If it
selects a variable from a block it has previously selected from however, it can reduce the CSS objective by
only strictly less than g/2, because a variable can only further reduce the reconstruction error for variables
in its own block, and Lemma tells us that the cumulative reconstruction error for a block that already has

a selected representative is strictly less tharg/2. Thus on theith iteration our greedy algorithm will select a
variable from a new block, and Lemma guarantees that it will select a variable that has largest row/column
norm in said block. This is su"cient to imply that the greedy algorithm will Pnd the best subset.



Appendix B

Supplementary material relating to
selective inference

B.1 Permutation test p-value

The randomized permutation test from Proposition 3 of Hemerik and Goeman[201§ uses the p-value

- #1) 1) weTg ) >T X)), #{1) ) w:T(g (X)) = T}

P w W

where Ugux ( Unif([0, 1]) adds auxiliary randomness that is independent ofX .

B.2 F-test p-value

For the matrix X " R 9, let X 4 " R"" 9 denote the matrix that just contains the Prst g columns ofX .
Then debne
RSS = *Y I X (X *X)' 1X %y*2

RSS = *Y I X (X ¢?X q)' *X XY *3
Under the null Ho : "g+1 = @@& "¢ =0, the F statistic

- . (RSS! RSS)/(p! 9
RSS/(n! p! 1)

has an exactFq; gn1 o 1 distribution conditional on X . Let G denote the CDF of theFg; g,n1 1 distribution.
Under Hy, the p-valuep=1"! G(p) for this test has an exact Unif([0, 1]) distribution conditional on X .

B.3 Selective dominance and independence

Consider a p-valuep for the null Ho which is selectively dominant. Suppose that underPy, the p-value
p is always independent of some random variabl&. We show that p is then selectively dominant givenZ.

123
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Fix a distribution P in the null Hy and let f (x) be PDF of p. Considering a selection functions(x) such
that 01 s(x)f (x) > 0, we have that

Iy Iy

L0 s(x)f (x)dx L0 s(x)dx o
1 ™1

o SOOF (x)dx o S(x)dx

rall t" [0,1]

from the selective dominance { ) of p.
Now, consider a new selection functiors(x, z). Note that due to independence,f (x) is still the conditional
PDF of p given Z = z. For any z such that 01 s(x, z)f (x) > 0O, it follows from above that

It It

,Z)f (x)d ,z)d
po S TOOAX ) o S 2)AX ¢y 0,13
o S(x,2)f (x)dx o S(x,z)dx

If under s(x, z), we haveP (S = 1) = 0, then the selective dominance condition () trivially holds. On the
other hand, if P(S = 1) > 0, then we have shown in Appendix that 01 s(x,Z)f (x) > 0 a.e. under
P (&p = 1). Thus the above guarantees that a.e. underP (&5 = 1),

[t [t
/Ols(x,Z)f (x)dx /Ols(x,Z)dx
o S(x, Z)f (x)dx o S(x,Z)dx

forall t" [O,1].

By arguments from Appendix , the left-hand side is equal to the left-hand side of { ) a.e. under
P(ap = 1), and the right-hand side equals the right-hand side of ( ) a.e. under P(ap = 1), so we have
established the claim.

B.4 Data carving for the ble-drawer problem

We have two data samplesX; ( N(y,2) and X, ( N (W, 2) that are independent and want to test
Ho : 1) 0. Suppose we only do inference because we observed that >t for some thresholdt. If we
consider the p-valuepsyy =11 #(( X1+ X3)/2), then our selection function is given by

s(x) = P(X1>t|prun = X)
+
= P(X1>t|¥:#! 11 x))
=11 #(t! # 12! x)
where we have used that N (0] 'N ON O(
X1 o 2
X1';X2 ( N u !
so
X1+ X,

X1|?: y ( N(y,1)



APPENDIX B. SUPPLEMENTARY MATERIAL RELATING TO SELECTIVE INFERENCE 125

Thus our corrected p-value is given by

/
O;’*“” 10 #(t! #' 1! x))dx
gLV #(t! #1111 x)dx

pcarve -

_ /;, (2@ #t! z)dz />§, (2! #(1! 2)dz

Peane = "7t (1 2)dz 1 #U 2)

We now show that pcarve IS monotone non-decreasing irt. Letting Z and Y be independent standard

normal random variables and bxing some constang, the selective p-value is given by

_P(Z+Y>tZ>a) _
Pcarve = PZ+Y >1) =P(Z>al|Zz+Y >t)

for a= Y. Letting W = Z + Y we can write Z = %W + +where +is independent of W. This gives us
1
Pcarve = P(EW ++>alW>t)= E[P(W > 2@! H|W >t,+)|W >t]= E[P(W > 2(a! H|W >t,+)]

Then the fact that pcarve iS monotone non-decreasing irt follows from the fact that P(W > c|W >1t) is
monotone non-decreasing irt for every constant c:

* P(W>c)
ift) c,
P(W>clw >t)= PW) )
1 ift>c.

B.5 More info on data splitting, carving, bssion, and thinning

Crucially, in Example , the conditional distribution of the random variable X, used for selection given
the p-value pry did not depend on the unknown parameterp. Hence, the selection functions(x) had no
dependence ony, and we were able to construct our selective p-value without any issues. This did not happen
by accident, and is actually a consequence of more general and interesting fact regarding the relationship
between between data splitting, data carving, data Pssionleiner et al., 2023, and data thinning [ Dharamshi
et al., 2024 Neufeld et al,, 2024.

In the most basic version of data pssion, we add and subtract independent normal noisé ( N (0, 1)
to a normal sample X ( N(u, 1) to get two independent samplesX 1, X2 ( N (W, 2) centered at the same
mean. This is meant to mimic data splitting: the brst sample can be used for selection and the second for
inference. Data thinning generalizes this idea by considering a random vectaX from a parametric family
and adding noise to makek new random vectorsXy, ..., Xk that (1) are independent and (2) can be used
to recover X via a deterministic function X = T(X4q,...,Xk). Vanilla data thinning involves using some
of the X; to perform selection and then the rest to do inference. Data carving, however, suggests using a
p-value p = p(T(X4,...,X,)) that leverages all of the data, despite some of theX; having been used for
selection. Because the noise we add t8 to get the X; has no dependence on the unknown parameter, the
joint distribution of the X; given p also has no dependence on the unknown parameter. Therefore, contrary
to the what Leiner et al. [2023 suggest, the selection functions(x) is always known and we can always
apply our framework to data carve and get more power. If the selection process is highly complicated, it

is true that s(x) may be very di"cult to compute, but in theory it is always accessible to us via extensive
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simulations.

B.6 Post selection inference for the LASSO

In the below example, we freely refer to results from_ee et al. [20164.

Example 11 (Post selection inference for the LASSO) Suppose thatp is a valid p-value for testing the
null Hy and it is selectively dominant givenZ. Imagine there are known functionsq* (z) ) o (z) and v(z),
and we only choose to tesHy with p whenx(Z) > 0andp" [g (Z),d (Z)]. Applying our framework with
the selection functions(x) = 1 (p" [q" (Z),d (Z)])1(v(Z) > 0), Theorem tells us that we control selective

Type | error if we reject according to the selective p-valugse = (M%
6
p! ' (2)
P, rs=1 L B.1
“gar o) T B

Now, suppose we observe n-dimensional data " N (u, $2) and a bxed matrixX " R" P. For a bxed
regularization strength ), the LASSO solution is composed of a btted coelcient vector0 " RP and a sign
vector 8" RP that satisfy the following Karush-Kuhn-Tucker conditions:

X®(X01 Y)+)§=0,
§ = sign('9)
§" [ 11

==
& 6
]

=

We debne the btted model from the LASSO to be the set

M={i"{1...p:18 =1}

For almost every), this is equal to the set ofi * [p] for which ‘G is non-zero.

Now we establish our inferential target. For a subseM + [p], debPneX y " R"! M| to be the matrix that
has the columns ofX indexed byM . Our goal is to do inference on the population parameters for the model
M,

"M =argmin E[*Y ! X yb3]= X, 1
b$ RIM |
Particularly, we focus on doing inference on thej th index of this parameter vector"” j"" = eJ%X v M Dy testing
the null HY, ="M ) 0. Letting $M = X, (X ,)%, we see thate®®X , y ( N("M,$?$}"). Thus we can test
this null using the p-value # %

0
pM =11 #$ 94 mYg

$ $j’}"
which is selectively dominant by Example . However, we only use this p-value to test the null when we
observe thatM = M.
DebneZ = (I, ! (X ,)*g€"*X ,/$M)Y so thatY and Z are independent. Lemma 5.1 ofLee et al.
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[2016K, often dubbed the polyhedral lemma, precisely tells us that there are functions

# %
M,s, +
qM’S'+(Z)=1! #$V (Z)&
$ s
%
M,s, !
qM’S’!(Z):ll #$V (2) g
$ s$M

VM,S, O(Z)

of z, such that
{M=M, 8y =s}={p"" 4" " (2).4"" (2)],Vas(2)2 0}

The functions VM ! (z), VMs: + (z), VM O(z) match those given inLee et al. [2016H.

127

Now it is easy to see that rejecting the data-dependent nutiy when (p* 1 ¢*** (Z))/(q'@’ stz)t

M, &,+

q (2)) is at most ! controls Type | error conditionally on M, and therefore also marginally. If HO“{'j

is false, then trivially P (falsely rejectHB’?} IM = M, 6y =s)=0) !. For the case thatH(')‘{'j is true,
selection eventM = M and §y = s is the same as selecting)j'\" for inference in (), so

# i %
0 p¥ 1 qm' 5*(2) iy
P (falsely rejectHY} M = M, 8y = s)= P $ mé‘l e ) ! EM = M, 8y = s&
LG @t gh(2) (
M,s, +
pM ! g (2) E )
=P | [M =M, 6y =5
qM,S, ! (Z) ' qM,S, + (Z) )
) !
Conditional error control on M then follows from the law of total probability,
P (falsely rejectH ! M = M) = P(6u = sIM = M)P(falsely reject HY M = M, 8y = 9)
s${! 11}
) ! P(&v = SIM = M)
s${! 1,13IM1
=1,
as does marginal error control,
P (falsely reject ! ) = P(M = M)P(falsely reject H)® M = M)
M # [p]
) ! P(M=M)

M # [p]

the
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B.7 Comparing conditional and simultaneous inference

We consider a setting where we haven independent and selectively dominant p-valuesps, ..., p, that
are all anti-conservative, i.e.,p; = Unif([0, 1]). At worst, these p-values are exact uniforms (e.g., they come
from the boundary of the null).

We will show that, on an event with probability at least 1 ! + the conditional procedure, which rejects
when pay ) !p (2, can only reject if pyy ) C./n for some constantC. > 0. Hence, without conservative
nulls, the conditional approach behaves roughly on the same order as the classical approach (Sidak).

Letting Us,...,U, be independent Unif([Q 1]) random4variables, two facts are clear. First that Uy (
Beta(2,n! 1) has mean 2 < 2 and standard deviation - 37kzr ) 2, and second thatp) = Up).

Fix any + > 0. We have by ChebyshevOs inequality that

> 2 L0 4 ——
P pp) A++2) 2P ) ElUgl+ Var(Ug)l 4
4 — 4
2 P(Uy ) E[Uyl+ 4Var( Up) 9

2 P(lUp ! E[Ugp]l < Var(U(Z))/#l)

21! +

DebneC. = 2(1+ + z)! and the eventA. = {pPe ) %(1+ + 2)}. The event A. has probability at least
1! + Furthermore, on this event, the conditional procedure never rejects wherp,) > C_/n, completing our
claim.

In other words, the conditional procedure can only reject whenp) ) C./n (aside for on a small proba-
bility event), and hence sulers the same curse of dimensionality as the classical method:

P(pay ) 'P@ andpy >C./n)) P(AL)) +for some constantC. independent ofn.

B.8 Conditional inference on winners

We Prst provide the standard derivation for the conditional LCB and CI for the winning mean in the
setting of independent Gaussian data. Then we show that it matches our p-value viewpoint. We then argue
that the selective p-value we use for this winner problem is monotone in the null parameter, which allows us
to prove the some facts about the more general conditional LCB and CI that applies for all MLR families.
Finally, we use our p-value viewpoint to argue that, in the independent Gaussian case, the standardized
distance between the winnerXy and conditional LCB is purely a function of the standardized distance
between the winnerXy and runner-up Xg.

B.8.1 Standard derivation

Suppose we observe independent Gaussian da¥a ( N (u,1,) and want to make a LCB for the mean
Hw of the winner W = argmaxign; Xi-

To construct the conditional LCB, we follow the framework of Fithian et al. [2017. Letting R be the index
of the runner-up (second largest observation), we note that the deviation ofX\y from pw has a truncated
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normal distribution once we condition on W and the nuisance statisticsX y :
Xw! pw [W, Xy w ( TN(O,L,Xr! pw," ). (B.2)

Let
i (xr,uw):Quantilep(l! EX w! Hw |W =W, X w = X w) (B.3)

denote the 1! ! quantile of this conditional distribution ( ), which is a function of largest entry x; of
X1 w and the meanyp,, at the winning index. It is straightforward to show that

LCBcond (X) = {Ho :Ho>Xw ! qu 1 (Xr,Ho)} (B.4)
isal! ! conbdence region fopw that has exact coverage conditional onW and X, w :
Pu(Uw " LCBcond (X)W, X1 w) = Pu(Xw ! pw <du 1 (Xr,Hw )W, Xy w)=11 L

Later, via our p-value viewpoint, we will argue that this conbdence region is indeed an LCB.
Fixing some 0<! 1,! <! suchthat!;+!,="1, we also see that

Cleond (X) = {Ho : Xw ! g ,(Xr,Ho) >Ho>Xw ! qu1,(Xr,Ho)} (B.5)

isall ! conbdence region that has exact coverage conditional ¥ and X, . Again, later via our p-value
viewpoint we will argue that this region is a Cl.

B.8.2 The p-value viewpoint

For the same setting as above, we want to use the p-valugs'® = 1! #(X;! o) to characterize when the
conditional LCB does not include o "
Examining (), ( ), and (), this happens whenXy ! o is at least as large as the 1 ! quantile Q
of a standard normal truncated to be larger than Xg ! Ho. This quantile satispes

R. This happens exactly whenpg is not included in the set ().

_ 11 #Q)
T 1l #(XR! o)

Solving for Q givesQ =#' (1! ! (1! #(Xgr ' Ho))), meaning we reject exactly when
Xw ! Ho2 # (11 (LI #(Xr! o)) B 1! #(Xw ! Ho)) ! (1! #(Xr! Ho))
B Py ) P

Now we do the same for the conditional CI (). We want to characterize when 4, is not included in
theset( ). Examining (), ( ), and ( ), this happens either whenXy ! o is at least as large as
the 1! ! ; quantile or at most as small as the! , quantile of the same truncated normal distribution. That
is, either

Xw ! o2 #' 111 111! #(XR! W) B p5) Py,
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or
Xw! Ho) #'H(1! (11 1)A! #(Xr! W) B pigy 2 (1! 12)Ry),

This will match the conditional CI we give later, which we will write in terms of p-values.

B.8.3 Monotonicity of the selective p-value

Recall the setting whereX; ( Pg are independent samples from some parametric family?g with MLR
in T(x), and let pf‘o be the UMP p-values for testingHp :, ) ,o0-

We want to show that the selective p-value pf‘ol min;< pf‘J iSs monotone non-decreasing ing. This will
imply that pf'f) Ip fg) is monotone non-decreasing ing. So long as we can write our selection function in terms
of the data with no dependence on, 3, Appendix guarantees that this will be the case. Recall that
each p-valuepf" is a function of T(X;) and auxiliary uniform random variables U; 5y« that are independent
of the data and each other. Imagining using our framework withp = pj&’ and Z = (T(X1j), U jaux ), We
can write our selection function in terms of the dataT(X;) and Ujaux as

)
gl, if tj > max-; tj,
s(tj,uj,trj,uj)= g1, if t; =maxi=j tj and uj ) maXx=j., =y, Ui,
0, otherwise
wheret, ; and u; ; jointly represent z.
Because this selection function does not depend oy, Appendix guarantees that the selective
p-value resulting from it will be monotone. Note that, to apply Appendix , we also needed to ensure

that Z did not depend on, o, which is was not the case in Example Os original treatment, but is the case in
our current treatment.

B.8.4 The conditional LCB and CI for MLR families

Again suppose that X; ( Pg are independent samples from some MLR familyPg, and let pi&’ be the
UMP p-values for testing Ho :, ) ,o0. Let W = argmin;gq pi‘% be the index of the smallest p-value, and
debne the parameter vector (=(,1,...,,n)-

First we claim that

- n Jn &
{-O . p(l)/p(z) > }

is a LCB for the winning parameter , that has exact 1! ! coverage conditional onW. The region being
an LCB follows from what we showed earlier: p‘(gf) p ‘(gg) is monotone non-decreasing in . We get exact
1! ! coverage becausqaj‘gq has an exact uniform distribution given pf“j under P4 (see Lemma ). Thus
conditional on W = j and pqu (i.e., conditional on selection andZ), Theorem tells us that the selective
p-value p}gq [ min;x; pf* has an exact uniform distribution conditional on selection:
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' R o S ( ' R " S (
Pr ow” 0fa >l W= =Py " o>l W=
P , minij p;

2
=Py >t W]
mini=j P
=11!1

Likewise, we see that
{otli<p@lpg < 1! 12}

is a Cl for ,w that has exact 1! ! coverage conditional onW. The fact that it is a Cl again follows from
the monotonicity of pff) Ip ‘(g;’) , and exact coverage follows from an identical argument to the one above.

B.8.5 Distance between winner and conditional LCB

Consider observing Gaussian dataX ( N (u,$%1,) and let W and R be the indices of the winner
and runner up respectively. We will use our p-value viewpoint to show that that the standardized distance
D =(Xw! [@)/$ between the winnerX,y and the conditional LCB fi for uyw depends only on the standardized
gap Xw ! XRr)/$ between the winner and runner-up. Per our earlier discussions, the conditional LCB1 6
satisbes

PPXw) _

_ 10 #(Xw ! B)S) _ | 11 #(D)
pP(XR)

BT #(Xr! B)/$) 11 #D! (Xw ! Xa)i$) :

Clearly then, D is a function of (Xyy ! Xr)/$ and does not at all depend on the problem dimensiom.

B.9 Conditional inference on winners for exponentials

Recall the exponential distribution X ( Exp() i) which has PDF

f e x>0
R x) 0

Debning T(x) =1/x , we see forx > 0 and) , 2 ) 4, the ratio

L0 ()= {Zexp
)1
is monotone non-decreasing il (x). Thus this family has an MLR in T(x), and the UMP testfor Hp :) ) )o
thus rejects whenT (X) is large, or correspondingly whenX is small. In particular, noting that the CDF of
X is given by )

11 e X x>0
Fx(X):+ ) 0
X
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it rejects according to the p-valuep " =1 ! € "oX (see Appendix for details about UMP testing in
MLR families).
Now consider observing some independent datX; ( Exp();). We know from Appendix that the

selective p-valuep'(f) Ip (20) is monotone non-decreasing in o. Using LOHopitalOs rule, we can compute that

P . 11 € Xo
lim == = lim T O X
opg  e0ll € oK@
_ Xp€ o
= |im v O X
'O'OX(z)e' 02 (2

_ X

X2

which is su"cient to imply our claim in the main text.

B.10 Hybrid inference on winners

We Prst provide the standard derivation for the hybrid LCB and ClI for the winning mean in the setting
of independent Gaussian data. Then we show that it matches our p-value viewpoint. We then provide
more general hybrid conbdence regions that apply for all MLR families, and show that they are indeed an
LCB and CI. Finally, we use our p-value viewpoint to argue that, in the independent Gaussian case, the
standardized distance between the winneiX, and conditional LCB is purely a function of the standardized
distance between the winnerXy, and runner-up Xr as well as the problem dimensiom.

B.10.1 Standard derivation

We want to make a hybrid LCB for the mean pw of the winner W = argmax;g,; Xi in the case of
independent Gaussian dataX ( N (u, ) with unknown mean p" R".

The core idea behind hybrid inference is giving a conPdence regid@ny, (X ) that has a very high proba-
bility of containing pw on a OgoodO everis,. Oddly, this good event depends on the unknown parameter.
For some" <! , we needG, to happen with probability at least 1 ! ". Then, if we ensure that Cpy, (X)
has at least (1! !)/(1! ") coverage on theG,,, it will achieve 1! ! coverage overall:

Pu(Hw " Chyb (X)) = Pu(Gu)Pu(Hw " Chyp (X)|Gy) + Pu(Gﬁ)Pu(HW " Chyb(x)|Gﬁ)
11

2@arm) G

=11! L

Considering some" <! and debning", =1! (1! ") our good event is that the conbdence lower
bounds X; ! z ¢, for the meansy; all simultaneously hold:

Gu={Xi<Wi+zusg, forali" [n]}.

It is not hard to show that this good event happens with probability exactly 1 | ".
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We note that our treatment dilers slightly from Andrews et al. [2023. Andrews et al. [2023 focus on
making conbdence intervals, and rheir good event is that there are Cls (not LCBs) that simultaneously cover
all the ;. The purpose of restricting to this good event is that on this good event, we know all theX; are
not too far from their y;, and therefore our inferences on this event should not result in exploding intervals
(even if they are of conditional Ravor). Because the explosion only happens for the lower endpoint, however,
it is most important to ensure that the X; are not too far above their means. Hence we put all ouf' error
budget on the good event into making simultaneous LCBs, rather than two-sided Cls likeAndrews et al.
[2023.

Now, we can make a conbdence region that contains the mean with probability at least (L ! )/ (1! ")
on this good event. If we condition onG, along with W and X, y, the deviation of X\, from pw has a
truncated normal distribution like ( ) that is further truncated from above:

Xw ! pw [W, Xy w,Gy ( TN(@O,LXr ! pw,Z1u 3,). (B.6)

On the good eventG,, we always have thatXg ! pw < Xw ! pw < zZu g,, SO the lower truncation is
indeed below the upper one. Let
5 6

[
qq#i"(xryuw) :Qua‘ntlle u XW ' l-lW |W = W!X! w = Xi WlG},l (87)

1# # 1 l "
denote the (1! ')/ (1! ") quantile of the conditional distribution (), which is a function of the largest
entry X, of X,  and the winning meanp,,. Per the prior discussion, the function () only makes sense if
Xr ! Mo at most z3, ¢, , and we will take the quantile () to be!" ifitis not. It is then straightforward
to show that

LCBhyb(X) = {Ho:Ho>X w ! dl- (Xgr,Ho)} (B.8)

1# #

contains pw Wwith high probability conditional on W, X, w, and the eventGy:

1!
Pubw " LCB ryn (X)IW, X1 w, Gu) = Pu(Xw ! bw <l (X, bw)IW, X1 w, Gy) = -

1# #

Based on our earlier discussions, this is su"cient to imply that LCB ny, (X ) from () will contain pw with

probability at least 1 ! ! . We argue later (via our p-value viewpoint) that () is an LCB.

Similarly, bxing some/1,/, > O suchthat/y+ /,=1=(1 ! )/ (1! ")= 42, we can argue that

Clnyb(X) = {Ho: Xw ! " (Xr,Ho) >Ho>Xw ! oy ,(Xr,Ho)} (B.9)

will contain pw with probability at least 1 ! ! . Again, we will show via our p-value viewpoint that () is
a Cl.

B.10.2 The p-value viewpoint

For the same setting as above, we want to use the p-valugg'™® = 1! #(X;! o) to characterize when
the hybrid LCB () does not contain g " R. Examining (), ( ), and ( ), we can consider two
cases to bgure out when this happens.
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Case One - Xg! Mo 2 z11g,: If Xg! Mo 2 z11 g,, then qTL.(W,X! w,HMo) =" , solg cannot be in
1# #

(). This case happens precisely when
Xr! Mo2 zus, B 1! #(Xr! po)) 1! #(zus,) B p3)) "n

Case Two - Xr! Mo<Zug,: If Xg! Ho<Z1g,,then hoisnotin () exactly when Xw ! Mo is at
least as large as theﬂ—{$ quantile Q of a standard normal truncated to be larger than Xg ! o but smaller
than z3, s, . This quantile satisbes

L1 #zns)! #(Q) 11 "1 #(Q)
1t " #(zus,)! #H(Xr! Ho) 1! "n ! #(Xr! Ho)
Solving for Q gives
5 L 6 55 | .6 L 6
Q=#"1 11 "nl - (I "a! H(Xe! o) =# 1 e (L "a)+ o #H(XR ! o)
SOMg is notin () exactly when
55 C .6 R 6
Xw ! o2 #7011 (L "n)+ M XR ! o)
° ' ! . © 11
B 1 #(Xw! o)) 1D g Tt (D #H(XR ! o)
' L ' 5 | .6
% ptllo)) FPI(JZO)"' 1! ENIEE “n

It turns out we can combine these two cases. Becauqa%‘l") ) pt‘;), the fact that ptiz") ) ", in Case One

implies that pk‘f) ) "n also. Therefore in Case Onepk‘f) must be strictly smaller than a mixture of pt‘zf; and
" o 5 -

Ho o Ho f "

Py) 17 +Po * 1! = e (B.10)

Therefore, if say o is not included whenever (), we will always say it is not included in Case One, and
we will say it is not included at the appropriate times in Case Two.
Now, we do the identical analysis for the hybrid ClI (). Case One is identical. We redo Case Two below.

Case Two - Xgr! Mo<zu g, : If Xr! Ho<Zig,,then o isnotin ( ) exactly when Xy ! Mo is at
least as large as the 1 /; quantile of the same truncated normal, and at most as small as that truncated
normalOg , quantile. That is, when either

Xw! Ho2 # (1@ ")+ @ ! 1)#H Xr! Ho))
% p?lo)) /1p?20)+(l! /1)"n
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or

Xw ! Ho) # 1((A! /12)@! "n)+ /2#(XR ! Ho))
% pyy 2 (L1 12)pp + /2"

By the same reasoning as above, we can combine the two cases, and say that we do not include
whenever

oy ) /30 (@1 120" or B 2 (L1 Jalel + /2.

B.10.3 The hybrid LCB and CI for MLR families

Recall the setting whereX; ( Pg are independent samples from some parametric familyPg with MLR
in T(x), and let pf‘O be the UMP p-values for testingHqg :, ) ,0. Let(=( ,1,...,,n) be the parameter
vector and let W argmin;gq; p¥ be the index of the smallest p-value.

We will present a hybrid LCB and CI for ,y and directly prove their validity. Importantly, note that
the event G; = {pi& 2 ", foralli" [n]} happens with probability 1! " under Py . Thus it su"ces to show
that our conbdence regions have (1 !)/ (1! ") coverage on this event, per our earlier discussion. Also
importantly, thanks to pf* having a uniform distribution under Pg (see Lemma ), the conditional
distribution of pf* given W = j, pjg“j , and Gy is a uniform distribution on [", min;xj pf" ]. Using this, we
can see that 7 5 6 8

L e
,O;pf‘f)> - p‘(gg)+ 1! —— "p

1! "

isal! ! conbdence region fot :

5 7 R 5 . .6 8 6
Py w” ,oipff)>'ll'7..pf§)+ 1! 1|7.. "o IW=jpBe
' R &)' 'S (
—_ P n . pl I "n > ' ' ) |W— J pgﬁ B
#. ') OImini:j pf“)! " i N R
P Pt I'"W'&B(
= mlnll—j p:%l - 11 ..l _J!p!jr #
1
S
To see that the region is actually an LCB, we rewrite it as
R S0 5 6 B S
ot e (B.11)
10« T Py A n n .
pfg) 1! 1! @

because we know thatp3, is monotone non-decreasing ino and also from Appendix  that p,/p (s is
monotone non-decreasing in g, once some, o belongs to () all larger , o will as well. Hence, it is an
LCB.

Considering/1,/2 > Osuchthat/1+ /,=(!'! ")/ (1! "), we can do the exact same analysis for the
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Figure B.1: For n = 10 (left), n =100 (middle), and n = 1000 (right) the distance between the hybrid LCB
to the winner (dash-dot line) and union bound LCB to the winner (dotted and solid line) with ! =0.05 and
" =0.005 plotted as a function of the gap between the winning and runner-up observation.

hybrid CI Vv W
o lapg + (LY 11)" <p@ < (! 1P + 2"

to show that it both covers ,\ with probability at least 1 ! ! and that it is indeed a ClI.

Note that, when put in our selective dominance framework, the hybrid selection event actually depends
on the null parameter , 3. Hence we cannot argue monotonicity of the selective p-value via Appendix
as we did in the conditional case, and instead had to use dilerent arguments to justify that our conbdence
regions were actually an LCB and CI.

B.10.4 Distance between winner and hybrid LCB

Consider observing Gaussian dataX ( N (u, $%1,) and let W and R be the indices of the winner
and runner up respectively. We will use our p-value viewpoint to show that the standardized distance
D =(Xw! XR)/$ between the winnerXy, and the hybrid LCB ¢ for pyw depends only on the standardized
gap Xw ! Xgr)/$ between the winner and runner-up. Per our earlier discussion the hybrid LCBudsatisbes

; Ly > "6,,
P (Xw) = G p"(Xr)+ 1! 7+ 0
5x|6 P 5)(|66 P
1w SN n_ e 1w TR o 1
.5 5 .y, 86 5 06
® 11 #D)= 5y~ 1! # D! % + 1

Clearly then, D is a function of (X ! Xgr)/$ and n.

B.11 Comparing hybrid inference to the union bound

As discussed earlier the hybrid cuto! () is strictly larger than the union bound cuto! ( ) when
Pay >" n. Thus, both procedures reject whenpy ) "n. When pay >" , the hybrid procedure rejects but
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the union bound does not whenever

5 5 6 X
I P

Py " (P! ")P(z),'ll'iup(z) + 1! 1, — "n

When p =1 and n =1, the length of the interval is ", which is the largest it can possible be. Thus, in the
case where we can have additional rejections, the hybrid cuto! is never more thari plus the union bound
cuto!. Andrews et al. [2023 suggests taking” = !/ 10, so when! = 0.05, for example,"” = 0.005 is quite
small.

Still, this is not a precise statement about power gain. The computations required to compute the power
gain analytically are messy, so instead we gauge the power gain via simulation. We sample daxa( N (i, 1n)
for n = 10 and attempt to reject the winning null Hw : pw ) O whereW = argmin;g, 1! #(X;) is the
index of the smallest p-valuep; =1 ! #( X;).

We choosen = 10 because it is a reasonably small dimension size where one may apply hybrid inference
(e.g., the main example fromAndrews et al. [2023 hasn = 13). Let R denote the index of the runner-up
(second smallest p-value). For the dimensions = 10, 100, 1000, Figure compares the distance from the
winner Xy the hybrid LCB and the union bound LCB. As illustrated in the plot, the benebt of hybrid
inference dissipates as the dimension of the problem increases. This is because conditioning on the Ogood
eventO has less and less of an elect asgrows.

Our simulation results indicate that hybrid inference typically results in a fairly small power gain. We
consider two simulated settings:

Needle in a haystack: First, we consider a needle-in-the-haystack setting wherg; > 0 and all the other
M fori =1 are settop,. We try g, = ! 2,0,2. The power comparison is ploted in Figure . Whenever we
truly have a needle-in-the-haystack problem, i.e.,j; > [ 2, hybrid inference results in essentially no power
gain. The only setting where we see some gain (up to around.@6) is whenp, > ii. In this setting we
actually have a dense alternative (many small signals). We expect the top two p-values to be close to each
other, so conditional methods should perform poorly. The union bound approach indeed performs essentially
identically to the level " classical test (not pictured). Hybrid, however, manages to eke out some additional
power. Both methods pale in comparison to the level classical test however, which would achieve power
> 0.95 throughout the whole plot (not pictured). For various values of $; and $,, which we assume are
known, we also tried re-running the experiments withX; (N (11, $2) and X; ( N (U2, $2) wheni> 1. The
results were not appreciably dilerent.

Two possible signals:  Seeing as the hybrid and union bound approaches both reject based on the winning
and running-up p-value, we ran a simulation for all pairs g, 2 " {! 3,! 2.9,...,2.9,3} with y; > p, and

M1 > 0. We forcibly set; = I for i > 2. For each setting we ranN = 10000 to get an empirical estimate
of power for each method. Across the 1492 simulated settings, the median empirical power increase from
hybrid was 9 0.003, the 90th percentile empirical power increase wa8 0.023 and the maximum empirical
power increase was® 0.042. As the results indicate, the power increases from hybrid were negligible for
most settings. We also re-ran the same simulations but sampleX; ( N (u, $2) and X, ( N (u, $3) for
various values of$; and $,, which we assume are known. The results were not appreciably dilerent, and, if
anything, the dilerence in power was notably smaller for some values o$; and $,.
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Figure B.2: For g, = 0 (left), po = ! 0.5 (middle), and p, = ! 1 (right) the empirical power over N = 104
trials of the hybrid inference approach versus the union bound approach for the needle-in-the-haystack

alternative. One standard error bands are also plotted. For the most part, they are so small that they are
hardly visible.

B.12 Number of ties in rank veribcation

Considering a random vectorX " R" let

X! X Xi+ X .
Y, = % Y, = % Yy = Xy for &= i, (B.12)
Suppose thatX; 2 Xy for all k = i, and X; = X4 for some&= i (i.e., there is at least one tie). We count

the number of ties in for the winner in three dilerent cases.
¥ SupposeY; > maxg=ij Yk. If any of the X for k = i,j were equal toX;, then we would have

Xi+Xk2Xi+Xj_

Y= X = 7 2 -

which would be a contradiction. Thus, if there is a tie, the only possible tie isX;. Since,
1+ {&=i :Y#=rr|2ax Y} =2
=i

in this case, we are done.

¥ Suppose thatY; < maxg=i; Yx. Then someXy for k = i,j must be strictly than larger X;. Otherwise
we would have for everyk = i,j that

_ X+ X 2Xi+xk

Y.
! 2 2

2 Xg = Y,

which is a contradiction. Thus, if there is a tie, the number of ties is one plus the number ofX for
k = i,j that are equal to each other. In this case, this matches

1+ [{&= 1 1Yy =max Y},
S

so we are done.

¥ Now suppose thatY; = maxg=i; Yk. In this case we must haveX; = X;. If not, then X; <X ; and
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there must be some&= i,j such that X; = Xy, so

_Xi+Xj<Xi+X#

Y,
! 2 2

= Xyg= Yy
which is a contradiction. Thus Y; = X; in this case, and the number of ties is therefore clearly

1+ {&=i :Y#:rrgax Y} -
S

B.13 Selective p-value for rank veribcation in exponential families

Supposep is a p-value for the null Hy that is selectively dominant given Z and we selectp to use for
inference according to the selection function

s(x,z) =

L ifx" [0 (2),9(2)], -
0 otherwise

)
g1 if x<q*(2),
%N

Then the adjusted p-value () is given by
)
p H +
5 S Z)dx _ " g @ e @y TP<d()

1 - " (2 gy (P 9T (2) ; '
s(x,Z)dx & _9 V(7] g
0 ( ) q+ (Z)+ N(lz)(q(z)! q+ (Z)) If p [q (Z)’q(z)]'

Psel =

which can be re-written as L
pl (1! )P g (Z2))+

T D)+ viy(@ @) a2)

This is su"cient to imply the claim from the main text.

Psel =

B.14 Rank veribcation additional details

Example 12 (Rank veribcation in exponential families). Supposep is a p-value for the null Hy that is
selectively dominant givenZ. If we selectp to use for inference according to the selection function

)
g1 if x<q*(2),
s(x,z) = % N i x" (2,492,
0 otherwise

whereN(z) > 1and0) g'(z)) q(z) ) 1 are known functions of z, then the selective p-value from( )
turns out to be (see Appendix for computations)

p! (1! (P! g (2))-
T D)+ vy @D T @)

Psel = (B.13)
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Therefore, Theorem tells us that rejecting when( ) is at most! is a selective Type | error controlling
procedure: ' (

p! (1! g&H)(P! a°(2))-
T 2)+ iy @@)! a @)

Now, suppose we observé drawn from the exponential family () and let W be the index of the largest
Xi (with ties broken randomly). For i = j, Example tells us that the UMPU p-valuep = p; from ( )
for the null Hoji :,i) ,; is selectively dominant given the transformed nuisance statistic¥, ; from ().
Taking qu Vi), 6 (Y1 4), Ni(Yi5),and f from (), (), (), itis now easy to show that rejecting
the data-dependent nullHqw; for j = W when

) 1|S=1 )L (B.14)

Ho

pwj ! (1! ﬁ)(pwi! %j )+

Ovj *+ mo(owj ! ;)

) ! (B.15)

controls Type | error conditionally on W.
For i =], if Hoj is false, then trivially P (falsely rejectHow; |[W = i). For the case thatHgj Iis true,
the eventW = i is the same event as selecting; for inference in ( ), SO

- (
| P (@ A )w ! g £ -
P (falsely reject Howi |[W = i) = P - PEW =
( y €] ow; | ) G + ﬁ(owj ' Gyp) ) (
pi b @ Py G Y Fw=i o,

=P + 1 +
o + a6 ! oq)

) L.

which is sulcient to imply conditional error control.

Now suppose we reject the data-dependent nudlj-w Howj when we reject all of the individual nulls
How; forj = W. Itis straightforward to see that this will control Type | error both conditionally on W and
marginally. If i is such that,; >, ; for all j = i, then trivially P (falsely reject 3j=w Howj |W =1i)=0. If
this is not true, then there exists somek = i such that, 2 ,;, so

P (falsely reject 3j=w Howj |[W = 1)) P(falsely rejectHowk W =1)) L

Again, marginal error control follows from the usual law of total probability argument:

"n
P (falsely reject 3j=w Howj ) = P(W = i)P(falsely reject 3j=w Howj [W = i)
i=1
nn
) ! P(W =1i)
i=1
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B.15 Selective dominance and one-sided testing

In this appendix, we establish the selective dominance property for UMP p-values in MLR families
and UMPU p-values in exponential families. We also show that in these cases, the adjusted p-value from
Theorem is monotone in the parameter, under suitable conditions. Throughout the appendix, we draw
from the discussion and proof strategy in Appendix B.1 ofLei and Fithian [2018.

B.15.1 MLR Families

We consider a parametric family Pg parameterized by a real parameter, " R such that each Pg has
density pg(x) with respect to some carrier measurey. We will suppose that these densities share support
(i.e., for any two , and ,*we havepg(x) > 0 76  pgs(x) > 0). Further, we suppose that for any, ) ,*
the likelihood ratio pgs(x)/p &(X) is a monotone non-decreasing function of some real-valued functioi (x)
on this support (i.e., for any x; ) Xz with pg(X1), pe(X2) > 0, we havepgs(X1)/pa(X1) ) Pes(X2)/p &(X2)).

Recall that for a testing problem, the critical function . (x) (see Lehmann et al., 1986 Section 3.1]) tells
us the probability of rejecting the null having observed datax, so. (X) = P(reject Hp|X). From Theorem
3.4.1 ofLehmann et al. [1986 we know the test governed by the critical function

-(x) =

)
g1 ifT(x)>C
g/ if T(x)= C (B.16)

0 otherwise

is UMP for testing Ho :, ) ,o against the alternativesH, :, >, ¢ so longC and/ satisfy
Pe (T(X)>C)+ /Pg (T(X)= C)= L. (B.17)
Denote the left-continuous survival function of T(X ) and its right-hand limit under Pg, as
G(t) = Pg, (T(X)2 1) G"(t) = ”J‘l G(u).
Since G(t) is a monotone non-increasing function, we can also debne its generalized inverse

G' Yz)=inf {t:G(t)) z},
Lemma gives a natural way to setC and/ in Equation ( ) to get an UMP test.

Lemma B.15.1 (An UMP test) . Adopting the convention that 0/0 = 0, taking C = G' 1(!) and / =
(! G*(C)/(G(C)! G*(C)) in Equation ( ) gives an UMP test.

Proof. At continuity points t of G(§, we haveG(G' 1(t)) = t and alsoP (T(X) = t) =0. Thus, if C = G' (1)
is a continuity point of G(§, then G* (C) = Pg, (T(X) >C) = Pg(T(X)2 C)= G(C)="! and/ =0, so
the constraint ( ) is immediately satisbed.

If C = G'(!1)is not a continuity point of G(§, then G(C)! G*(C) > 0 and the constraint ( ) is
also immediately satisPed. To ensure that we still have a valid test, however, we negd" [0, 1]. This is true
so long as! " [G*(C),G(C)]. We know that G(t) ) ! foranyt>C ,soG*"(C)) !. If G(C) <! , then we
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could bnd somet' < C such that G(C) <! by left-continuity, but this would contradict that C = G' 1(!),
Pnishing the proof. O

Letting Uaux ( Unif([0, 1]) be auxiliary randomness that is independent oX , a simple way to instantiate
the test from Lemma is to reject wheneverT (X) > C orwhenT(X)= CandUgy ) /. Lemma
explains how this is the same as rejecting when the p-value, termed as a fuzzy p-value @eyer and Meeden
[2003,

p=G"(T(X))+ Uaux (G(T(X)) ! G"(T(X))) (B.18)

is at most ! .

Lemma B.15.2 (Fuzzy p-value is UMP). RejectingHp :, ) ,o when the fuzzy p-valug ) is at most !
instantiates the test from Lemma , and is therefore UMP.

Proof. We rewrite
P=(1! Uax )G (T(X))+ Uaux G(T(X))

and consider four cases.

¥ If t<G'1(!) then we can bnd somd* >t such that G(t*) >! . Thus G(t) 2 G* (t) >! . Sop >!
wheneverT(X) <G' (1)

¥Ift= G 1(!)and G' (1) is a continuity point of G(§, then G* (t) = G(t) = !. Thus, in this case

+ #1
p) ! wheneverT(X)= G'(!) and U ) G(Gif(!e))!(%+((!63)1(! v =

¥Ift=G' (1) and G' I(!)is not a continuity point of G(§, then we must have that G(t)! G* (t) > 0.

Also by right continuity we have G(t) 2 ! and by how G' 1(§ is debned we haveG* (t) ) !. In this
11 Gr(GFL(1))

casep) ! also wheneverT(X)= G' (! ) and Ugy ) SEFI YT ST (GF IO -

¥Ift>G' (1) then G*(t)) G(t)) !. Sop) ! wheneverT(X)>G'(!).

This implies the following set equalities:

7

() 11 ={TO)>G (N3 T(X)= G 1), Ua ) e O (G 1)

GG () G (G ()

={T(X)>C}3{T(X)=C Uax ) /}

Lemma shows that p ( Unif([0, 1]) under Pg,, which will be useful for us later.

Lemma B.15.3 (Fuzzy p-value is uniform at null boundary) . Under Pg,, the p-value( ) has a Unif([0, 1])
distribution.

Proof. Using the set equality from Lemma but replacing ! with z" (0, 1), we bPnd
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Peo (G™ (T(X)) + Uaux (G(T(X%)! G*(T(X))) 2)
z! G*(G' Y(2))
G(G' X(2))! G*(G'1(2)
z! G*(G' Y2)
G(G' (2)) ! G*(G'1(2)
z! G*(G'(2)
G(G' 1(2)) ! G*(G'(2)

Pe, (T(X)>G' (2))+ Pg, T(X)=G (2),U)
5
Pg,(T(X) >G' Y(2)) + Pgy(T(X) = G' Y(2))Pg, U)

G"(G' (@) +(G(G' Y(2))! G'(G (2)) a

= Z.

O

Now we can show thatp is a selectively dominant p-value for testing the nullHg :, ) ,o. In what
follows, we consider some bxed) ,o and prove some facts that allow us to relate the distribution of T (X))
under Pg, to its distribution under Pg.

Lemma B.15.4 (Distribution of T(X)). Let ge(T (X)) be a non-increasing function that equals the likelihood
ratio pe(x)/p & (x) on the support and
Y
4(A)=  H(T(x) " A)ps (x)u(dx)

be the measure off (X ) under X ( Pg,. Then
Y
Pe(T(X) " A)=  ge(t)4(dt)
A

Proof. We know that

Y
Pe(T(X)" A)= 1(T(X)" A)Pe, (X)9e(T (X)) H(dX),
so we need to show that
Y Y
L(T(X) " A)Pe, (X)9a(T (X)) H(dX) = Ag&(t)4(dt) (B.19)

If ge(T(x)) = I(T(x) " A”) happens to be an indicator then ( ) holds. Therefore, we can apply the
standard machine (see the discussion after Equation 42 ihei and Fithian [2018§) to show that ( ) holds
for all non-negative functions ge(3. O

Lemma B.15.5 (Distribution of ( T(X), Uax )). If 5 denotes the product measure of and Lebesgue measure
) on [0, 1], i.e., the distribution of (T (X), Uayx ) under Pg,, then

Y
Pe((T(X),U)" B) = . 0e(t)5(dt, du) (B.20)

Proof. We will brst argue that ( ) holds for any B which is a product setA;, A,. We can further reduce
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to the case that ge(T(x)) = I (T(x) " A3) is an indicator. Then we see using our previous lemma that

P&((T(X)ruaux) " AL, AZ) $&(T(X) ! Al)g(uaux ! AZ)

g(t)4(d)a ) (du)
YA y A
= 4(dtya ) (du)
\/A14Af A,

= 5(dt, du)
\/A14Af" A,

= Qe (t)5 (dt, du)
A1 A

To handle the case of generafjs(§ we can again simply apply the standard machine.
The full result then follows from an application of the 2! ) theorem: the set ofB for which ( ) holds
is a)-system, and () holds for every set in the2 system of all product setsB = A;, As. O

Note that our p-value p is a deterministic function of T(X) and Ugyy :
p=m(T(X),Uax)  m(tu)= G"(t)+ u(G(t)! G"(1)).
As such, we sometimes write our selection function as a function of (X ) and U :
s(t,u) = s(m(t,u)).

We use this abuse of notation in our next lemma, which characterizes the conditional distribution ofT (X)
given selection.

Lemma B.15.6 (Distribution of ( T(X), Uaux ) given selection) For any selection function s(x) under which
p has a positive probability of selection undePg,

/,B de(t)s(t, u)5(dt, du)

Pa(T(X), Vaw) " BIS=1) = 50 s(t, u)5 (dt, du)

Proof. First note that

P&((T(X), Uaux) ) B,S = 1)

Pa((T(X), Uaix) " BIS=1) = b(e =)

Thus it su“ces to show for any set B that
Y

Pe((T(X),Uaux) " B,S=1)=  gg(t)s(t, u)5(dt,du).
B

By the debPnition of conditional expectation

P&((T(X), Uaux) " B,S= l) = E&[E&[I (S = l) | T(X), Uaux ]I ((T(X), Uaux) " B)]
= Eg[S(T(X), Uaux ) ((T(X), Uaux ) " B)]
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If s(t,u) = I((t,u) " B)is an indicator function, then the result is implied by our previous lemma. We again

get the result for general selection functionss(t, u) by applying the standard machine. O
With these lemmas under our belt, we can show Propositior , the main result of this sub-section.
Sincep ( pg, Unif([0, 1]) by Lemma , this proposition is su"cient to imply selective dominance.

Proposition B.15.1.  For any selection function s(x) for which p has positive probability of selection under
Pe,

Pe(p) zIS=1)) Pg(p) 2IS=1).
Proof. First we show that Pg(S=1) > 0 =6 Pg, (S =1) > 0. We show the contrapositive. If
0= Pg(S=1)= EglEsg[SIpl

Eg[s(p)]
E&o [S(T (X ): Uaux )],

then s(T(X), Uaux ) = 0 a.e. under Pg,. Therefore,
P&(S = 1) = E&[S(T (X )- Uaux )] = E&o[g&(T(X )) S(T (X )- Uaux )] =0.

Now, bxz " (0,1). If zis such that Pg(p) z|S = 1) =0 then the desired inequality is trivial. To handle
the non-trivial case, we recall Lemma and note three facts:

¥ If (t,u) " m' 1([0,2]) then t 2 G' 1(2),
¥ If (t,u)" m' 1((z,1]) thent) G' (2),
¥ The setsm' ([0, z]) and m' %((z, 1]) are disjoint.

Thus,

1 B jm# 10,17 9e(B)s(t, u)5(dt, du)
Pe(p) 2IS=1) ;M A(0.2) ge(t)s(t, u)5(dt, du)
m# 1([0,z]) g&(t)s(lt, u)s5(dt,du) + . 1(2,1)) 0s(t)s(t, u)5(dt, du)
/ m# 1(0.27) 9&(t)s(t, u)5(dt, du)
ym# 1((z,1]) Oe(t)s(t, u)5(dt, du)
m* 1(0,2)) 9</&(t)5(t, u)5(dt, du)
9a(G' () e 1((z, S(t: W)5(dt, du)
(G' 1(2)) e 10, St U)5(dt, du)
Jm# 1(2,1) s(t, u)5(dt, du)
m# 1(0.2]) s(t, u)5(dt, du)
_ 1
" Pg(p) 2IS=1)"

=1+

=1+

where to Pnish we have noted thatgg, (t) = 1 almost everywhere in the measure5. O
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B.15.2 Exponential families

Suppose we observe datX " R™ from an exponential family Pg parameterized by, " R" i.e., under Pg
the data X has density

ge(x) = exp(,1T1(x) + ad# ,n Ta(x) ! - (,))9(X)
with respect to some carrier measurgl. We consider the problem of testingHo :,i ) ,o0,-

The UMPU test for Ho :,i ) ,0, is valid conditional on T, ;(X). More specibcally, Theorem 4.4.1 of
Lehmann et al. [1984 tells us that any test of the form

)
g1 if ti > Col(t )
C(tist) = §/(t!i) if ti = Co(t: i)
0 otherwise

where the functions/ (§ and Cy(g satisfy
E& =& [. (i(X),t i)lT! iX)="1 ae. underP& =&

is UMPU for testing Ho : ,i ) ,0i. Lemma 2.7.2 ofLehmann et al. [1984 tells us that the conditional
distribution of T;(X) given T, ;(X) = t, ; admits a density

Oty (ti) = exp(Liti b =(,i))

with respect to some base measurg;,,. This density has an MLR in t; (to be specibc, we are imagining
observing T; (X)) from its conditional distribution T, ;(X), and the map T (8§ from the previous sub-section is
actually the identity). Hence, a concrete UMPU test is to just run our UMP test from the previous section
using the conditional distribution given T, {(X) = t, ;. In particular, our work from the previous section
implies that it is UMPU to reject using the p-value

p= G (Ti(X)IT (X)) + Uaux (G(Ti (X)[Tr i (X)) ! G (Ti(X)ITr i (X)), (B.21)

where Ugux is an uniform random variable independent of the data and
G(tjty ;) = P&O(Ti(X) 2T i(X)=t) G* (tilty i) = |Imt G(ulty ).
u-tj

We argue that this p-value is selectively dominant givenZ. Fix a distribution P in the null. If we
consider some selection functiors(x, z) such that P(S =1) =0, then () holds trivially. Instead consider
the case thatP(S =1) > 0 and let f ;(x) denote the condition?l PDF of p given Z = z. Proposition
along with Lemma tells us exactly that for z such that 01 s(x, z)f;(x)dx > 0,

Iy I
L0 S 2)f2(x) | o 8(%2)

’ 01 s(x, 2)f 2 (X) ’ 01 s(x,2)

forall t" [O,1].

Arguments in Appendix and Appendix then tell us that the following three facts are true a.e.
under P(4B = 1): (1) 01 s(x,Z)fz(x)dx > 0, (2) the left-hand side of the above equals the left-hand side
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of (), and (3) the right-hand side of the above equals the right-hand side of { ). Combined these facts
imply that p is selectively dominant givenZ.

B.15.3 Monotonicity of selective MLR p-values

In this sub-section, we consider data X,Z ) where the conditional distribution X|Z = z ( Pg; is
parameterized by, " R and has an MLR in T(x). Because we do everything conditional orZ = z, without
loss of generality we can just work withX and understand that the results will hold a.e. overZ. Letting

G%(t) = Pg, (T(X) 2 1) G8‘°'+(t):Iim G%(u)

we let
pf = G%* (T(X)) + Uaux (G2 (T(X)) ! G** (T(X)))

be the UMP p-value for testing Hg :, ) ,0. Again, Uy is a uniform random variable independent of the
data. Let
m&(t,u) = G2 (1) + u(G%(t)! G%* (1))

be the map such thatm® (T (X),U) = p%. )
Considering a class of selection functions® (x) such that 01 s%(x) > 0 (when Z is present we need
01 s%(x,Z) > 0 almost surely), we want to show that the selective p-values from Theoreni,

/

o P S (x)dx
Psel =

1 1
o S%(x)dx

are monotone non-decreasing ing. Specibcally, we will show that this is true when the selection function
s%(x) is independent of , ; once written in terms of the data (i.e., selection can be stated in terms of the
data without reference to the null parameter being tested). Formally, we establish monotonicity whenever
there exists {49, independent of, o, such that

s%(x) = s(t,u) for all t,u with x = m%(t,u),

Like before, we now consider some bxed ) ,o and let gg(T(x)) be the non-increasing function that
equals the likelihood ratio pg(x)/p & (X) on the support. The next lemma allows us to rewrite the selective
p-value in a useful way.

Lemma B.15.7. Letting E;s = {(t,u):t>r ort=r andu) s}. Forany t and u such thatm&(t,u) = v,

Y Y

(x)dx = ge(t)s(t, u)5(dt, du).
0 Etu

y

Proof. First we handle the case thats®(x) = I (x " Bg) is an indicator of membership to some set. Then
the left-hand side of the equation is the Lebesgue measure of the sk : x ) y} intersected with Bg. By
Lemma this is the same as the probability under Pg of the p-value p* being at mosty and in Beg.
By our choice oft and u, the set dilerence betweenE, and the set{(t,u) : m&(t,u) ) y} is measure
zero underPg. Thus by Lemma and how s-is debned, the right-hand side of the equation is also the
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probability probability under Pg of the p-value p% being at mosty and in Bg. We again get the result for
general selection functionss®(x) by applying the standard machine. O

According the the previous lemma,

[ s /
/(f s&(x)dx Er (1.0 an Oe(t)s(t, u)5(dt, du)

& — / =
psel Ol s&(X)dX g&(t)s(t, u)5 (dt, du)

Hence it would su"ce to show that for all r and s,

/E,,,S 9e(t)s(t, u)5(dt, du)
" ge(t)s(t, u)5(dt, du)

is monotone in non-decreasing in . This is the subject of our next lemma.
Lemma B.15.8. For any r and s, the quantity

/E,,s 0e(t)s(t, u)5(dt, du)
ge(t)s(t, u)5(dt, du)

is monotone non-decreasing in, .

Proof. The proof strategy is the same as our earlier results. We would like to show that

/5,,5 Ge(t)s(t, u)5(dt, du) /% Os, (1)s(t, u)5(dt, du)
ge(t)s(t, u)5(dt, du) Qe, (1)s(t, u)5(dt, du)

If the numerator of the left-hand side is zero then the inequality must hold. In the other case we see that

/
,/ G(B)s(t,u)S(dt,du) _ . Es 9e(t)s(t, u)5(dt, du)
e GOSWSELY) T e g(D)s(t u)5(dt du)
9&(r)jESS s(t, u)5(dt, du)
' g&(r)' e, s(t,u)5(dt,du)
JEE s(t, u)5(dt, du)
y .. s{t,u)5(dt, du)
_, Ge(t)s(t,u)5(dt, du)
) 'E,VS Og, (t)s(t, u)5(dt, du)

21

where we have noted that if ¢, u) " E;s thent 2 r and if (t,u) " E;s thent) r, and also that gg, (t) =1
almost everywhere in the measure. O

B.16 Selecting multiple p-values for inference

In this appendix, we generalize our selective dominance framework to allow us to select multiple p-values
for inference.
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Suppose we havek p-values for the nullsHg; that are selectively dominant given some commorZ. We
require that these p-values are conditionally independent giverZ . Debnek binary selection random variables
S; "{ 0,1}, whereS; = 1 when p; is selected. The relationship betweerp;, Z, and S; is governed by the
selection functions

Si(x,z)=p(§ =1Ip; = X, Z = z)

Furthermore, we demand that the dilerent selections happen independently, i.e.,
&
P(S1=1,....,8%=1|p1,- -, Z) = P(S =1 |p,Z) a.e. underP (B.22)
j=1

!/ /
Debne the selective p-values from Theoren: pse; = Op’ Sj (x, Z)dx/ 01 Sj (X, Z)dx. Our goal is to show
that these selective p-values remain independent and are also valid p-values after selection:

&
Pai_ Hoy (Psel,1) to,ooiPsetj ) taS1=1,...,§ =1)) t; forall t" [0, 1] (B.23)
i=1
Fix a distribution P in the global null. As this statement is vacuously true whenP(S; = 1,...,§ =
1) = 0, it su"ces to suppose that P(S; =1,...,S =1) > 0, in which case we can debne the conditional

probability measures

P(A,S;1=1,...,5 =1)

Q(A)= P(A|S1=1,...,5% =1) = P(S1=1,...,S% =1)

and
P(AS; =1)

P(S =1)
Note that Q is absolutely continuous with respect to all the Q; and alsoP, so any statement which is true
a.e. under anyQ; or a.e underP is also true a.e. underQ.

By taking expectations of ( ) conditional on Z with respect to both sides, we bnd that theS; are
independent givenZ a.e. underP (and thus also a.e. underQ). The following equalities hold a.e. underP.

Q(A)=P(AlIS§ =1)=

P(S1=1,...,S% =1|2) E[g(Slzl,...,SKZI p1,<...,pk,Z)|Z]

&
= E; P(S =1|p.2) 2~ (Equation ( )
i=1
G
= EP(S =1]p,2Z)] (p; conditionally independent given Z)
j=1
4
= P(§=112)

j=1

where we have used that thep; are conditionally independent givenZ to move the expectation inside the
product.

Now, we recall from Appendix that the selective p-value pseij is a continuous function of p; for

1Again, formally s(pj,Z) = E[S|pj,Z].
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a.e. Z under Q;, and therefore this is true for a.e.Z under Q. Namely, we have for allt " [0, 1J¢ that

Q(Psel,1) t1,... Pselk ) WlZ)= Q(P1" A1zt,....Pc " Axzt |Z) a.e. underQ

/ / /
To be specibc, forz such that 01 Sj (x,z)dx > 0, the Aj,: are Borel sets such that Oy sj (x,z)/ 01 Sj(%,2))
ti % y" A;. Now, the following equalities hold for allt " [O, 1] a.e. underQ:

EQll(pr" Avzt) ... 1(px " Akzt) | Z]

_ Epll(p" Arze)Sy.. 1Pk " Akzt )Sk | Z] (Lemma )

Ep[Si...S | Z]

Epll(pr" Arze)...1(pk " Akzt JEP[S1.. .Sk | P1,--- bk, Z]| | Z]
= 2. 2 LoTE
Er[S:...S | Z] (LoTE)

_ Epll(p1" A1zt )EpP[S1 =1Ipk,Z]...1(Px " Akzt )Er[Sk =1|pk,Z]l| Z] ,
= ErS.. 5 | Z] (Equation ( )

& A .
—i:1 =l Alé’;[)SEL;ﬁil] 1o, Z1i2] (earlier result)

¢ Ep[l (B " Aizt )Si|Z]

T Ep[Si1Z] (LOTE)

= B Eq [l (pi " Az )IZ] (Lemma )

= Eq [l (Pseii ) t)IZ] (earlier reasoning)
-1

)t (Theorem )

Of course, the fact that

(¢
P(Psel.1) ti,--- Pselk ) t]Z,S1=1,...,S5 =1)) t; forall t" [0,1] a.e. underQ
j=1

is su“cient to imply ( ).

B.16.1 Adaptive versions of FisherOs combination test

We can use our generalized framework to come up with variants of FisherOs combination test that are more
powerful when some null p-values are conservative (i.e., they have super-uniform distributions). Corollary ,
which is of similar Bavor to the conditional inference on winners procedure, gives a conditional version of
FisherOs combination test that only uses the bottonk p-values for inference. In Corollary s procedure,k
must be pre-specibed.
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o Power of different variants of Fisher's test o Power of different variants of Fisher's test 1o Power of different variants of Fisher's test
: —— Conditional i —— Conditional ’ —— Conditional
Truncated Truncated Truncated
0] — Original 0] — Original 0sd — Original
0.6 L 06 L 0.6
[ [
2 2
o o
0.4 & o4 & 54
0.2 / 0.2 ) / 0.24
0.0 0.0 / 0.0
0.00 0.25 0.50 0.75 1.00 1.25 1.50 1.75 2.00 0.00 0.25 0.50 0.75 1.00 1.25 1.50 1.75 2.00 0.00 0.25 0.50 0.75 1.00 1.25 1.50 175 2.00
Value of the signals u; = ... = Value of the signals u; = ... = Value of the signals u; = ... =
@) &=3 (b) &=5 (c) &= 10
Figure B.3: For &= 3 (left), &= 5 (middle), and &= 10 (right), power of the k = 3 conditional, ' = 0.5
truncated, and original FisherOs combination test for data drawn fronN (u, | 10) with 3 = 4a& px varying
according to the x-axis andps, = 44& WU, = ! 2. Power results from an average oveN = 104 trials, error

bands (barely visible) denote one standard error, and the level = 0.1 is denoted by the dashed line.

Corollary 10  (FisherOs togk combination test). Suppose thatp; are n independent and selectively dominant
p-values for the nullsHg;, and let Hg (j) denote the null corresponding to thg th smallest p-value (with ties
broken randomly). For some bxedk ) n, rejecting the data-dependent global nuIBjk:l Ho,) (and therefore

also the global null8_, Ho,;) when

nk
12 1og(p;)/P k1)) 2 Quantile(1! !,%3,) (B.24)
j=1

controls Type | error at level ! conditional on the indices of the smallestk p-values (and therefore also
marginally).

Examining ( ), we see that when the k+1)st p-value provides essentially no evidence against the null
(sop+1y 9 1), running Corollary Os test is like running FisherOs test using just the bottoknp-values and
ignoring that any selection took place. In this case, our test statistic will be essentially identical to FisherOs
original test statistic, but the critical value required for rejection will be much smaller. On the Rip-side, if
many of the pjy for j ) k are not su"ciently smaller than p.q , then Corollary Os test statistic will be
small and the test will fail to reject.

Another approach to improving FisherOs combination test is truncation: only use a p-value for inference
if it is below some bxed threshold" " R [Zaykin et al., 2003. Corollary , which is identical to the test
from Proposition 2 of Zhao et al. [2019, gives a version of FisherOs truncated combination test that is still
valid whenever the p-values are independent and selectively dominarit.

Corollary 11. Suppose thatp; are n independent and selectively dominant p-values for the nulldg;, and
bx n thresholds'; " [0, 1]. Letting j " J denote the random set of indices for whictp, ) ';, rejecting the
data-dependent global nulBjs;Ho; (and therefore also the global nulB{; Ho;) when

"k
12 log(pi/ ;)2 Quantile(1! ! %35,
j=1

2We give a variant that is valid conditional on which p-values are selected. If we just care about rejecting the global null
#_; Ho,i, we can give a more powerful test via marginalization, as  Zaykin et al. [2002] do.
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controls Type | error at level ! conditional on J (and therefore also marginally).

If somep; are substantially lower than their truncation point '; but most are above it, then Corollary
will be powerful. In this case, Corollary Os test will have a slightly smaller statistic compared to FisherOs
original combination test, but a much smaller critical value. Hence, the truncated Fisher test is most
powerful when some p-values come from strong alternatives but many come from conservative nulls. As
such, Corollary  generalizes the truncated Fisher test to the settings where it is most applicable. On the
Rip-side, if most of thep; are below';, the truncated test statistic will pay a penalty due to selection, while
the critical value required for rejection will remain essentially unchanged compared to FisherOs original test.
To illustrate the benebts and drawbacks of these methods, we display their power alongside that of
FisherOs original test for a simpl@ = 10 dimensional Gaussian problem. We samplé&X ( N (y,1,) and use
the p-valuesp; = 1! #(X;) try and detect the existence of a positive mean. For&" { 3,5,10}, we vary
the strength p; = 4ad& px > 0 of our signals and setux; = 44& U, = ! 2 to be conservative nulls. We
do inference using the bottomk = 3 p-values for the conditional version of FisherOs method and set the

truncation ' = 0.5 for the truncated version (i.e., we includep; for which X; > 0). The results are displayed
in Figure

As expected, the new methods outperform FisherOs original method when conservative nulls are present.
When &= 3 and the bottom three p-values are much smaller than the rest, the conditional method does
incredibly well. As expected, its performance quickly degrades whe&= 5, 10 and the fourth smallest p-value
becomes close to the bottom three. The truncated method is more robust, and still considerably improves
power when &= 5. Unsurprisingly, both selective methods perform worse than FisherOs original method

when &= 10 and every y; is a signal (i.e., all p-values are sub-uniform).

B.16.2 Proof of Corollary

Suppose we haven independent and selectively dominant p-valuesp; for the nulls Hy;. We consider a
subsetp;,,...,p, of them to use for inference. Denoting the remaining a&Z = (pi,,, ..., P, ), we have
that pi,,...,p, are conditionally independent givenZ. We select thep;; for j ) k to use for inference when
they are smaller than all the p-values inZ, i.e., we use the selection functionss; (x,z) = 1(x ) miny z).
For these selection functions, the condition Equation () is obviously satisped, and Equation [ ) tells
valid p-values after selection. In particular, if we denote the 1! ! quantile of the % distribution as Qq, a
consequence of Equation { ) is that

nk
Py po, (V2 log(pi;/ . min  py) 2 Qx|Si; =1,...,S, =1) (B.25)
i=1 i i=1 #${i1,...0 «}
To show conditional error control, we brst note that if 8}‘:1 Ho,; is false, then trivially

P (falsely reject 85, Ho (IS, =1,...,S, =1)=0) L

For the case that8]k=1 Ho,, istrue, thenthe eventS;, =1,...,S;, = listhe same as selecting thep; , ..., p;,
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for inference in ( ), so

P (falsely reject 85, Ho(yISi, =1,...,S, =1)
uk
P('2 log(pg)/p+1)) 2 QlISi, =1,...,S;, =1)
j=1
"k
P2 log(p;/ min pg2 Qx|Si, =1,...,S, =1)
. #’${ Ik}

=1 11,0

) L.

Now, letting J denote the set of indices of the bottormk p-values, It follows from the debnition of conditional
expectation that P(A[J) = P(A|S; = 1forall j " J) a.e. underP, and the above therefore implies that
P (falsely reject 8K, Ho,i)[d) ) ! a.e. underP. Marginal error control then follows from the law of total
expectation.

To see that the same applies for the global null repeat the same argument and replace any mentions of
8¥.; Ho,i; and 8f_; Ho ) with 8[; Ho,.

B.16.3 Proof of Corollary

Suppose we haven independent and selectively dominant p-valuespy; for the nulls Ho;. We selectp; to
use for inference when it is smaller than some pre-specibed threshdlgd, i.e., we use the selection functions
si(x)= 1(x) "j). Let § be the indicator that the j th p-value is selected and) be the random set of indices
of the selected p-values. For these selection functions, the conditior ( ) is obviously satisbed, and { )
tells us that, under the global null 8}<:1 Ho,, , the selective p-valuesp;, /' j are independent and valid p-values
after selection. In particular, if we denote the 1! ! quantile of the % distribution as Qq, a consequence of
Equation ( ) is that

wk

P4}K=1HQiJ (! 2 Iog(pij/' j) 2 nglsil :1,...,Sik :1)
i=1

To show conditional error control, we brst note that if 8}‘:1 Ho,, is false, then trivially
P (falsely reject 8f5; Hoy|Si, =1,...,S, =1)=0 ) L

For the case that8jk:l Ho,i, istrue, thenthe eventS;, =1,...,S;, = 1isthe same as selecting they; , ..., pi,
for inference in ( ), SO

P (falsely reject 8/s; Ho;[Si, =1,...,S, =1)
P(I 2 Iog(pj/.j)zQZleilzlr---vSikzl)
j$J
nk

P(! 2 |Og(pi1/I j) 2 Q2k|si1 :].,...,Sik :1)
j=1

) L.
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It follows from the debpnition of conditional expectation that P(A|J) = P(A|S; =1 forall j " J) a.e. under
P, and the above therefore implies thatP (falsely reject 8¢5 Hoj|J) ) ! a.e. underP. Marginal error
control then follows from the law of total expectation.

To see that the same applies for the global null repeat the same argument and replace any mentions of
8K, Ho,i; and 8js3Ho,; with 8/, Ho,.

B.17 Simultaneous approach

For sake of comparison, we consider simultaneous inference approaches that leverage the known covariance
structure &.

B.17.1 TukeyOs test

The typical simultaneous inference approach that is cognizant of the covariance structure & is TukeyOs
honestly signibcant dilerence (HSD) test [Tukey, 1951. TukeyOs test, once adapted to our problem, enables

us to reject 3ss; ssH;* whenever
X1 X1 > izt z,1°
mn —/— " 2 hy,, hy 1 =Quantile 1! I, max———— with Z=X! u.  (B.26)
i$S,'$S Vij i=j Vij

We justify that rejecting 3igs -$SH{J-’”’ whenever () is satisbed is an error controlling procedure later. In
contrast, our selective test is guaranteed to rejecBigs; -$SH{J-% at least whenever

X XL
mln%

= i 1 i
B vi 2 21y o, Zy y o =Quantile(1 ! 1,Z ) with Z ( N(0,1) (B.27)

When n = 2, these two rejection regions coincide. But as soon as > 2, the quantile hy, , becomes strictly
larger than z;,  », and our testOs rejection region becomes a strict superset of TukeyOs HSD rejection region.
In the case that the X; are independent, the growth ofhy, , is at least on the order of Togn (we will show

this later). The quantile z;, , , that our procedure uses, however, stays bxed.

B.17.2 A rebnement of TukeyOs HSD

Based o! of the approach inBobnger[1983 1985H and Hsu [1981H, we derive an approach that dominates
TukeyOs HSD test. These earlier works assume an isotropic covariance. To handle the case with general
covariances, we will have to come up with a slightly dilerent procedure than what currently exists in the
literature. It is not tractable, but it still helps inform us of the limits of simultaneous inference.

Let Z = X! pbe a centered version oKX , so that Z ( N (0, &), and let ) denote the set of permutations
over n elements. DebPning

# l , %
Zisiky ! Zy#ak+ay Zieaiy! Zrragy g

o 1 = max Quantile$ 11 1, max , max
/1$$ Vi 1K +1) IBK+L, Vi) #1(j)
i K '

(B.28)
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we argue that we can safely draw the inference migs i > max;gs j + * whenever

XX
mn ———

2 . B.2
i$S,)'$S Vij G ( 9)

Assume that the entries of u are sorted (with ties dealt with arbitrarily). Debne |*to be the largest
index in S (corresponding to the smallest mean) andl * to be the smallest index not in S (corresponding to
the largest mean). Debnd " SandJ " S to be the indices that minimize %’!%for i"Sandj" S. A
false rejection happens exactly wher®“ X+ > q,, , and alsopys! pys! *) 0. Note that I*2 K, and
I*=K =6 J*=K+landI*>K =6 J*) K. With this in mind, we can bound

5 X1 XAl % 6
alse rejection) = Hys! Hys! 1
P (false rejection) = P ! 1 x) oL 2 20
5 via 6
| | * | 1 *
) p His: Hgs: 0’X|$. Xgs! | G o 20
Visys Visys 6
! F*x o Xys! Xgs! *
) P His VHJ$ ) s Js | g
5 18)8 Visys
| |
) p ql!!) Xis! |.,l|$! Xjs! Hys
5 Visys V|sgs
Z|$! ZJ$
) P oaui) Vs
# ¥ . %
Zx ' Z Zi! Z~
) P$ql!! ) max u,lmax Z A&
+ VKK +1 iIBK+L,  Vj .
IN
) !

where the last inequality follows from the debnition ofqy | .
Having proven the validity of this simultaneous method, we make two points. First, we could not use the

1! ! quantile of ) ,
*
Zg ! Z Zi! z;”
max =K ZK*H gy S 21
+ VKK +1 i3K+1, Vij

i, K

in our procedure because, in the non-isotropic covariance case, computing this quantile requires us to know
how to order the samples by their means. Secondy; | is certainly at most

5

6
. Zi! Z;
hy 1 = Quantile 1! !, maxM
i=

, B.30
> (B.30)

which justibes the validity of the TukeyOs HSD variant that we proposed earlier.

Now, let us compare our selective test to this simultaneous approach. It is easy to see thet, 1 2 zy, ; 2,
where the inequality is strict exactly when n > 2. Therefore, the rejection region ( ) matches the
simultaneous rejection region () when n =2, and is a strict superset of it whenn > 2.

In the case that the X; are independent, we can more explicitly quantify the dilerence in the two rejection
regions. Suppose thatn is arbitrarily large and, without loss of generality, that K < n/ 2 (the case that
K 2 n/ 2 can be handled with an identical argument). Let2 be the permutation such that 2' *(K) satisbes
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&/#1(K),/#1(K)) &m,m for all m. Then,

) ’
* -
+ Vi# 1K), #1(K +1) |3jKIJ21, Vi#13iy ) #1(j)
Zivay! Z
2 max O AIPIHK)

i3 K +1 Vi#13i)) #1(K)
iIBKA+L Vy# 1y #1(K) iIBK+L Vy# 16y #1(K)

i >
2 max &! _max Zywayl (Zy# 1y > 0)
13K Vysagy rik) 13K Vi#(iy 1K)
= max 20l 0 2 0 Zpo 0 2 9, g )
3K +1 Vi#13i) ) #1(K) 2 &/“(K),/#l(K)
Zysynyl (Zyway > 0
2 max ! o > 0) Op(1)
3K+ 2 &gy, r i)
7 .
2 # max L2 0p(1)

2'i3K+l &/#10),/#1“)

= O( logn)+ 0p(1)

where the last equality follows from applying standard extreme value theory results regarding the concen-
tration of the maximum of independent standard Gaussians IHaan and Ferreira, 200§ and the fact that
n! K 2 n/2 per our assumption. As a consequencey; ; must grow at least on the order of logn as well.
This implies that, in the independent case, the HSD quantile () grows at least on the order of Togn
also.

B.18 Conbdence lower bound for rank veribcation

By inverting the test () for dilerent values of * (i.e., considering the set of* for which we fail to
reject), we get a conbdence region for the gap migs i ! maxj=s y; that is valid conditional on S. It is
not immediately clear, however, that this region will result in a conbdence lower bound (i.e., there is some
smallest* for which we fail to reject). We provide an argument that it does.

Appendix tells us that, because our original marginal p-valuesp}}" in ( ) come from the UMP
test in a MLR family, and because our selection event does not depend on the paramet&rwe are testing,
the selective p—valuespg/f’el’ij from ( ) are non-decreasing in*. If, for i " Sandj -"S we debne

)
g, e <! forall *,
= % o, Pey; >! forall
sup(* :pey; = '} otherwise

then it is straightforward to argue that Theorem Os procedure will fail to reject if and only if* >
min;ss; 'ss B . Therefore the inverted conPdence region does indeed correspond to a conbdence lower bound.
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B.19 Proofs

B.19.1 Proof of Theorem
First we prove a useful lemma.

Lemma B.19.1. For a measureP and an eventB with P(B) > 0 debne the conditional measur€)(E) =
P(EIB)= P(E 8 B)/P (B). Then, for a random variable X,

P(A,B[X)

W a.e. underQ

Q(AIX) =
Proof. First note that Ep[l (P(B|X)=0)I1(B)]= Ep[I (P(B|X)=0)Ep[I (B)[X]]1=0,s0P(B|X)> 0 a.e.
on the setl (B), Thus it must be the case that P(B|X) > 0 a.e. underQ. Now we can compute for any
Borel C that

z X
P(A,B[X) "
Q WI(P(BM) >0 (X" C) §
= Ep %I (P(BIX)>0)J(X " C)I(B) /P g(B) (standard machine)
= Ep %I (P(BIX)>0)I(X " C)P(B|X) /P (B) (tower property)
= Ep[P(A,B | X)I(P(B|X)> 0)I(X " C)]/P (B)
= P(AB,P(BIX)>0,X " C)/IP (B) (debnition of conditional expectation)
= Q(A,P(B|X)>0,X" C) (dePniton of Q)
= Egql(A)I(X " C)] (P(B|X) positive Q a.e.)
= Eq[QA | X)I(X " C)]. (debnition of conditional expectation)

Thus Pé?éBpl(X)) I (P(B|X) > 0) satisbes the debnition of the conditional expectation of (A) given X
under Q. Sincel (P(B|X) > 0) =1 a.e. under Q, we are done.

O

Equipped with this lemma, we can provide a proof.

Fix a probability distribution P in Ho and let f,(x) be the conditional PDF of p given Z = z. If
P(S =1) =0, then our convention is that P(pset ) !]Z,S =1) and P(pser ) ! |S = 1) are identically zero,
so the result is immediate.

Now consider the non-trivial case, whereP (S = 1) > 0 and the conditional probability measure Q(A) =
P(A|IS=1)= P(A,S=1)/P (S=1)is well debned. We brst show that ( ) holds.

We start by showing that P(S*=1) > 0 also. First, we compute

Y 1
Er[S|Z] = Er[Er[SIp.Z]IZ] = Ep[s(p,2)|Z] = . s(x, Z)fz (x)dx

and likewise Y,
Er[SY1Z]= Er[Er[S|V, Z]|Z] = Ep[s(U,2)|Z] = . s(x, Z )dx.
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/
Whenever Olfz(x)s(x, z)dx > 0, it must be the case thisz that the function s(x,z) is not zero Lebesgue
almost everywhere inx. Therefore 01 s(x,z)dx> 0 =6 Olfz(x)s(x,z)dx > 0. Thus we have both that

Ep[S|Z]> 0 =6 Ep[SYZ]> 0 everywhere

and the contrapositive
Er[STZ]=0 =6 Ep[S|Z] =0 everywhere P

Now, sinceP (S =1) = Ep[Ep[S|Z]], it cannot be the case thatEp[S|Z] =0 a.e. under P. By the brst
implication above we must then also haveP(S*=1) = Ep[Ep[SYZ]] > 0 as well. Thus we can also debne
the conditional probability measure Q*(A) = P(A|S*=1) = P(A,S*=1)/P (S"=1). Now, with both these
probability measures at our disposal, we prove two lemmas.

Lemma B.19.2. Ep[S|Z]> 0 a.e. under Q and Ep[S*Z] > 0 a.e. under Q™.
Proof. The fact that Ep[S|Z] > 0 a.e. underQ follows from the fact that
P(Ep[S|Z]=0,S=1)= Ep[l (Ep[S|Z]=0)S]

= Ep[I(Er[S|Z] = 0)Ep[S|Z]]
=0

The fact that Ep[S*Z] > 0 a.e. underQ™* can be shown by an identical proof.

O
Lemma B.19.3. Q%Z " A)=0 =6 Q(Z" A)=0, and as a consequenc®(Z " A)=1 =6 Q(Z"
A)=1
Proof. SinceQ*%zZ " A)=P(Z" A,S*=1)/P (S"=1), we have
QZ " A)=0
® P(Z" AS'=1)= Ep[I(Z" A)ER[SYZ]]=0
7% 1(Z" A)Ep[STZ]=0 a.e. under P
% P(Z" AEp[S1Z]>0)=0
By our earlier results, however,P(Z " A,Ep[S|Z] > 0)) P(Z " AEp[SZ] > 0) =0. Thus P(Z "
A, Ep[S|Z] > 0) =0, and the same set of equivalences tell us thaQ(Z " A) =0.
The consequence follows from the fact thatQ(Z " A)=1 =6 Q%(Z " A% =0 =6 Q(Z" A% =
0=6 QZ" A)=1. O
Now, debne the function /
t
s(x, z)dx
Fujzss=1 (t) = 5
o S(x,z)dx

/
so that psey = Fuyjzss(p). For z such that 01 s(x,z)dx > 0, the above is a monotone non-decreasing and



APPENDIX B. SUPPLEMENTARY MATERIAL RELATING TO SELECTIVE INFERENCE 159

continuous function of t. For such z, we can debne its generalized inverse

FLJIZs$ L (X) =inf {t:Fyjzss=1 () >Xx}

which satisPesFy |, ss=1 (F|)sgsg (X)) = X @nd Fyjzss=a (1)) x B t) Fjqsy (X). By Lemma

and the fact that Ep[S*Z] > E p[S|Z] everywhere, Fyzss-1 (t) will be a continuous function of x with
probability one both under Q and Q*. The following string of equalities and inequalities then hold almost
surely under Q:

Q(Fujzss=1(p)) t|1Z)

= Q(p) FU|ZS$— 1|2) (Fujzss=1 (t) continuous a.e. underQ)
) Q) FU|ZS$—1 (1)12) (selective dominance)
=t (Lemma )
We justify the last equality. First we use Lemma to note that a.e. under Q* we have
+ P(U) t,S*=1|Z
QW) 1z)= 28 12)

P(St=1]2)
Ep[l(U) HP(S"=1]U,2)|Z]
Ep[P(S*=1]|U,2)|Z]
és(x,Z)dx
ols(x,Z)dx

Fujzss=1 (1)

Thus a.e. underQ* it holds that

Q'(U) Fu|zss- (11Z) = Fyjzss=1 (FL!”lz,s s (D)=t

Writing the event Q*(U ) FU|ZS$—1 (t)|Z) = tasz " A for some Borel setA, Lemma tells us that
QZz" A)=1 =6 Q(Z " A) =1, which establishes the claim. Finally, we ( ) from the law of total
expectation.

In the case that Q(p ) t|Z) = t a.e. under Q, then by the same computations as earlier we can
directly compute that Q(p ) t|Z) = Fyjzss=1 (t) a.e. under Q, and we can directly compute that Q(p )
Fizss (D1Z) = Fuzssa (Fizssy () = t ae. underQ, ie., we get exact equality a.e. underQ as
claimed in ().

B.19.2 Proof of Theorem

Fix a probability distribution P in Hy and let f,(x) be the conditional PDF of p given Z = z. If
P(S = 1) = 0, then our convention is that P(p) !|Z,S =1)=0, so ( ) holds automatically. Thus we
can consider only selection functionss(x, z) for which P(S = 1) > 0. We argued in Appendix that
when P(S = 1) > 0 we also haveP(S*= 1) > 0. Correspondingly, we debne the conditional measures
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Q(A)=P(AlS=1)= P(A,S=1)/P(S=1)and Q' (A)= P(A|S=1)= P(A,S=1)/P (S=1).
For now, consider bxedz for which 01 s(x,z)f,(x)dx > 0. For such z, we argued in Appendix
that 01 s(x,z)f;(x)dx > 0 also. For suchz, we argue that the inequality

I /'y
.0 s(x, 2)f 2 (x)dx L0 s(x, z)dx

' 01 s(x, z)f 2 (x)dx ’ 01 s(x, z)dx

/
holds for all t " [0, 1]. If é s(x, z)f ,(x)dx = 0 then the inequality trivially holds. Otherwise, we see that

/101 s(x,z)fz(x)dx _ 1+ //tl s(X, z)f z(x)dx
TUs(z)f ()dx 4 s(x, 2)F,(x)dx
. fz(t)/tl s(x, z)dx

f2(t) 5 S(X, z)dx

ls(x,z)dx

21

=1+ t
és(x,z)dx

01 s(x, z)dx

Ss(x, z)dx’

which is su'cient to imply the claim. /
To Pnish the argument, we note by Lemma that E[S|Z] = 01 s(x,Z)fz(x)dx > 0 a.e. underQ.
Applying Lemma , we bnd that a.e. underQ
Q) tiz)= SR
_ Eell(p) OP(S=1[p,2)|Z]
Erll(p) P(S=1Ip,2)|Z]
/gls(x, Z)f 7 (x)dx
o S(X,Z)fz (x)dx

and a.e. underQ*
Q) 1z)= FE LS L)
Ep[l(U) YP(S'=1|U,Z)|Z]
Er[P(S*=1|U,2)|Z]
5 S(x, Z)dx
Ols(x,Z)dx

But ite th tthat QU ) t]z) = 4 S2)0
ut, we can write the event that Q*(U ) t|Z) = otz ax

tells us that since Z " A is measure one undeiQ" it is also measure one undelQ. That is, we have a.e.

asZ " A for some Borel setA, and Lemma
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under Q that /
t
o S(x,Z)dx

(U Z)=
QW) 2= 1

Combined, we have a.e. undeQ that Q(p) t|Z)) Q¥(U) t|Z), which is the desired claim.

Now we show the converse part of the statement. Again bx a probability distributionP in Hg, and
suppose there is a seB such that P(Z " B) > 0 and for all z" B the conditional density f, is everywhere
continuous and not non-decreasing. More specibcally, all we require is that for alt * E, there are two
points y1(z) <y 2(z) such that f,(x) is strictly larger in a neighborhood around y;(z) than in a neighborhood
around y2(z), and these neighborhoods are disjoint. In particular for+ > 0 let N.(y) = (y! +,y+ 4 be
a ball around y. Then we need there to bey;(z), y2(z), Hz) > 0, and somel(z) > 0 such that, for
all wy " N_z)(y1(2)) and wa " N_5(y2(2)), w1 < wy but f (wo) + 1(z) < f (wy). If f, is everywhere
continuous and not non-decreasing, this will be true. DebneH (z) = inf {f,(w1) : w1 " N_»(y1(2))} and
L(z) =sup{fz(w2):w2" N_z(y2(2))} soH(z) >L (z). Then consider the selection function

)

s(x,z) = T1Oifx" N((2) 3N (y2(2) and 2" B
, * 0 otherwise.

We show that, for this selection function, selection happens with positive probability:

P(S=1)= Ep [EP[P(S =1Ip,2)IZ]]
Ep[ 1s(x,Z)fz(x)dx]

1
2 Ep[  s(x,Z)fz(x)dxl (Z " B)]
0

N

Ep[24Z)1(Z)I (Z " B)] > O

Thus the conditional probability measure Q and Q* are well debPned. Next we show thatQ(Z " E) =1, so
we know that Z " E a.e. underQ:
P(z" E,S=1
Qz" E)= (P(Szl) :
_ Erll(Z" E)Ep[P(S=1]p,Z)|Z]]
Er[Er[P(S=1]p,2)|Z]]
Ep[l(Z" E) 4 S(x,Z)fz(x)dx]
Ep[ o S(x,Z)f7(x)dx]
Ep[lI(Z" E) o S(x,Z)fz(x)dx]
Ep[l(Z" E) g s(x2Z)fz(x)dx]
= _']_'

where we have noted thats(x, z) is zero everywhere ifz -" E.
Finally, for z" E, dePnet(z) to be a value such thatt(z) >w for all w; " N_)(y1(2)) and t(z) <w-
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for all wo " N_(;)(y2(2)). We know from earlier that a.e. under Q

! v(z)

Qp) t(@Z)z)= 4. S2)fz(dx

5 8(x,2)fz (x)dx

where the numerator is at least 2(Z)1(Z) > 0, so also a.e. undeRQ so,

Iy

! -1+ t(z) S, Z)fz (x)dx
Q(p) t(2)|2) Iot(Z)S(X’Z)fZ(X)dX
) 1+ 2HZ)L(Z)
2HZ)H (Z)
<2

and

Q(p) t(2)Iz)> V2

On the other hand, we also have from above that a.e. unde®

/
HZ) 5(x, Z)dx

01 s(x, Z)dx
_ 242)
C44Z)

=1/2

Q') t2)IZ) =

Thus we have shown that, a.e. underQ, there exists somet " [0,1] such that Q(p ) t|Z) > Q*U ) t),
which means that p is not selectively dominant givenZ.

B.19.3 Proof of Corollary

Suppose we have independent and selectively dominant p-valueg; for the null hypothesesH ;. Suppose
we usep; to test Hg; only when we observe thatp; is strictly larger than ", but still the smallest of all
the p-values. We can apply Chapter Os framework withp = pj, Z = pj and the selection function

i

s(x,z) = I("n < X < mingz). Itis straightforward to see that Theorem Os selective p-value iBse is
(pj ! "n) (minj<; pi ! "yn), and Theorem therefore tells us that
P 5 pJ ! Iln ! ! n ES 16 ! ! n
Mol minic;pt v, 1 v EYT ) T
Re-arranging things we get
> e pr 6 P
Pro, B ) =g minp + 1! "wEs=1) : (8:31)
) Itj 4 .

Letting W be the index of the smallest p-value (with ties broken randomly), we can now prove the claim
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that rejecting How when 5 6

P N
I0(1)) 1+ P2t 1! 7= n

controls Type | error at level ! . Considering any distribution P, let B be the event that a p-value corre-
sponding to a true null is at most",. Then P(B) ) " and P(B€) 2 1! ". If Hg; is false, we trivially have
have P (falsely rejectHow [W = j,B€)=0) (! ! ")/ (1! "). If Hp; is true, the eventW = jandB¢ is the
same event as selecting; for inference in ( ), so

5 - 5 ., .6 6
P (falsely reject How W = ,B°)= P py) ) TRLCH 1! T "nEW =j,B°
5 !

5 rr" II"6 6
=P p) I mijnpi+ 1! 1| — """ FW=jB¢

Our result then follows from law of total probability:

P (falsely reject How )
= P(falsely reject How ,B) + P(falsely reject How , B°)
) P(B)+ P(BC)P(falsely reject How |B°)

"n
) P(B)+ P(B°) P (falsely reject How |[W = j,B ©)P(W = j|B€)
j=1
n "N

=P@)+(1! PE) T+ PW=j[BY)
j=1
L1
1! n 1' n P(B)
I NI
TR T

B.19.4 Proof of Corollary and Corollary

It su"ces to argue that closing our hybrid global null testing procedure rejects Ho () if and only if

5
P P

p(J)) 1+ Pa+ + 1! T "+l

for all j ) k. We will dePne ph+1y = 1 so that the right-hand side of the above equals! whenj = n.

Correspondingly, for subsetsl + [p] of size one, we dePne the hybrid procedure to reject the global nuH, o

when the lone p-value is at most! . For subsetsl of size strictly more than one, supposing that the smallest
p-value in | is the &h smallest p-value and the second smallest p-value ih is the mth smallest p-value, the
hybrid procedure rejects the global nullH, o when

5 6
Lo LT

P ) '1!'7..p(m)+ 1! T -
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Necessity: For1l) j) k,letl, j+1 bethe sizen! j+1 subset that excludes thej ! 1 smallest p-values
(whenj =1then | =[p]). This subset includes the index of thekth smallest p-value, so we must rejectHg
to reject Hg (x). It rejects exactly when

5
A Lo

Pi)) TP+ * 1D e Tarja

so our conditions are necessary.

Su$ciency:  Consider a subset that contains the index of the kth smallest p-value. If it is size-one, then
we reject because

| 5 ||n6 ||"5 ""6
Pao) Ty Poen LD T M) et 4D e U=l

Now suppose thatl is sizen! j +1 for somej <n . Its smallest p-value is the &h smallest p-value for some
&) k and &) j, and its second smallest p-value is thenth smallest p-value for somem > &. We reject
because

5
Ly WA
Py ) gywPeen + 1 Ty Tnrwa
[ reen
) Fp(m)*' 1! Tr o+ i
! ! n ! ! n "
1Pt e T

B.19.5 Proof of Theorem

We complete the proof in three steps.

Applying Neymann-Pearson

First we argue that it is su"cient to show that

11 #(x M
liminf P (7%))) 2 liminf P! #(X{™M)) 1),
n*( 11 #xXM) n*(

Our goal is to show that
Immf (!{Afn P(.} rejects)! P(., rejects)2 0,

or equivalently,

Iim(inf P(. & rejects )! sup P(., rejects )2 O.
($H n

Debning the point nulls B§" : p™ =0, let B = 8", Ko be the global point null that all the means are
identically zero, and also letH, be the set of tests that maintain level! Type | error when testing Ho. Then

Iirm(inf P(. & rejects)! sup P(., rejects )2 Iillp(inf P(. &% rejects)! sup P(., rejects).
$H 1 ($H,
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The term SUP gy, P (. » rejects ) is the highest power that can be achieved by a level test trying to
distinguish between the point null that all the means are 0 and the alternative that the means are given
by u(™. The most powerful test is given by Neymann-Pearsonllehmann et al,, 1986 Theorem 3.2.1], and
becauseuj(”) =0 for j > 1, it is not hard to verify that it rejects when X, is large (it is an identical
computation to [Lehmann et al., 1986 Example 3.2.1]). More specibcally, this test will reject when 1
#(XM)) 1. Therefore

sup P(., rejects ) = P(11 #(X{M)) 1),

($H,
and it su"ces for us to show
| (n)
liminf P LXYVM)) Lo r@l #(x{™y 2o,
n*( 11 #(XS)

where we have recalled that & rejects when (1! #(X\(,\r,‘)))/(l! #(Xé”))) ) .

Studying the conditional test

In this part of the proof, which is thanks to Rahul Kanekar, we argue that for any + > O there exists a
G such that wheneverg 2 G

11 #(xw)
2 ++=6 ——) !
Xw 2 Z11 6 11 #(xy | g))
To show this, we debnea = ! x,, and study
#a) _ #(xw)
#la+g) 1! #(xw! Q)
By LOHopitalOs rule, whenever> 0 we have
i @ @ €T e B.32
a’( #(a+g) ai( .(a+tg) ai € (@92 ax B (8.32)

Given this, bx gz > 0 and considerR ) z ! +such that #(a)/ (#(a+ g)) ) '5 for all a) R. Because
#(a)/ (#(a+ g)) is decreasing ing for any bxeda, we have for allg 2 g; that

sup #(a)

#(a) !
a, R #(a+ g)

) 5 (B.33)

) sup 5

a, R #(a+ g1)
Furthermore, for all a" [R,z, ! H and any g we have

#(a) #z ! H
#(a+ Q) #(R+ g)

We can take g, large enough such that

#(Z! ! +)

m) PRt 4,
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so that forany g2 g,

#(a)

s #(Z[ ! +)
a$[R,z-! -] #(a+ g)

#(R+ Q)

#(Z! ! +)
#(R+ o)

) ) ) H1l 1) (B.34)

Taking G = max(g;, g2) we see that wheneverg 2 G,

!
a, z.1 - #a+ Q) ) max(! (1! "')ai) <l

Correspondingly, we have that wheneverg 2 G,

11 #(xw)
su — <
wwaz - 11 #(xu ! Q)

which is sucient to prove the claim.

Final probabilistic arguments

Now we can put everything together to prove the claim. Fix some+ > 0 and take G to be such that
wheneverg 2 G then

11 #(Xw)

XWsz_]!++:6 m)l
I #( Xy !

| 11 #( XM ( | 11 #(X{M) (
— o CW>1 =P it >LX M1 x®M2c + P xM <o)

1 #Hx) 1 AKXy (

(n)
11 #(X

=P Xy ) >LX W xM<eg +Px{ x 2 6)

1 #XM T x x My
) POXG <zun + Xy 1 XY <G+ PX) ! XKV <G)
) P(X\(/\r;) <zp +HH+ P(X\(Ar;)! Xg‘) <G)
) PX{M <z + 9+ P(X 1 X{Y <6G)

BecauseX i’ I X {M&" , we know that liminf .. P(X{" 1 X" <G) =0, and we can take the limit
on both sides to see that

(n)
. 1! #(X .
liminf P (7‘("r’1))>! ) liminf PXM<zy, +9
n( 11 #(X M) n

Then, taking the inbmum over +gives us that

(
1! #(x\svn))>|

Iinginf P o) !
n*( 11 #(Xg7)

) Infliminf P(X{V <zy, + 4

If we knew that
inf liminf P(X{™ <zy,, + 9 =liminf P(X{"W <z, ,),
>0 n¥ n*(
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then we would be done:

| (n)
liminf P LX\(NH))» ) liminf P(X{W <z )
n*( 1 #(X) n*(
| (n)
7 liminf P Lx%)) 2 liminf P(X{M 2 24 1)
n*( Can #x M) n*(
1 (n)
7% liminf P wan))) 2 liminf P11 #(X{M)) 1)
n*( 1 #(X) n*(

The remainder of our argument is devoted to showing that this is the case. First we derive that

inf lim inf PX{M<zy +91 PXM<zy)) inf liminf P(zu 1 <X Mezy, +9

inf liminf #(zay + +1 pd) ! #(zy ! ué™)

|_r>1f0I|rm(|nf +. (#)

where we have used the mean value theorem ar#| is some value betweerzy, | + + u(ln) and zy o ! p(ln) ++
Because. (3 is bounded by 1, we must have

. . . (n) _ . . . . _
_'D]:)“rm(mf P(X;" = '.Qfo +I|rm(|nf .(#)) _|L1fo+_ 0
Therefore

inf lim inf PXM<zy, +91 Px{M<zy,)=0
-> n*

=6 inf liminf PX{M<zy, +49= inf  lim inf Px{M <z, 1) = limnf PX{M <zy ).

and we are done.

B.19.6 Proof of Theorem

We will couple our random variables, soX i(“) =Zi+ ui(“) and consider the sequence of problems given

by )
g log logn, i=1,
#_ H_
ui(n)=§loglogn! 2 logn, i=2,....,%$ n%

I'n, otherwise
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We show the result for* = 1. To show it for * " (0, 1), apply the same argument to the sequence of problems

)
g#! Yz ) ! #' Yzu 9, i=1,
(n) _ 11 | 11 I H#__ . #70
H; _ﬁ#' (zu ) # (zu ! 2 logn, 1=2,...,%$ n%
b, otherwise

Prior to proving the result, we brst need to recall facts from extreme value theory facts. Debn®, =
maxi, i, n Xi and m, =min 1 i n X;. It is known (see Bovier, 2005 Lemma 1.2.1] that
| |

an(M,! b)& L, a,= 2logn, b,= 2logn! |oglog£|‘;g)§1(42)

where L is a Gumbel distribution. Essentially, we can write
M, = a, Y, + by

where Y, = Oy(1) and converges in distribution to a Gumbel. Becausemy, 4 M, we can also write
m, = ai *W, ! by

whereW,, = Op(1) and converges in distribution to ! 1 times a Gumbel. Letting ou; 1 be the 1! | quantile
of a Gumbel distribution, we bnd that

Quantile(1 ' I, M )
a, 'Quantile(1! !,Y )+ by
an (o + 0%1))4' bn

6
!
2logh + O M

logn

Z31

n

Now, we proceed by showing that three sequences of events of interest happen with probability one as
n&' . Debne

A, = XM
B,= max X"
2,1, n0
Ch= mip_x™
2,1, n0

Dh= , max XM
. no+1, i, n

¥ We see that

P

P(An>Bn) 2 I:’(021+>M_/ﬁo! 2 logn) 1
P

=P Zz;! afxlﬁov_/ﬁ0>b_/ﬁ0! 2 logn
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#____
BecauseZy! a /' Y/ 7= Op(l)and b/ 5! 2 logn&! , we have that

0 P
Iirm(ian(An>Bn)2 Iirm(ian Zilar_ Y/ g>b/ 5! 2 logn

1
=1

=6 lim P(A,>Bn)=1

¥ We see that
|

P(Ch>Dy)2 P(m/ 7 +loglogn'! 2 logn>M,! n) '
= P@™ W/ 50! @'Yy >b/ o+ by +loglogn! 2 logn! n)
H___
Becausea ' W/ 75! a, Y, = Op(1) and b/ 7o+ by +loglogn! 2 Togn! n&! , we have that
M
Iirm(ian(Cn>Dn)2 Iirm(ian(m_’ﬁoHoglogn! 2 logn>M,! n)

=6 lim P(Cy >Dn)=1

¥ We see that

P(An ! Cn < 421' $(n)lz) 2 P(An ! Cn < 4le !n)
I 9n |

2 P(le m_’ ﬁ0+2. Iogn< 47, gn) |

= P(Zy! @/t W/ o< 4zy 1, ! b/ 5! 2 logn)

H__
BecauseZy! a /' W/ 5,= Op(1) and 4zy , ! b/ 5! 2 Togn &' , we have that
|

Iilm(inf P(An! Cn <4z, 4o,,) 2 Iirm(inf P(Zy! @/t W/ 5o< 4z, ! b/ 5! 2 logn)=1

=6 nll(m PAn! C, < 421! $r(1n)/2) =1

Based on the above we know that the sequence of events

Gp = {An >B,>C,>D, andAn! Ch < 4211 $r(1n)}
is such that
nI*!(m P(Gh)=1.
Formally, this can be shown by writing G°¢ as the union of bnitely many events whose probabilities all tend

to zero, and applying a union bound.
We bnish the proof by showing three things, that in junction imply the result.
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Assumption that X\(,\?gn)! Xé“&])&“ holds

Fixing any constant K we see that

|irnq(supp(x$gn)! XSy ) K)) Iinm*(supP(An! Bn) B,Gn)+ P(GP)

) limsupP(A,! Br) K)
n*(

So it su"ces to show that limsup,« P(An! Bn) K)=0, or equivalently that liminf n- P(An! Bp >
K)=1. We see that

L
P(An! Bh>K)2 P(Zy! M/ 50+2 logn>K)
L
P(Zy! @t Y/ 5 >K + b/ 7! 2 logn)

#
BecauseZy! a/'_ Y/ 5= Op(1), and b’ 75! 2" Togn.
|

Iirm(inf P(An! B, >K)?2 Iirm(inf P(Zy! ar_ Y/ 5>K + b/ 5! 2 logn)=1

LSl is powerless

Note that on the event G,,, the number of observations that are within 4z, 4, (i.e., the value N from
() of the winner is at least $ n%! 1. Leveraging this fact, we can use a union bound to show that LSI
is powerless in the limit. Recalling/ (™M =11 "™ and/™ =11 (11 )Y we have

P(. s rejects)) P(..s rejects G,)+ P(GS)
) P(Z1+loglogn 2 zj,

n?

Gn)+ P(Zi+loglogn2 z, ) ,Gn)+ P(Gp)
Tre a1

) 2P(Z12 z3 v, —, . ! loglogn)+ P(G{)

& 1

BecauseZ; = Op(1), 11 1, .,

n# 1

! loglogn &' , and alsoP(G§) & 0, we have

! loglogn)+ P(GS)=0.

& n# 1

limsupP(. s rejects)) limsup2P(Z12 z31 1, -
n*( n*(

Other tests are powerful

The test that just uses the brst coordinate attains power one:
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o . | . i .
Ilnrp(mf m I P(. hrejects) Ilm(lnf sup P(. nrejects)

n n n$Hn

2 liminf P(1! #x{My n

= Iim(inf P(Z12 z3,, ! loglogn)
=1.
B.19.7 Proof of Proposition
First, we show that P(u" CR}%?)=11 1. This is straightforward:

P(u" CRI™?)= P(X " RT?F ()
PXw ! pw ) dn® (1)
111

Now for the second part of the statement, letl " R" be the n-dimensional ones vector. Then

aqn® (11) = Quantile(1 ! L, X w ! pw)

= Quantile(1 ! !, lm_ax Xil 1)
, i, n

= Quantile(1 ! !, 1m}ax (Xi! 1))
, i, n

= Quantile(1 ! !, 1m_ax Zi)
, I, n

= 730

n
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where the Z; are i.i.d standard normal random variables. Therefore, if1 > Xy ! z3;,,, we must have

11" CRT9
12 XW ! VATIIEN =6 (11)W 2 XW ! q]rj’;al!’g (ll)

Since 1! #(Xw)>!, =6 Xw ! zu 1, < 0, this means we can bndL < 0 such that 11 " C

which Pnishes the proof.

B.19.8 Proof of Theorem

(X,

We show the equivalent statement that rejecting the the data dependent union null3;ss; -$3Hi‘}/° when

9 # %<
Tl' #(D-%)UI ;10 #$DY1 max —LA-DO&>
' [ ' U7 kes#8s: ik K
max O # %< Q )ij,k!#<0 %< ) 1
i$S,'$S
;10 #8D%®1 min 1-DO&>1 ;11 #$D%! max —L1-DO&>
I 7 kgs #gs: ik K# 7 kgswgs ik K#
Yiw >0 ik <O

ensures that, conditional onS, the probability of a false rejection is at most! .

(B.35)
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Without loss of generality, we perform our analysis conditional on the specibc evens = {1,...,K}
that the Xq,..., Xk are larger than the X +1,...X. Our strategy will mimic that presented in Hung and
Fithian [20194 and Fithian [2015. First, for pairs i ) K andj > K , we come up with a test for rejecting
Hi]-’/" that maintains error control conditional on S = {1,...,K}. We reject 3;, -k Hi‘j’/O when these tests
reject forall i) K,j>K . Lemma 4 of Hung and Fithian [20194, which is adopted from Berger [1983,
ensures that in doing so we maintain error control conditional onS = {1,...,K}.

Fix somei) K andj>K . To design a test for rejectingHi‘j%’ that maintains error control conditional on
S={1,...,K}, we will use the selective dominance machinery Chapter. Normally, to maintain marginal
Type | error control, we reject the null Hi]-’/° using the p-value

P =11 #D). (B.36)

Debning
Hiit = Dis! Ojys D

it is straightforward to verify that the random vector +|‘]A’ which consists of the entriesﬁ"j/j’k# for pairs k) K
and & > K, is independent ofDi"j/0 and therefore alsopﬁ-/°. Since the p-value () corresponds to running
a one-sided uniformly most powerful (UMP) test in a monotone likelihood ratio family (MLR), Example
tells us that it is selectively dominant given Z = +,°f’ (where Z is the random vector such that Zy, = ﬁ"j/f’k# ).

All that remains to do is characterize when we are selecting the p-valup}}" to use for inference (i.e., when
S={1,...,K}, what values is this p-value taking?). Theorem then tells how to adjust the p-value to get
a selective p-value. RejectingH i‘}/" when this selective p-value is below maintains error control conditional
onS={1,...,K}.

To do so, we considek ) K and & > K and rewrite the event

Xk>Xy® D%>0

o o
® i * Oje D" >0

This leads to three cases:

1 If Ojs > Othen Xy >X 4 B D> 1 8.

)ik

2. If oij,k# =0 then Xk>Xy 76 -"ioj/?k# >0,
3. If oij,k# < 0 then Xk >X# 7 D;}/o< ! )ijy++i0j/,ok#

Ultimately, we see that

S={1,....K} ® Xy>Xyforall k) K and&>K
# %

® Df"$ max ! e min | 6, & and  min 4%, > 0.
k, K#>K o Ojsr 7 Tk, K#K o Qs k, K,#>K b
)ik >0 )ik <O )ik =0

Essentially, the selection eventS = {1,...,K} corresponds to selectingp}]-" ( ) to use for inference
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according to the selection function

) # # % # %%
gl ifx" $11 #% min ! i ze& 1! #$ max ! 2% & and  min 2> 0.
s(x,2) = k, K#>K o ik k, K#K o ik K, K#>K
! g )ik <O ik >0 )ik =0
0 otherwise

Theorem then tells us that the selective p-value is

9 # %<
T
1! #(D'%)U! 1 #9 min 1 L4 &>
! k, K,#K : ik ik
p% i =8 # O H,k! <Oﬁ ope
sel,ij e # s! 4 Yo
S0 #% max | _l4% &>1:11 #% min | L 4% &>
k, K #K - ik ik o min b
i >0 Fo

Recalling the debnition of ;% , we can rewrite this selective p-value as
9 # %<

T U
% ' % 1 0 &>
1 #(Df) 1 11 #8DP1 max DY,

% _ 0 )ik, <0 0
Peerj = & # b<—9 # o< (B.37)

;1 #3DY1 min A-DQ&>1 ;11 #5D¥!  max 1-D2&>
U7k, Kk ik Uk KK )ik
)i >0 )ik <O

Our proposed procedure of rejecting3 kjk H i‘}/" whenever () holds corresponds exactly to rejecting
when all these selective p-values are at modt, establishing the validity of the procedure.

B.19.9 Proof of Theorem

We again without loss of generality perform our analysis conditional on the specibc ever® = {1,...,K}.
Again bxi) K andj>K . Recall thatif a>b >c, then (b! c)/(a! c¢)) b/a. Using this fact, we can
bound every selective p-value { ):



APPENDIX B. SUPPLEMENTARY MATERIAL RELATING TO SELECTIVE INFERENCE 174

9 # %<

T u
% ; % 1 po&>
10 #(DJ) 1 i1t #SD 1 max DR

9 # Yoo g )iHy<O %o

;1! #8D®! min 1-DO&>1 ;11 #$D¥! max 1-DO&>
Iy kask )ik BSOS T

)ik >0 i <O
%
) 1! #(Dijo %
| % | i 1 1o &
o #$D”0' K, IP,LIEK ik Dy
Yigw >0
] %
a T%XK & #(D'Jl) L
, K #> : % 0
Yie >0 1! # Dijo! Yo Dy

We restrict our attention to pairs k) K and & > K such that Ojxx > 0 and further bound the term
inside the above maximium in two separate cases.

Case one: Dj " Dp . Sincej,.— 2 1, in this case we haveDj®! ;-L-Dg,) O, so
1! #(D) 1! #(D;}A’)) 2 max g
1! #(Dj*! )i,-,i D, 1! #(0) i KK

Case two: Dj >D p.. To handle this case we prst show that

1! #(x
f(X): 1| #(X' (1) DO
: Y )ik k#

is a non-increasing function ofx. The derivative of the function is

0 1 # 0 1lop
L(¥). x! y1-Dg, 11 #(x) 1! # x! 5D,
)= 6—6—"—41; % = R &) 0
1 # x! LD, ' SR o o

where the inequality follows from the fact that the Mills ratio (1 ! #(x))/. (x) is strictly decreasing [Baricz,
2008 Mills, 1926, and we always have

Xx>x ! D2

i, k#t
becauseOjxx 2 0 andDP2, 2 0. The non-positiveness of the derivative and the fact thatD{* > D 0, implies
that
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1! # DY ) 1! #(DJ,
11 #(D! )”; DY)~ 1! #(DY,! )ﬁog#)
) 1! #( DY,
1! #(0)
0
) 2i' max b -

where we have thatD{, ! )H; DY) O because)ij% 2 1andDJ, 2 0.

To pnish the proof of the theorem, we note that if* 2 0, then p* 2 p foralli) K,j 2 K, so

0 %
2, 3 P 2, max by
To Pnish the proof of the remark following the theorem, note that if * < 0, then pi(j’ 2 pi"]-/0 for all
i) Kjj 2K,so
%6 0
2, WE P) 2, max p

B.19.10 Proof of Corollary
First we show that because & is diagonal, fori,k = j, & that Ojx 2 0. DePningcjw = Cov(X; !
Xj, X! Xy), it su"ces to show that cjks 2 0. We see that

ikt = &iili=k +&jj 1j=42 0

This simplibes Theorem Os procedure considerably. Again, without loss of generality, we perform our
analysis conditional onS = {1,...,K}. Because,* = 0 and Qjxs 2 O fori,k ) K andj& > K, the
condition ( ) is satisbed exactly when

| 0
. 11 #(D?) %) |
i, Kj>K
0 i 1 po&
1! #$Du ! o min DY,
ik >0

Letting | and J be as in the statement of the corollary, we have the the bound

| -~
 max g L' #Dy) %) 211 #DY)),
i, Kj>K

1 #3% max Dj! ;2-Di&
k, K,#K : ij,k!
Yigw >0
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from proof of Theorem . It is also the case that

0 0
e 11 #(DY) % o 4 1! #(DD) %
i, Kj>K
0 ; 1 0 & 0 i 1 0&
11 #3DY 1 o min DR 11 #3$DY 1 . min - 5—DR
ik >0 Juk >0
1! #DP)

10 #(DP) ! y-DY)

) 1313

=2(1! #Dp)),

so the two expressions are in fact equal. This is su“cient to imply the claim.

B.19.11 Proof of Corollary

Like in the proof of Corollary , we Prst argue fori,k = j, &that cjks = Cov(X;! X;, X! Xy) is always
non-negative. This follows because

G =11 0)$%li=+(1! 0)$%1;=42 0

Then the proof essentially is then identical to that of Corollary . We only need to show that the indices
| and J of the observations inside and outside the topK that minimize
Xil Xj _ | Xil X

0 _ _
Dy = . T 5g2 2
Vij 2521 20%

overi " Sandj -"S are the indices of theK th largest entry and (K + 1)st largest entry respectively. But
the above is clearly minimized if we takei to be the index of the smallest entry in S (i.e., the K th largest
entry) and j to be the index of the largest entry outside ofS (i.e., the (K + 1)st largest entry), so we are
done.

B.19.12 Proof of Corollary

Similar to the proof of Corollary , we brst argue fori = j, & that cjix = Cov(X;! Xj,X;! Xy)is always
non-negative. We can compute

G = $21 $201I11 $2001! A+ g20lit A

When 02 0 we have that ¢ 2 $2(1! 20). When 0) 0, we have thatcjix 2 $2(1!| 0]! 0?). Thus, as
long as0" [*2, 1], we havecjs 2 0.

The identical argument to Corollary  then implies the result for when K = 1. The argument for
K = n! 1isidentical.

B.19.13 Proof of Corollary

We consider applying our method to the observation25while using the covariance & = 2/t | 23%/t .
Without loss of generality, suppose that @ is in sorted order, soXj 2 44a 28,. Similar to the proof of
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Corollary , we brst show for 1= j, & that ¢, 14 = Cov(X; ! X;, X! Xy) is always non-negative. This
follows as

1 )
Cij, 14 = f(ﬁl(l! B1) + @18 + @,8y! BBy
1 ) ;
= f(ﬁl(l! P)+ @18 +(@1! §)8y)
20
Second, we note that since the2éare in sorted order, the indexJ = 1 that minimizes

#_ #_
Do = | (8! B) _ t(a,! ?)
UT U B B+ @ (! B)+2@.8 B +@& ! (8! B)2

is clearly J = 2. With these facts in places, an identical argument to that in Corollary implies the result.
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